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Yet Another Time Series Model (YATSM)


About

Yet Another Timeseries Model (YATSM) is a Python package for utilizing a
collection of timeseries algorithms and methods designed to monitor the land
surface using remotely sensed imagery.




User Guide

To get started with YATSM, please follow this user guide:



	Installation
	Dependencies

	Conda

	virtualenv and pip

	Developer Installation

	Platform Support





	Dataset Preparation

	Model Parameter Exploration

	Timeseries Model Specification

	Science Models
	Models





	Model Configuration
	Configuration File

	Dataset Parameters

	Model Parameters

	Phenology

	Classification

	Example





	Batch Interface
	Sun Grid Engine





	Mapping Derived Information
	Missing Values

	Examples

	Docs TODO





	Mapping Changes
	Examples

	Docs TODO





	Classification

	Long Term Mean Phenology
	Configuration





	Integration of user-provided time series algorithms
	Behind the scenes

	References:












Command Line Interface Utilities

The Command Line Interface (CLI) for YATSM is built using
click [http://click.pocoo.org/] and is accessed using the yatsm
command. Documentation about the CLI is available below:



	Command Line Utilities
	yatsm

	yatsm pixel

	yatsm line

	yatsm cache

	yatsm train

	yatsm classify

	yatsm changemap

	yatsm map

	gen_date_file.sh












Indices and tables


	Index

	Module Index

	Search Page
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Installation


Dependencies

Yet Another TimeSeries Model (YATSM) is written in Python [https://www.python.org/] (version 2.7, but 3.5 is soon to be a priority) and utilizes several C libraries, including the Geographic Data Abstraction Library [http://www.gdal.org/] (GDAL). Package dependencies are most easily installed using Conda [http://conda.pydata.org/docs/], but may also be installed using your package manager on Linux (see Ubuntu 14.04 example), Homebrew [http://brew.sh/] on Mac OS, or through OSGEO4W [http://trac.osgeo.org/osgeo4w/] on Windows.

However, it is strongly encouraged that you install YATSM into an isolated environment, either using virtualenv [https://virtualenv.pypa.io/en/latest/] for pip installs or a separate environment using conda [http://conda.pydata.org/docs/], to avoid dependency conflicts with other software.




Conda

Requirements for YATSM may also be installed using conda [http://conda.pydata.org/docs/], Python’s cross-platform and platform agnostic binary package manager from ContinuumIO [http://continuum.io/]. conda [http://conda.pydata.org/docs/] makes installation of Python packages, especially scientific packages, a breeze because it includes compiled library dependencies that remove the need for a compiler or pre-installed libraries.

Installation instructions for conda are available on their docs site conda.pydata.org [http://conda.pydata.org/docs/get-started.html]

Since conda [http://conda.pydata.org/docs/] makes installation so easy, installation through conda [http://conda.pydata.org/docs/] will install all non-developer dependencies. Install YATSM using conda [http://conda.pydata.org/docs/] into an isolated environment by using the environment.yaml file as follows:

# Install
conda env create -n yatsm -f environment.yaml
# Activate
source activate yatsm





And as with pip, you need to install YATSM:

# Install YATSM
pip install .








virtualenv and pip


virtualenv

Python and GDAL are usually installed on most computing environments that handle geographic data (if not, see an example of installing these dependencies on Ubuntu 14.04). If you wish to install YATSM on a system with these two dependencies but you don’t have installation privileges for the Python dependencies, you could install YATSM into a virtualenv [http://virtualenv.readthedocs.org/en/latest/].

virtualenv creates isolated Python environments, thus enabling a user without root privileges to install modules. virtualenv has the added benefit of enabling the installation of specific module versions for single piece of software.

To set up a virtualenv, it must first be available. With root access,

sudo pip install virtualenv





Once virtualenv is installed, users may create a virtualenv for YATSM:

virtualenv yatsm_venv





To activate this isolated Python environment from Bash:

source yatsm_venv/bin/activate





Your terminal prompt will change, denoting the switch to this newly created isolated Python environment.




pip

The basic dependencies for YATSM are included in the requirements.txt file which is by pip as follows:

pip install -r requirements.txt





Additional dependencies are required for some timeseries analysis algorithms or for accelerating the computation in YATSM. These requirements are separate from the common base installation requirements so that YATSM may be more modular:


	Long term mean phenological calculations from Melaas et al., 2013
	Requires the R statistical software environment and the rpy2
Python to R interface

	pip install -r requirements/pheno.txt





	Computation acceleration
	GLMNET Fortran wrapper for accelerating Elastic Net or Lasso
regularized regression

	Numba for speeding up computation through just in time compilation
(JIT)

	pip install -r requirements/accel.txt







A complete installation of YATSM, including acceleration dependencies and additional timeseries analysis dependencies, may be installed using the requirements/all.txt file:

pip install -r requirements/all.txt





Finally, install YATSM:

# Install YATSM
pip install .










Developer Installation

If you’re interested in helping develop YATSM, you can download the repository using Git and install it in an editable installation:

git clone https://github.com/ceholden/yatsm.git
cd yatsm/
pip install -e .





Documentation may be built using Sphinx [http://sphinx-doc.org/] from the docs directory:

cd docs/
make html








Platform Support

YATSM is developed on Linux (CentOS 6, Arch, and Ubuntu 14.04) and has not been tested on any other platforms, though I have seen it working on Mac OS. I am welcome to any help fixing bugs or better supporting Windows, but I will not try to support Windows myself.


Ubuntu 14.04

On Ubuntu 14.04, for example, the GDAL build dependencies may be satisfied by installing the following:

sudo apt-get install python2.7-dev
sudo apt-get install gdal-bin libgdal-dev
sudo apt-get install python-gdal





This installation guide will also utilize the pip [http://pip.readthedocs.org/en/latest/installing.html] utility for installing Python modules. pip may be installed or upgraded following the instructions here [http://pip.readthedocs.org/en/latest/installing.html], but it is usual preferable to use your package manager:

$ sudo apt-get install python-pip





You will also need two font packages for matplotlib that are not installed with Ubuntu by default:

$ sudo apt-get install libfreetype6-dev libxft-dev





With the GDAL library and pip installed, follow the guide for how to install YATSM below using virtualenv and pip.
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Dataset Preparation

This part of the guide is a work in progress. For now you can get an idea of how
the datasets should be organized and prepared by viewing two example datasets
located here [https://github.com/ceholden/landsat_stack].

The issue tracker on Github is being used to track additions to this
documentation section. Please see issue 34 [https://github.com/ceholden/yatsm/issues/34].
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Model Parameter Exploration

The issue tracker on Github is being used to track additions to this
documentation section. Please see issue 35 [https://github.com/ceholden/yatsm/issues/35].
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Timeseries Model Specification

This section will describe the timeseries models used in YATSM and how to
configure them within the configuration file.

The issue tracker on Github is being used to track additions to this
documentation section. Please see issue 36 [https://github.com/ceholden/yatsm/issues/36].
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Science Models

The time series model run using the YATSM package command line interface (i.e., yatsm line and yatsm pixel) is specified in the configuration file using the YATSM['algorithm'] key:

YATSM:
    algorithm: "AN_ALGORITHM"
    ...

AN_ALGORITHM:
    init: ...
    fit: ...





The value specified for the algorithm key within the YATSM section must be the name of another section of the configuration file that can be used to identify, initialize, and run a time series algorithm included in the yatsm.algorithms module.


Models



	CCDCesque
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CCDCesque

A guide for the YATSM implementation of Continuous Classification and Change Detection (CCDC) [1]



            digraph G {
    label = "Algorithm Flowchart:\nCCDCesque"
    compound=true;
    newrank=true;
    ratio=1.5;
    /*ranksep=1.0;*/

    preprocess [label="preprocess" shape="box"];
    fit [label="fit" shape="box"]
    while [label="while\n(has observations)"];
    trained [label="Segment\ninitialized?"];
    end [label="Iterate\nforward"];
    # Training
    clean [label="Multitemp mask" shape="box"];
    stable [label="Test\nStability"];
    is_stable [label="Stable:\ninit segment"]
    is_unstable [label="Unstable:\nmove forward"]
    # Monitoring
    monitor [label="Check next\nobservations"];
    noise [label="Delete noise"]
    change [label="Change:\nnew segment"]
    nochange [label="No change"]

    { rank=min;  preprocess; fit; while; }
    { rank=same; trained; }
    { rank=same; clean; monitor; }
    { rank=max; end; }

    preprocess -> fit -> while -> trained;
    trained -> clean [label="No" lhead=cluster0];
    trained -> monitor [label="Yes" lhead=cluster1];

    subgraph cluster0 {
        label="Historic Period";
        clean -> stable;
        stable -> is_stable [label="Yes"];
        stable -> is_unstable [label="No"];
    }
    subgraph cluster1 {
        label="Monitoring Period"
        monitor -> noise [label="Noise\ndetected"];
        monitor -> change [label="Above\nthreshold"];
        monitor -> nochange [label="Within\nthreshold"];
    }

    noise -> end [ltail=cluster1];
    change -> end [ltail=cluster1];
    nochange -> end [ltail=cluster1];

    is_stable -> end [ltail=cluster0];
    is_unstable -> end [ltail=cluster0];
    end -> while;

}






	[1]	Zhe Zhu and CurtisE. Woodcock. Continuous change detection and classification of land cover using all available landsat data. Remote Sensing of Environment, 144(0):152 – 171, 2014. URL: http://www.sciencedirect.com/science/article/pii/S0034425714000248, doi:http://dx.doi.org/10.1016/j.rse.2014.01.011 [https://doi.org/http://dx.doi.org/10.1016/j.rse.2014.01.011].
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Model Configuration

The issue tracker on Github is being used to track additions to this
documentation section. Please see issue 37 [https://github.com/ceholden/yatsm/issues/37].


Configuration File

The batch running script uses an YAML
file [https://en.wikipedia.org/wiki/YAML] to
parameterize the run. The YAML file uses several sections:


	dataset describes dataset attributes common to all analysis

	YATSM describes model parameters common to all analysis and declares what change detection algorithm should be run

	classification describes classification training data inputs

	phenology describes phenology fitting parameters



The following tables describes the meanings of the parameter and values used
in the configuration file used in YATSM. Any parameters left blank will be
interpreted as None (e.g., cache_line_dir =).




Dataset Parameters


Note

This section is out of date for v0.5.0 and requires re-writing



Note: you can use scripts/gen_date_file.sh to generate the CSV
file for input_file.




Model Parameters


Note

This section is out of date for v0.5.0 and requires re-writing






Phenology

The option for long term mean phenology calculation is an optional addition to YATSM. As such, visit the phenology guide page for configuration options.




Classification

The scripts included in YATSM which perform classification utilize a
configuration INI file that specify which algorithm will be used and the
parameters for said algorithm. The configuration details specified along
with the dataset and YATSM algorithm options deal with the training
data, not the algorithm details. These training data configuration
options include:








	Parameter
	Data Type
	Explanation




	training_data
	str
	Training data raster image containing labeled pixels


	mask_values
	list
	Values within the training data image to mask or ignore


	training_start
	str
	Earliest date that training data are applicable. Training data labels will be paired with models that begin at least before this date


	training_end
	str
	Latest date that training data are applicable. Training data labels will be paired with models that end at least after this date


	training_date_format
	str
	Format specification that maps training_start and training_end to a Python datetime object (e.g., %Y-%m-%d)


	cache_xy
	str
	Filename used for caching paired X features and y training labels








Example

An example template of the parameter file is located within
examples/p013r030/p013r030.yaml:

# Example configuration file for YATSM line runner
#
# This configuration includes details about the dataset and how YATSM should
# run

# Version of config
version: "0.6.0"

dataset:
    # Text file containing dates and images
    input_file: "/home/ceholden/Documents/yatsm/examples/p013r030/images.csv"
    # Input date format
    date_format: "%Y%j"
    # Output location
    output: "/home/ceholden/Documents/landsat_stack/p013r030/subset/YATSM"
    # Output file prefix (e.g., [prefix]_[line].npz)
    output_prefix: "yatsm_r"
    # Total number of bands
    n_bands: 8
    # Mask band (e.g., Fmask)
    mask_band: 8
    # List of integer values to mask within the mask band
    mask_values: [2, 3, 4, 255]
    # Valid range of band data
    # specify 1 range for all bands, or specify ranges for each band
    min_values: 0
    max_values: 10000
    # Indices for multi-temporal cloud masking (indexed on 1)
    green_band: 2
    swir1_band: 5
    # Use BIP image reader? If not, use GDAL to read in
    use_bip_reader: False
    # Directory location for caching dataset lines
    cache_line_dir: "/home/ceholden/Documents/landsat_stack/p013r030/subset/cache"

# Parameters common to all timeseries analysis models within YATSM package
YATSM:
    algorithm: "CCDCesque"
    prediction: "GLMNET_Lasso20"
    design_matrix: "1 + x + harm(x, 1) + harm(x, 2) + harm(x, 3)"
    reverse: False
    commission_alpha:
    # Re-fit each segment, adding new coefficients & RMSE info to record
    refit:
        prefix: [robust]
        prediction: [RLM]
        stay_regularized: [True]

# Parameters for CCDCesque algorithm -- referenced by "algorithm" key in YATSM
CCDCesque:
    init:  # hyperparameters
        consecutive: 5
        threshold: 3.5
        min_obs: 24
        min_rmse: 150
        test_indices: [2, 3, 4, 5]
        retrain_time: 365.25
        screening: RLM
        screening_crit: 400.0
        slope_test: False
        remove_noise: True
        dynamic_rmse: False

# Regression estimators
LassoCV:
    pickle: "/home/ceholden/Documents/yatsm/yatsm/regression/pickles/sklearn_LassoCV_n50.pkl"
    fit:  # optional arguments to the ``fit`` method of the predictor

Lasso20:
    pickle: "/home/ceholden/Documents/yatsm/yatsm/regression/pickles/sklearn_Lasso20.pkl"

OLS:
    pickle: "/home/ceholden/Documents/yatsm/yatsm/regression/pickles/OLS.pkl"

GLMNET_LassoCV:
    pickle: "/home/ceholden/Documents/yatsm/yatsm/regression/pickles/glmnet_LassoCV_n50.pkl"

GLMNET_Lasso20:
    pickle: "/home/ceholden/Documents/yatsm/yatsm/regression/pickles/glmnet_Lasso20.pkl"
    fit:
        # 8 penalties for 8 coefficients
        penalties: [1, 0, 1, 1, 1, 1, 1, 1]

RLM:
    pickle: "/home/ceholden/Documents/yatsm/yatsm/regression/pickles/rlm_maxiter10.pkl"

# Section for phenology fitting
phenology:
    enable: True
    init:
        # Specification for dataset indices required for EVI based phenology monitoring
        red_index: 2
        nir_index: 3
        blue_index: 0
        # Scale factor for reflectance bands
        scale: 0.0001
        # You can also specify index of EVI if contained in dataset to override calculation
        evi_index:
        evi_scale:
        # Number of years to group together when normalizing EVI to upper and lower percentiles
        year_interval: 3
        # Upper and lower percentiles of EVI used for max/min scaling
        q_min: 10
        q_max: 90

# Section for segmentation
segment:
    # Segmentation image
    segmentation:
    # Resegmentation threshold (0 turns off resegmentation)
    resegment_crit: 0
    # Resegmentation size thresholds
    resegment_minpix: 5
    resegment_maxpix: 50

# Section for training and classification
classification:
    # Training data file
    training_image: "/home/ceholden/Documents/yatsm/examples/training_data.gtif"
    # Training data masked values
    roi_mask_values: [0, 255]
    # Date range
    training_start: "1999-01-01"
    training_end: "2001-01-01"
    training_date_format: "%Y-%m-%d"
    # Cache X feature input and y labels for training data image into file?
    cache_training:
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Batch Interface

The default method for running image stacks is to run each line, or row,
separately from other lines. In a multiprocessing situation, the total
number of lines can be broken up among the n available CPUs. Before
using the batch interface, make sure you already have a parameter file
generated as described by Model Configuration.

The batch interface which runs each line separately is
yatsm line. It’s usage is:

$ yatsm line --help
Usage: yatsm line [OPTIONS] <config> <job_number> <total_jobs>

Options:
  --check_cache  Check that cache file contains matching data
  --resume       Do not overwrite preexisting results
  --do-not-run   Do not run YATSM (useful for just caching data)
  --help         Show this message and exit.





Let’s say our image stack contains 1,000 rows. If we use 50 total CPUs
to process the image stack, then each CPU will be responsible for only
20 lines. To evenly distribute the number of pixels that contain
timeseries (e.g., to ignore any NODATA buffers around the images), the
lines are divided up in sequence. Thus, job 5 of 50 total jobs would
work on the lines:

$ job=5
$ n=50
$ seq -s , $job $n 1000
5,55,105,155,205,255,305,355,405,455,505,555,605,655,705,755,805,855,905,955






Sun Grid Engine

In the example of the compute cluster at Boston University which
utilizes the Sun Grid Engine scheduler, one could run an image stack as
follows:

$ njob=200
$ for job in $(seq 1 $njob); do
    qsub -j y -V -l h_rt=24:00:00 -N yatsm_$job -b y \
        yatsm -v line --resume config.ini $job $njob
  done





By setting the environment variable, PYTHONUNBUFFERED, to a nonzero and
non-empty value, Python will keep stdout and stderr unbuffered. This is handy
to use when trying to diagnose a problem or when trying to guage the progress
of YATSM when logging to a file (e.g., in a qsub job) because unbuffered
output is flushed or written immediately to the log file. Be aware that the
constant writing to the log file may incur a penalty cost. You can run
YATSM jobs with unbuffered output as follows in the example for yatsm line:

$ qsub -j y -V -l h_rt=24:00:00 -N yatsm -b y \
    PYTHONUNBUFFERED=1 yatsm -v line --resume config.ini 1 1





One useful tip is to optimize the use of the CPU nodes by first transforming the
dataset from an image based format to a timeseries format by saving all
observations for each row in a separate file. The transformed dataset will be
much easier to read as a timeseries because each processor only needs to read
in one file instead of finding, opening, seeking through, and reading from
many individual image files.

To accomplish this approach, the --do-not-run flag can be combined with a
specific request for computer nodes with fast ethernet speeds,
-l eth_speed 10:

$ njob=16
$ for job in $(seq 1 $njob); do
    qsub -j y -V -l h_rt=24:00:00 -l eth_speed=10 -N yatsm_$job -b y \
        yatsm -v line --resume --do-not-run config.ini $job $njob
  done
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Mapping Derived Information

Maps can be created based on the attributes of a timeseries segment for any date desired. These attributes include the statistical model coefficients for each band, the Root Mean Squared Error (RMSE) of the model fits for each band, and the classification value predicted. The predicted reflectance for any band may also be generated using the model coefficients. These maps may be created using the yatsm map script.


Missing Values

By default, yatsm map will only look for models which intersect the date given by the user. A model intersects a date if the model’s starting date is equal to or less than the date and if the model’s ending date is equal to or greater than the date. For example, a model beginning on 2000-01-01 and ending on 2002-01-01 intersects 2001-01-01, but this model does not intersect 2002-02-02.

Sometimes it is desirable to produce a classification value or reflectance value even if no models intersect the date provided. For example, we wanted to produce a classification value for 2000-01-01 but the model ended in 1999 and was not re-initialized until 2000-06-01, we might be happy to know what the classification value of the next segment is (i.e., what the pixel turns into).

In other circumstances, we might be okay producing a map using the segment immediately prior to the date of the map provided that there was not a change detected. This is a common case when generating classifications, coefficient maps, or reflectance predictions toward the end of the timeseries.

For these two circumstances, the yatsm map script provides the --before and --after flags. These flags are not mutually exclusive and will not override the default behavior of providing the timeseries segment information which intersects the date provided. Instead, these three choices operate in order of desirability. From most to least desirable:


	Segment which intersects the date

	Segment immediately after the date, if -after is specified

	Segment before the date, if the segment does not contain a break and --before is specified



The mapped output will always contain the information from the most desirable segment. Behind the scenes, it accomplishes this by providing mapped values for the least desirable option first and then overwriting with more desirable options.




Examples

For example, consider these mapping situations:


	Create a map showing the image predicted for January 1st, 2000 for all bands



$ yatsm line predict 2000-01-01 predict_2000-01-01.gtif






	Create a map showing the image predicted for January 1st, 2000 for all bands, filling in missing values with the information from the timeseries segment immediately after January 1st, 2000, if possible



$ yatsm map --after predict 2000-01-01 predict_2000-01-01.gtif






	Create a map showing all the coefficients for the red band (band 3) for January 1st, 2000



$ yatsm map --band 3 coef 2000-01-01 coef_red_2000-01-01.gtif






	Create a map of only the time trend, or slope, coefficients for all bands for January 1st, 2000



$ yatsm map --coef slope coef 2000-01-01 coef_slope_2000-01-01.gtif






	Create a map of the current land cover, or the land cover that a pixel will turn into, for January 1st, 2000



$ yatsm map --after class 2000-01-01 classmap_2000-01-01.gtif








Docs TODO


	Example maps

	Images helping explain --after and --before

	More information on CLI flags / switches

	Explanation of --root, --result, and --image parameters
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Mapping Changes

To visualize change information it is often useful to create maps of the date when a pixel changes or to map the total number of changes detected within a desired range of dates. These maps can be created using the yatsm changemap.


Examples

For example, consider these mapping situations:


	For each year from 2000 to 2010, create a map of the first change detected within the year:

for y1 in $(seq 2000 2010); do
    y2=$(expr $y1 + 1)
    yatsm changemap first $y1-01-01 $y2-01-01 change_$y1-$y2.gtif
done







	Create a map of the total number of changes, per pixel, for the 2000 to 2010 decade:

yatsm changemap num 2000-01-01 2010-01-01 changenumber_2000-2010.gtif












Docs TODO


	Example images

	Explanation of --root, --result, and --image parameters
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Classification

The issue tracker on Github is being used to track additions to this
documentation section. Please see issue 38 [https://github.com/ceholden/yatsm/issues/38].
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Long Term Mean Phenology

This part of the guide is a work in progress and more information will be added.

The purpose of this module within YATSM is to provide long term mean phenological
characteristics of landscapes using an algorithm developed by Melaas et al
(2013) for each stable land cover segment identified by the CCDC portion of YATSM.

See:


Melaas, EK, MA Friedl, and Z Zhu. 2013. Detecting interannual variation in
deciduous broadleaf forest phenology using Landsat TM/ETM+ data. Remote
Sensing of Environment 132: 176-185. http://dx.doi.org/10.1016/j.rse.2013.01.011



Configuration

Example:

phenology:
    enable: False
    init:
        # Specification for dataset indices required for EVI based phenology monitoring
        red_index: 2
        nir_index: 3
        blue_index: 0
        # Scale factor for reflectance bands
        scale: 0.0001
        # You can also specify index of EVI if contained in dataset to override calculation
        evi_index:
        evi_scale:
        # Number of years to group together when normalizing EVI to upper and lower percentiles
        year_interval: 3
        # Upper and lower percentiles of EVI used for max/min scaling
        q_min: 10
        q_max: 90
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Integration of user-provided time series algorithms

The YATSM package provides some time series algorithms as part of the
project, but developers can also build and integrate their own algorithms
into the suite of time series algorithms that can be utilized by programs like
yatsm line or yatsm pixel.

YATSM uses the setuptools [https://pythonhosted.org/setuptools/setuptools.html] module concept of “entry points” to
enumerate time series algorithms. YATSM algorithms are registered into a
group based on the type of algorithm – there are entry point groups for
algorithms that find change as separate from algorithsm which postprocess
existing change results. Both categories link an entry point name to a
class or function usable within the YATSM package. For example, from the
setup.py installation setup script:

[yatsm.algorithms.change]
CCDCesque=yatsm.algorithms.ccdc:CCDCesque





This entry point definition links the name of the algorithm, “CCDCesque”, to
the module (yatsm.algorithms.ccdc) containing the relevant
time series algorithm class, yatsm.algorithms.ccdc.CCDCesque. Users
select the “CCDCesque” algorithm by defining it their configuration files.

Using entry points, you can create your own algorithms, distribute them in
separate Python packages, and YATSM will be able to find them and enable them
to work within the YATSM package.


Behind the scenes

YATSM uses the function iter_entry_points from the setuptools [https://pythonhosted.org/setuptools/setuptools.html] module to
find and load all entry points associated with the YATSM package.


Todo

Create example yatsm_algorithms repository to act as a template for
including additional algorithms via setuptools [https://pythonhosted.org/setuptools/setuptools.html].






References:


	https://pythonhosted.org/setuptools/setuptools.html

	http://stackoverflow.com/questions/774824/explain-python-entry-points

	http://stackoverflow.com/questions/13545289/how-do-i-add-a-setuptools-entry-point-as-an-example-in-my-main-project

	https://docs.python.org/3/library/pkgutil.html
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Command Line Utilities

The following are command line utilities included in YATSM. When yatsm is
installed on your system, these scripts are installed in a location in your
$PATH and should be available at the command line.



	yatsm

	yatsm pixel

	yatsm line

	yatsm cache

	yatsm train

	yatsm classify

	yatsm changemap

	yatsm map

	gen_date_file.sh
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yatsm

YATSM Command Line Interface and Subcommands:

$ yatsm --help
Usage: yatsm [OPTIONS] COMMAND [ARGS]...

  YATSM command line interface

Options:
  --version                Show the version and exit.
  --num_threads <threads>  Number of threads for OPENBLAS/MKL/OMP used in
                           NumPy  [default: 1]
  -v, --verbose            Be verbose
  --verbose-yatsm          Show verbose debugging messages in YATSM algorithm
  -q, --quiet              Be quiet
  -h, --help               Show this message and exit.

Commands:
  cache      Create or update cached timeseries data for YATSM
  changemap  Map change found by YATSM algorithm over time period
  classify   Classify entire images using trained algorithm
  line       Run YATSM on an entire image line by line
  map        Make map of YATSM output for a given date
  pixel      Run YATSM algorithm on individual pixels
  segment    † Warning: could not load plugin. See `build_cli_docs.py segment
             --help`.
  train      Train classifier on YATSM output
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yatsm pixel

Run YATSM for individual pixels with specified parameters:

$ yatsm pixel --help
Usage: yatsm pixel [OPTIONS] <config> <px> <py>

Options:
  --band <n>           Band to plot  [default: 1]
  --plot [TS|DOY|VAL]  Plot type  [default: TS]
  --ylim <min> <max>   Y-axis limits
  --style <style>      Plot style  [default: ggplot]
  --cmap <cmap>        DOY/VAL plot colormap  [default: viridis]
  --embed              Drop to (I)Python interpreter at various points
  --seed TEXT          Set NumPy RNG seed value
  --algo_kw TEXT       Algorithm parameter overrides
  --help               Show this message and exit.
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yatsm line

Run YATSM in batch mode for entire lines:

$ yatsm line --help
Usage: yatsm line [OPTIONS] <config> <job_number> <total_jobs>

Options:
  --check_cache  Check that cache file contains matching data
  --resume       Do not overwrite preexisting results
  --do-not-run   Do not run YATSM (useful for just caching data)
  --help         Show this message and exit.
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yatsm cache

Create or modify dataset cache files used by YATSM. This command can create cache files from scratch or update existing cache files to reflect additions or removals from the time series dataset originally cached to disk.

Usage:

$ yatsm cache --help
Usage: yatsm cache [OPTIONS] <config> <job_number> <total_jobs>

Options:
  --update <pattern>  Create new cache files by updating old cache files
                      matching provided pattern
  --interlace         Assign rows interlaced by job instead of sequentially
  --help              Show this message and exit.
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yatsm train

Train classifier predicting land cover for each time segment within YATSM
output:

$ yatsm train --help
Usage: yatsm train [OPTIONS] <config> <classifier_config> <model>

  Train a classifier from ``scikit-learn`` on YATSM output and save result
  to file <model>. Dataset configuration is specified by <yatsm_config> and
  classifier and classifier parameters are specified by <classifier_config>.

Options:
  --kfold INTEGER  Number of folds in cross validation (default: 3)
  --seed INTEGER   Random number generator seed
  --plot           Show diagnostic plots
  --diagnostics    Run K-Fold diagnostics
  --overwrite      Overwrite output model file
  --help           Show this message and exit.
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yatsm classify

Classify all lines within an image using a trained classifier:

$ yatsm classify --help
Usage: yatsm classify [OPTIONS] <config> <trained algorithm> <job_number>
                      <total_jobs>

Options:
  --resume  Resume classification (don't overwrite)
  --help    Show this message and exit.
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yatsm changemap

Create maps of change information from YATSM output:

$ yatsm changemap --help
Usage: yatsm changemap [OPTIONS] <map_type> <start_date> <end_date> <output>

  Examples: TODO

Options:
  --root <directory>        Root timeseries directory  [default: ./]
  -r, --result <directory>  Directory of results  [default: YATSM]
  -i, --image <image>       Example timeseries image  [default: example_img]
  --date <format>           Input date format  [default: %Y-%m-%d]
  --ndv <NoDataValue>       Output NoDataValue  [default: -9999]
  -f, --format <driver>     Output format driver  [default: GTiff]
  --out_date <format>       Output date format  [default: %Y%j]
  --warn-on-empty           Warn user when reading in empty results files
  --magnitude               Add magnitude of change as extra image (pattern is
                            [name]_mag[ext])
  --help                    Show this message and exit.
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yatsm map

Create maps of coefficients, predicted images, or land cover for any given date
from YATSM output:

$ yatsm map --help
Usage: yatsm map [OPTIONS] <map_type> <date> <output>

  Map types: coef, predict, class, pheno

  Map QA flags:
      - 0 => no values
      - 1 => before
      - 2 => after
      - 3 => intersect

  Examples:
  > yatsm map --coef intercept --coef slope
  ... --band 3 --band 4 --band 5 --ndv -9999
  ... coef 2000-01-01 coef_map.gtif

  > yatsm map -c intercept -c slope -b 3 -b 4 -b 5 --ndv -9999
  ... coef 2000-01-01 coef_map.gtif

  > yatsm map --date "%Y-%j" predict 2000-001 prediction.gtif

  > yatsm map --result "YATSM_new" --after class 2000-01-01 LCmap.gtif

  Notes:
      - Image predictions will not use categorical information in timeseries
        models.

Options:
  --root <directory>        Root timeseries directory  [default: ./]
  -r, --result <directory>  Directory of results  [default: YATSM]
  -i, --image <image>       Example timeseries image  [default: example_img]
  --date <format>           Input date format  [default: %Y-%m-%d]
  --ndv <NoDataValue>       Output NoDataValue  [default: -9999]
  -f, --format <driver>     Output format driver  [default: GTiff]
  --warn-on-empty           Warn user when reading in empty results files
  -b, --band <band>         Bands to export for coefficient/prediction maps
  -c, --coef <coef>         Coefficients to export for coefficient maps
  --after                   Use time segment after <date> if needed for map
  --before                  Use time segment before <date> if needed for map
  --qa                      Add QA band identifying segment type
  --refit_prefix TEXT       Use coef/rmse with refit prefix for
                            coefficient/prediction maps  [default: ]
  --amplitude               Export amplitude of sin/cosine pairs instead of
                            individual coefficient estimates
  --predict-proba           Include prediction probability band (scaled by
                            10,000)
  --help                    Show this message and exit.
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gen_date_file.sh

Generate Date and Filename Lists:

$ gen_date_file.sh -h

    usage: ./../scripts/gen_date_file.sh [options] <root_directory> <output_file>

    This script will output a CSV list of the date and full filepath for
    all images within <root_directory> to <output_file>. Currently the date
    must be in YYYYDOY format.

    Options:
        -p         Filename pattern [default: L*stack]
        -d         Starting index of date within filename [default: 9]
        -s         Starting index of sensor within filename [default: 0]
        -r         Use relative paths
        -o         Overwrite <output_file> if exists
        -v         Be verbose
        -h         Show help
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  Source code for yatsm.mapping.classification

""" Functions relevant for mapping categorical classification labels
"""
import logging

import numpy as np

from .utils import find_indices
from ..utils import find_results, iter_records

logger = logging.getLogger('yatsm')


[docs]def get_classification(date, result_location, image_ds,
                       after=False, before=False, qa=False,
                       pred_proba=False,
                       ndv=0, pattern='yatsm_r*', warn_on_empty=False):
    """ Output raster with classification results

    Args:
        date (int): ordinal date for prediction image
        result_location (str): Location of the results
        image_ds (gdal.Dataset): Example dataset
        after (bool, optional): If date intersects a disturbed period, use next
            available time segment
        before (bool, optional): If date does not intersect a model, use
            previous non-disturbed time segment
        qa (bool, optional): Add QA flag specifying segment type (intersect,
            after, or before)
        pred_proba (bool, optional): Include additional band with
            classification value probabilities
        ndv (int, optional): NoDataValue
        pattern (str, optional): filename pattern of saved record results
        warn_on_empty (bool, optional): Log warning if result contained no
            result records (default: False)

    Returns:
        np.ndarray: 2D numpy array containing the classification map for the
            date specified

    """
    # Find results
    records = find_results(result_location, pattern)

    n_bands = 2 if pred_proba else 1
    dtype = np.uint16 if pred_proba else np.uint8

    band_names = ['Classification']
    if pred_proba:
        band_names.append('Pred Proba (x10,000)')
    if qa:
        n_bands += 1
        band_names.append('SegmentQAQC')

    logger.debug('Allocating memory...')
    raster = np.ones((image_ds.RasterYSize, image_ds.RasterXSize, n_bands),
                     dtype=dtype) * int(ndv)

    logger.debug('Processing results')
    for rec, fname in iter_records(records, warn_on_empty=warn_on_empty,
                                   yield_filename=True):
        if 'class' not in rec.dtype.names:
            logger.warning('Results in {f} do not have classification labels'
                           .format(f=fname))
            continue
        if 'class_proba' not in rec.dtype.names and pred_proba:
            raise ValueError('Results do not have classification prediction'
                             ' probability values')

        for _qa, index in find_indices(rec, date, after=after, before=before):
            if index.shape[0] == 0:
                continue

            raster[rec['py'][index],
                   rec['px'][index], 0] = rec['class'][index]
            if pred_proba:
                raster[rec['py'][index],
                       rec['px'][index], 1] = \
                    rec['class_proba'][index].max(axis=1) * 10000
            if qa:
                raster[rec['py'][index], rec['px'][index], -1] = _qa

    return raster, band_names
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  Source code for yatsm.mapping.phenology

""" Functions relevant for mapping phenology fit information
"""
import logging

import numpy as np

from .utils import find_indices
from ..utils import find_results, iter_records

logger = logging.getLogger('yatsm')


[docs]def get_phenology(date, result_location, image_ds,
                  after=False, before=False, qa=False,
                  ndv=-9999, pattern='yatsm_r*',
                  warn_on_empty=False):
    """ Output a raster containing phenology information

    Phenology information includes spring_doy, autumn_doy, pheno_cor, peak_evi,
    peak_doy, and pheno_nobs.

    Args:
        date (int): Ordinal date for prediction image
        result_location (str): Location of the results
        image_ds (gdal.Dataset): Example dataset
        after (bool, optional): If date intersects a disturbed period, use next
            available time segment
        before (bool, optional): If date does not intersect a model, use
            previous non-disturbed time segment
        qa (bool, optional): Add QA flag specifying segment type (intersect,
            after, or before)
        ndv (int, optional): NoDataValue
        pattern (str, optional): filename pattern of saved record results
        warn_on_empty (bool, optional): Log warning if result contained no
            result records (default: False)

    Returns:
        tuple: A tuple (np.ndarray, list) containing the 3D np.ndarray of the
            phenology metrics, and the band names for the output dataset

    """
    # Find results
    records = find_results(result_location, pattern)

    n_bands = 7
    attributes = ['spring_doy', 'autumn_doy', 'pheno_cor', 'peak_evi',
                  'peak_doy', 'pheno_nobs']
    band_names = ['SpringDOY', 'AutumnDOY', 'Pheno_R*10000', 'Peak_EVI*10000',
                  'Peak_DOY', 'Pheno_NObs', 'GrowingDOY']
    if qa:
        n_bands += 1
        band_names.append('SegmentQAQC')

    logger.debug('Allocating memory')
    raster = np.ones((image_ds.RasterYSize, image_ds.RasterXSize, n_bands),
                     dtype=np.int32) * int(ndv)

    logger.debug('Processing results')
    for rec in iter_records(records, warn_on_empty=warn_on_empty):
        if not all([_attr in rec.dtype.names for _attr in attributes]):
            raise ValueError('Results do not have phenology metrics')

        for _qa, index in find_indices(rec, date, after=after, before=before):
            if index.shape[0] == 0:
                continue

            # Apply scale factors for R and peak EVI
            rec['pheno_cor'][index] *= 10000.0
            rec['peak_evi'][index] *= 10000.0

            for _b, _attr in enumerate(attributes):
                raster[rec['py'][index],
                       rec['px'][index], _b] = rec[_attr][index]
            raster[rec['py'][index],
                   rec['px'][index], 6] = \
                rec['autumn_doy'][index] - rec['spring_doy'][index]
            if qa:
                raster[rec['py'][index], rec['px'][index], -1] = _qa

    return raster, band_names
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  Source code for yatsm.mapping.changes

""" Functions relevant for mapping abrupt changes
"""
from datetime import datetime as dt
import logging

import numpy as np

from ..utils import find_results, iter_records

logger = logging.getLogger('yatsm')


[docs]def get_magnitude_indices(results):
    """ Finds indices of result containing magnitude of change information

    Args:
      results (iterable): list of result files to check within

    Returns:
      np.ndarray: indices containing magnitude change information from the
        tested indices

    Raises:
        KeyError: Raise KeyError when a required result output is missing
            from the saved record structure

    """
    for result in results:
        try:
            rec = np.load(result)
        except (ValueError, AssertionError) as e:
            logger.warning('Error reading %s. May be corrupted: %s' %
                           (result, e.message))
            continue

        # First search for record of `test_indices`
        if 'test_indices' in rec.files:
            logger.debug('Using `test_indices` information for magnitude')
            return rec['test_indices']

        # Fall back to using non-zero elements of 'record' record array
        rec_array = rec['record']
        if rec_array.dtype.names is None:
            # Empty record -- skip
            continue

        if 'magnitude' not in rec_array.dtype.names:
            logger.error('Cannot map magnitude of change')
            logger.error('Version of result file: {v}'.format(
                v=rec['version'] if 'version' in rec.files else 'Unknown'))
            raise KeyError('Magnitude information not present in file %s -- '
                           'has it been calculated?' % result)

        changed = np.where(rec_array['break'] != 0)[0]
        if changed.size == 0:
            continue

        logger.debug('Using non-zero elements of "magnitude" field in '
                     'changed records for magnitude indices')
        return np.nonzero(np.any(rec_array[changed]['magnitude'] != 0))[0]



# MAPPING FUNCTIONS
[docs]def get_change_date(start, end, result_location, image_ds,
                    first=False,
                    out_format='%Y%j',
                    magnitude=False,
                    ndv=-9999, pattern='yatsm_r*', warn_on_empty=False):
    """ Output raster with changemap

    Args:
        start (int): Ordinal date for start of map records
        end (int): Ordinal date for end of map records
        result_location (str): Location of results
        image_ds (gdal.Dataset): Example dataset
        first (bool): Use first change instead of last
        out_format (str, optional): Output date format
        magnitude (bool, optional): output magnitude of each change?
        ndv (int, optional): NoDataValue
        pattern (str, optional): filename pattern of saved record results
        warn_on_empty (bool, optional): Log warning if result contained no
            result records (default: False)


    Returns:
        tuple: A 2D np.ndarray array containing the changes between the
            start and end date. Also includes, if specified, a 3D np.ndarray of
            the magnitude of each change plus the indices of these magnitudes

    """
    # Find results
    records = find_results(result_location, pattern)

    logger.debug('Allocating memory...')
    datemap = np.ones((image_ds.RasterYSize, image_ds.RasterXSize),
                      dtype=np.int32) * int(ndv)
    # Determine what magnitude information to output if requested
    if magnitude:
        magnitude_indices = get_magnitude_indices(records)
        magnitudemap = np.ones((image_ds.RasterYSize, image_ds.RasterXSize,
                                magnitude_indices.size),
                               dtype=np.float32) * float(ndv)

    logger.debug('Processing results')
    for rec in iter_records(records, warn_on_empty=warn_on_empty):

        index = np.where((rec['break'] >= start) &
                         (rec['break'] <= end))[0]

        if first:
            _, _index = np.unique(rec['px'][index], return_index=True)
            index = index[_index]

        if index.shape[0] != 0:
            if out_format != 'ordinal':
                dates = np.array([int(dt.fromordinal(_d).strftime(out_format))
                                  for _d in rec['break'][index]])
                datemap[rec['py'][index], rec['px'][index]] = dates
            else:
                datemap[rec['py'][index], rec['px'][index]] = \
                    rec['break'][index]
            if magnitude:
                magnitudemap[rec['py'][index], rec['px'][index], :] = \
                    rec[index]['magnitude'][:, magnitude_indices]

    if magnitude:
        return datemap, magnitudemap, magnitude_indices
    else:
        return datemap, None, None



[docs]def get_change_num(start, end, result_location, image_ds,
                   ndv=-9999, pattern='yatsm_r*', warn_on_empty=False):
    """ Output raster with changemap

    Args:
        start (int): Ordinal date for start of map records
        end (int): Ordinal date for end of map records
        result_location (str): Location of results
        image_ds (gdal.Dataset): Example dataset
        ndv (int, optional): NoDataValue
        pattern (str, optional): filename pattern of saved record results
        warn_on_empty (bool, optional): Log warning if result contained no
            result records (default: False)

    Returns:
        np.ndarray: 2D numpy array containing the number of changes
            between the start and end date; list containing band names

    """
    # Find results
    records = find_results(result_location, pattern)

    logger.debug('Allocating memory...')
    raster = np.ones((image_ds.RasterYSize, image_ds.RasterXSize),
                     dtype=np.int32) * int(ndv)

    logger.debug('Processing results')
    for rec in iter_records(records, warn_on_empty=warn_on_empty):
        # Find all changes in time period
        changed = (rec['break'] >= start) & (rec['break'] <= end)
        # Use raveled index to get unique x/y positions
        idx_changed = np.ravel_multi_index(
            (rec['py'][changed], rec['px'][changed]),
            raster.shape
        )
        # Now possible in numpy>=1.9 -- return counts of unique indices
        idx_uniq, idx_count = np.unique(idx_changed, return_counts=True)
        # Add in the values
        py, px = np.unravel_index(idx_uniq, raster.shape)
        raster[py, px] = idx_count

    return raster
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  Source code for yatsm.mapping.utils

""" Utilities for turning YATSM record results into maps

Also stores definitions for model QA/QC values
"""
import logging

import numpy as np

from ..regression import design_to_indices

logger = logging.getLogger('yatsm')

# QA/QC values for segment types
MODEL_QA_QC = {
    'INTERSECT': 3,
    'AFTER': 2,
    'BEFORE': 1
}


[docs]def find_result_attributes(results, bands, coefs, prefix=''):
    """ Returns attributes about the dataset from result files

    Args:
        results (list): Result filenames
        bands (list): Bands to describe for output
        coefs (list): Coefficients to describe for output
        prefix (str, optional): Search for coef/rmse results with given prefix
            (default: '')

    Returns:
        tuple: Tuple containing ``list`` of indices for output bands and output
            coefficients, ``bool`` for outputting RMSE, ``list`` of coefficient
            names, ``str`` design specification, and ``OrderedDict``
            design_info (i_bands, i_coefs, use_rmse, design, design_info)

    Raises:
        KeyError: Raise KeyError when a required result output is missing
            from the saved record structure

    """
    _coef = prefix + 'coef' if prefix else 'coef'
    _rmse = prefix + 'rmse' if prefix else 'rmse'

    # How many coefficients and bands exist in the results?
    n_bands, n_coefs = None, None
    design = None
    for r in results:
        try:
            _result = np.load(r)
            rec = _result['record']
            # Handle pre/post v0.5.4 (see issue #53)
            if 'metadata' in _result.files:
                logger.debug('Finding X design info for version>=v0.5.4')
                md = _result['metadata'].item()
                design = md['YATSM']['design']
                design_str = md['YATSM']['design_matrix']
            else:
                logger.debug('Finding X design info for version<0.5.4')
                design = _result['design_matrix'].item()
                design_str = _result['design'].item()
        except:
            continue

        if not rec.dtype.names:
            continue

        if _coef not in rec.dtype.names or _rmse not in rec.dtype.names:
            if prefix:
                logger.error('Coefficients and RMSE not found with prefix %s. '
                             'Did you calculate them?' % prefix)
            raise KeyError('Could not find coefficients ({0}) and RMSE ({1}) '
                           'in record'.format(_coef, _rmse))

        try:
            n_coefs, n_bands = rec[_coef][0].shape
        except:
            continue
        else:
            break

    if n_coefs is None:
        raise KeyError('Could not determine the number of coefficients')
    if n_bands is None:
        raise KeyError('Could not determine the number of bands')
    if design is None:
        raise KeyError('Design matrix specification not found in results')

    # How many bands does the user want?
    if bands == 'all':
        i_bands = range(0, n_bands)
    else:
        # NumPy index on 0; GDAL on 1 -- so subtract 1
        i_bands = [b - 1 for b in bands]
        if any([b > n_bands for b in i_bands]):
            raise KeyError('Bands specified exceed size of bands in results')

    # How many coefficients did the user want?
    use_rmse = False
    if coefs:
        if 'rmse' in coefs or 'all' in coefs:
            use_rmse = True
        i_coefs, coef_names = design_to_indices(design, coefs)
    else:
        i_coefs, coef_names = None, None

    logger.debug('Bands: {0}'.format(i_bands))
    if coefs:
        logger.debug('Coefficients: {0}'.format(i_coefs))

    return (i_bands, i_coefs, use_rmse, coef_names, design_str, design)



[docs]def find_indices(record, date, after=False, before=False):
    """ Yield indices matching time segments for a given date

    Args:
        record (np.ndarray): Saved model result
        date (int): Ordinal date to use when finding matching segments
        after (bool, optional): If date intersects a disturbed period, use next
            available time segment
        before (bool, optional): If date does not intersect a model, use
            previous non-disturbed time segment

    Yields:
        tuple: (int, np.ndarray) the QA value and indices of `record`
            containing indices matching criteria. If `before` or `after` are
            specified, indices will be yielded in order of least desirability
            to allow overwriting -- `before` indices, `after` indices, and
            intersecting indices.

    """
    if before:
        # Model before, as long as it didn't change
        index = np.where((record['end'] <= date) & (record['break'] == 0))[0]
        yield MODEL_QA_QC['BEFORE'], index

    if after:
        # First model starting after date specified
        index = np.where(record['start'] >= date)[0]
        _, _index = np.unique(record['px'][index], return_index=True)
        index = index[_index]
        yield MODEL_QA_QC['AFTER'], index

    # Model intersecting date
    index = np.where((record['start'] <= date) & (record['end'] >= date))[0]
    yield MODEL_QA_QC['INTERSECT'], index






          

      

      

    


    
        © Copyright 2014 - 2017, Chris Holden.
      Last updated on Mon Feb 27 22:25:59 2017.
      Created using Sphinx 1.3.5.
    

  

yatsm/yatsm.mapping.prediction.html


    
      Navigation


      
        		
          index


        		
          modules |


        		YATSM 0.6.2 documentation »

 
      


    


    
      
          
            
  
yatsm.mapping.prediction module


Functions relevant for mapping statistical model predictions or fits



		
yatsm.mapping.prediction.get_coefficients(date, result_location, image_ds, bands, coefs, prefix='', amplitude=False, after=False, before=False, qa=False, ndv=-9999, pattern='yatsm_r*', warn_on_empty=False)[source]


		Output a raster with coefficients from CCDC






		Parameters:		
		date – Ordinal date for prediction image


		result_location – Location of the results


		bands – Bands to predict


		coefs – List of coefficients to output


		image_ds – Example dataset


		prefix – Use coef/rmse with refit prefix (default: ‘’)


		amplitude – Map amplitude of seasonality instead of
individual coefficient estimates for sin/cosine pair
(default: False)


		after – If date intersects a disturbed period, use next
available time segment (default: False)


		before – If date does not intersect a model, use
previous non-disturbed time segment (default: False)


		qa – Add QA flag specifying segment type (intersect,
after, or before) (default: False)


		ndv – NoDataValue (default: -9999)


		pattern – filename pattern of saved record results


		warn_on_empty – Log warning if result contained no
result records (default: False)









		Returns:		A tuple (np.ndarray, list) containing the 3D numpy.ndarray of
the coefficients (coefficient x band x pixel), and the band names
for the output dataset






		Return type:		tuple [https://docs.python.org/dev/library/stdtypes.html#tuple]

















		
yatsm.mapping.prediction.get_prediction(date, result_location, image_ds, bands='all', prefix='', after=False, before=False, qa=False, ndv=-9999, pattern='yatsm_r*', warn_on_empty=False)[source]


		Output a raster with the predictions from model fit for a given date






		Parameters:		
		date – Ordinal date for prediction image


		result_location – Location of the results


		image_ds – Example dataset


		bands – Bands to predict - ‘all’ for every band, or specify
a list of bands


		prefix – Use coef/rmse with refit prefix (default: ‘’)


		after – If date intersects a disturbed period, use next
available time segment


		before – If date does not intersect a model, use
previous non-disturbed time segment


		qa – Add QA flag specifying segment type (intersect,
after, or before)


		ndv – NoDataValue


		pattern – filename pattern of saved record results


		warn_on_empty – Log warning if result contained no
result records (default: False)









		Returns:		A 3D numpy.ndarray containing the prediction for each band,
for each pixel






		Return type:		np.ndarray
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yatsm.algorithms package



Submodules




		yatsm.algorithms.ccdc module


		yatsm.algorithms.postprocess module


		yatsm.algorithms.yatsm module










Module contents


Submodule for YATSM algorithms



		Algorithms currently include:


		
		ccdc.CCDCesque
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yatsm.algorithms.ccdc module



		
class yatsm.algorithms.ccdc.CCDCesque(test_indices=None, estimator={'object': <MagicMock name='mock.linear_model.Lasso()' id='140003198146576'>, 'fit': {}}, consecutive=5, threshold=2.56, min_obs=None, min_rmse=None, retrain_time=365.25, screening='RLM', screening_crit=400.0, remove_noise=True, green_band=1, swir1_band=4, dynamic_rmse=False, slope_test=False, idx_slope=1, **kwargs)[source]


		Bases: yatsm.algorithms.yatsm.YATSM


Initialize a CCDC-like model for data X (spectra) and Y (dates)


An unofficial and unvalidated port of the Continuous Change Detection and
Classification (CCDC) algorithm by Zhu and Woodcock, 2014.






		Parameters:		
		test_indices – Test for changes with these
indices of Y. If not provided, all series in Y will be used
as test indices


		estimator – dictionary containing estimation model from
scikit-learn used to fit and predict timeseries and,
optionally, a dict of options for the estimation model fit
method (default: {'object': Lasso(alpha=20), 'fit': {}})


		consecutive – Consecutive observations to trigger change


		threshold – Test statistic threshold for change


		min_obs – Minimum observations in model


		min_rmse – Minimum RMSE for models during testing


		retrain_time – Number of days between model fit updates during
monitoring period


		screening – Style of prescreening of the timeseries for noise.
Options are ‘RLM’ or ‘LOWESS’ (default: RLM)


		screening_crit – critical value for multitemporal
noise screening (default: 400.0)


		remove_noise – Remove observation if change is not
detected but first observation is above threshold (if it looks like
noise) (default: True)


		green_band – Index of green band in Y for
multitemporal masking (default: 1)


		swir1_band – Index of first SWIR band in Y for
multitemporal masking (default: 4)


		dynamic_rmse – Vary RMSE as a function of day of year
(default: False)


		slope_test – Use an additional slope test to
assess the suitability of the training period. A value of True
enables the test and uses the threshold parameter as the test
criterion. False turns off the test or a float value enables the
test but overrides the test criterion threshold. (default: False)


		idx_slope – if slope_test is enabled, provide index of X
containing slope term (default: 1)














		
_get_dynamic_rmse()[source]


		Return the dynamic RMSE for each model


Dynamic RMSE refers to the Root Mean Squared Error calculated using
self.min_obs number of observations closest in day of year to the
observation self.consecutive steps into the future. Goal is to
reduce false-positives during seasonal transitions (high variance in
the signal) while decreasing omission during stable times of year.






		Returns:		dynamic RMSE of each tested model



		Return type:		numpy.ndarray [http://docs.scipy.org/doc/numpy/reference/generated/numpy.ndarray.html#numpy.ndarray]














		
_get_model_rmse()[source]


		Return the normal RMSE of each fitted model






		Returns:		RMSE of each tested model



		Return type:		numpy.ndarray [http://docs.scipy.org/doc/numpy/reference/generated/numpy.ndarray.html#numpy.ndarray]














		
fit(X, Y, dates)[source]


		Fit timeseries model






		Parameters:		
		X – design matrix (number of observations x number
of features)


		Y – independent variable matrix (number of series x
number of observations)


		dates – ordinal dates for each observation in X/Y









		Returns:		NumPy structured array containing timeseries
model attribute information






		Return type:		numpy.ndarray [http://docs.scipy.org/doc/numpy/reference/generated/numpy.ndarray.html#numpy.ndarray]

















		
monitor()[source]


		Monitor for changes in time series


The test criteria for CCDC can be represented as:



\[\begin{split}\sum_{i=0}^{\color{red}{consec}}
    I \left(
    \sqrt{
        \sum_{b\in \color{red}{B_{test}}}
            \left(
            \frac
                {\hat\rho_{b,i} - \rho_{b,i}}
                {{RMSE}_b^{\color{red}{*}}}
            \right)
            ^2
    } > \color{red}{T_{crit}}
    \right)
    > \color{red}{consec}\end{split}\]

where the symbols in red are model hyperparameters:




		\(\color{red}{consec}\):
consecutive





		\(\color{red}{B_{test}}\):
test_indices





		\(\color{red}{T_{crit}}\):
threshold





		\({RMSE}_b^{\color{red}{*}}\) depends on:




		dynamic_rmse:




		True: _get_dynamic_rmse() is used for RMSE


		False: _get_model_rmse() is used for RMSE












		min_rmse




		If a float or int is given, override RMSE estimate
if estimate is smaller than
min_rmse





























If remove_noise is True,
the first of consecutive observations will be removed if first
scaled residual is above threshold but not all consecutive
scaled residuals exceed threshold.









		
reset()[source]


		Reset state information required for model fittings









		
train()[source]


		Train time series model if stability criteria are met


Stability criteria (Equation 5 in Zhu and Woodcock, 2014) include a
test on the change in reflectance over the training period (slope test)
and a test on the magnitude of the residuals for the first and last
observations in the training period. Training periods with large slopes
can indicate that a disturbance process is still in progress. Large
residuals on the first or last observations have high leverage on the
estimated regression and should be excluded from the training period.



		Slope test:






\[\begin{split}\frac{1}{n}\sum\limits_{b\in B_{test}}\frac{
    \left|\beta_{slope,b}(t_{end}-t_{start})\right|}
    {RMSE_b} > T_{crit}\end{split}\]


		First and last residual tests:






\[\begin{split}\frac{1}{n}\sum\limits_{b\in B_{test}}\frac{
    \left|\hat\rho_{b,i=1} - \rho_{b,i=1}\right|}
    {RMSE_b} > T_{crit}\end{split}\]\[\begin{split}\frac{1}{n}\sum\limits_{b\in B_{test}}\frac{
    \left|\hat\rho_{b,i=N} - \rho_{b,i=N}\right|}
    {RMSE_b} > T_{crit}\end{split}\]








		
can_monitor


		Determine if timeseries can monitor the future consecutive obs









		
ndays = 365.25


		






		
record_template


		YATSM record template for features in X and series in Y


Record template will set px and py if defined as class attributes.
Otherwise px and py coordinates will default to 0.






		Returns:		NumPy structured array containing a template of a
YATSM record



		Return type:		numpy.ndarray [http://docs.scipy.org/doc/numpy/reference/generated/numpy.ndarray.html#numpy.ndarray]














		
running


		Determine if timeseries can run









		
span_index


		Return time span (in index) between start and end of model









		
span_time


		Return time span (in days) between start and end of model
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  Source code for yatsm.algorithms.postprocess

""" Result post-processing utilities

Includes comission and omission tests and robust linear model result
calculations
"""
import logging

import numpy as np
import numpy.lib.recfunctions as nprf
import scipy.stats
import statsmodels.api as sm

from ..regression.diagnostics import rmse
from ..utils import date2index

logger = logging.getLogger('yatsm')


# POST-PROCESSING
[docs]def commission_test(yatsm, alpha=0.10):
    """ Merge adjacent records based on Chow Tests for nested models

    Use Chow Test to find false positive, spurious, or unnecessary breaks
    in the timeseries by comparing the effectiveness of two separate
    adjacent models with one single model that spans the entire time
    period.

    Chow test is described:

    .. math::
        \\frac{[RSS_r - (RSS_1 + RSS_2)] / k}{(RSS_1 + RSS_2) / (n - 2k)}

    where:

        - :math:`RSS_r` is the RSS of the combined, or, restricted model
        - :math:`RSS_1` is the RSS of the first model
        - :math:`RSS_2` is the RSS of the second model
        - :math:`k` is the number of model parameters
        - :math:`n` is the number of total observations

    Because we look for change in multiple bands, the RSS used to compare
    the unrestricted versus restricted models is the mean RSS
    values from all ``model.test_indices``.

    Args:
        yatsm (YATSM model): fitted YATSM model to check for commission errors
        alpha (float): significance level for F-statistic (default: 0.10)

    Returns:
        np.ndarray: updated copy of ``yatsm.record`` with spurious models
            combined into unified model

    """
    if yatsm.record.size == 1:
        return yatsm.record

    k = yatsm.record[0]['coef'].shape[0]

    # Allocate memory outside of loop
    m_1_rss = np.zeros(yatsm.test_indices.size)
    m_2_rss = np.zeros(yatsm.test_indices.size)
    m_r_rss = np.zeros(yatsm.test_indices.size)

    models = []
    merged = False
    for i in range(len(yatsm.record) - 1):
        if merged:
            m_1 = models[-1]
        else:
            m_1 = yatsm.record[i]
        m_2 = yatsm.record[i + 1]

        # Unrestricted model starts/ends
        m_1_start = date2index(yatsm.dates, m_1['start'])
        m_1_end = date2index(yatsm.dates, m_1['end'])
        m_2_start = date2index(yatsm.dates, m_2['start'])
        m_2_end = date2index(yatsm.dates, m_2['end'])
        # Restricted start/end
        m_r_start = m_1_start
        m_r_end = m_2_end

        # Need enough obs to fit models (n > k)
        if (m_1_end - m_1_start) <= k or (m_2_end - m_2_start) <= k:
            logger.debug('Too few obs (n <= k) to merge segment')
            merged = False
            if i == 0:
                models.append(m_1)
            models.append(m_2)
            continue

        n = m_r_end - m_r_start
        F_crit = scipy.stats.f.ppf(1 - alpha, k, n - 2 * k)

        for i_b, b in enumerate(yatsm.test_indices):
            m_1_rss[i_b] = np.linalg.lstsq(yatsm.X[m_1_start:m_1_end, :],
                                           yatsm.Y[b, m_1_start:m_1_end])[1]
            m_2_rss[i_b] = np.linalg.lstsq(yatsm.X[m_2_start:m_2_end, :],
                                           yatsm.Y[b, m_2_start:m_2_end])[1]
            m_r_rss[i_b] = np.linalg.lstsq(yatsm.X[m_r_start:m_r_end, :],
                                           yatsm.Y[b, m_r_start:m_r_end])[1]

        # Collapse RSS across all test indices for F statistic
        F = (
            ((m_r_rss.mean() - (m_1_rss.mean() + m_2_rss.mean())) / k) /
            ((m_1_rss.mean() + m_2_rss.mean()) / (n - 2 * k))
        )
        if F > F_crit:
            # Reject H0 and retain change
            # Only add in previous model if first model
            if i == 0:
                models.append(m_1)
            models.append(m_2)
            merged = False
        else:
            # Fail to reject H0 -- ignore change and merge
            m_new = np.copy(yatsm.record_template)[0]

            # Remove last previously added model from list to merge
            if i != 0:
                del models[-1]

            m_new['start'] = m_1['start']
            m_new['end'] = m_2['end']
            m_new['break'] = m_2['break']

            # Re-fit models and copy over attributes
            yatsm.fit_models(yatsm.X[m_r_start:m_r_end, :],
                             yatsm.Y[:, m_r_start:m_r_end])
            for i_m, _m in enumerate(yatsm.models):
                m_new['coef'][:, i_m] = _m.coef
                m_new['rmse'][i_m] = _m.rmse

            if 'magnitude' in yatsm.record.dtype.names:
                # Preserve magnitude from 2nd model that was merged
                m_new['magnitude'] = m_2['magnitude']

            models.append(m_new)

            merged = True

    return np.array(models)



[docs]def omission_test(model, crit=0.05, behavior='ANY', indices=None):
    """ Add omitted breakpoint into records based on residual stationarity

    Uses recursive residuals within a CUMSUM test to check if each model
    has omitted a "structural change" (e.g., land cover change). Returns
    an array of True or False for each timeseries segment record depending
    on result from `statsmodels.stats.diagnostic.breaks_cusumolsresid`.

    Args:
        crit (float, optional): Critical p-value for rejection of null
            hypothesis that data contain no structural change
        behavior (str, optional): Method for dealing with multiple
            `test_indices`. `ANY` will return True if any one test index
            rejects the null hypothesis. `ALL` will only return True if ALL
            test indices reject the null hypothesis.
        indices (np.ndarray, optional): Array indices to test. User provided
            indices must be a subset of `model.test_indices`.

    Returns:
        np.ndarray: Array of True or False for each record where
            True indicates omitted break point

    """
    if behavior.lower() not in ['any', 'all']:
        raise ValueError('`behavior` must be "any" or "all"')

    if not indices:
        indices = model.test_indices

    if not np.all(np.in1d(indices, model.test_indices)):
        raise ValueError('`indices` must be a subset of '
                         '`model.test_indices`')

    if not model.ran:
        return np.empty(0, dtype=bool)

    omission = np.zeros((model.record.size, len(indices)), dtype=bool)

    for i, r in enumerate(model.record):
        # Skip if no model fit
        if r['start'] == 0 or r['end'] == 0:
            continue
        # Find matching X and Y in data
        index = np.where(
            (model.dates >= min(r['start'], r['end'])) &
            (model.dates <= max(r['end'], r['start'])))[0]
        # Grab matching X and Y
        _X = model.X[index, :]
        _Y = model.Y[:, index]

        for i_b, b in enumerate(indices):
            # Create OLS regression
            ols = sm.OLS(_Y[b, :], _X).fit()
            # Perform CUMSUM test on residuals
            test = sm.stats.diagnostic.breaks_cusumolsresid(
                ols.resid, _X.shape[1])

            if test[1] < crit:
                omission[i, i_b] = True
            else:
                omission[i, i_b] = False

    # Collapse band answers according to `behavior`
    if behavior.lower() == 'any':
        return np.any(omission, 1)
    else:
        return np.all(omission, 1)



[docs]def refit_record(model, prefix, estimator,
                 fitopt=None, keep_regularized=False):
    """ Refit YATSM model segments with a new estimator and update record

    YATSM class model must be ran and contain at least one record before this
    function is called.

    Args:
        model (YATSM model): YATSM model to refit
        prefix (str): prefix for refitted coefficient and RMSE (don't include
            underscore as it will be added)
        estimator (object): instance of a scikit-learn compatible estimator
            object
        fitopt (dict, optional): dict of options for the ``fit`` method of the
            ``estimator`` provided (default: None)
        keep_regularized (bool, optional): do not use features with coefficient
            estimates that are fit to 0 (i.e., if using L1 regularization)

    Returns:
        np.array: updated model.record NumPy structured array with refitted
            coefficients and RMSE

    """
    if not model:
        return None

    fitopt = fitopt or {}

    refit_coef = prefix + '_coef'
    refit_rmse = prefix + '_rmse'

    # Create new array for robust coefficients and RMSE
    n_coef, n_series = model.record[0]['coef'].shape
    refit = np.zeros(model.record.shape[0], dtype=[
        (refit_coef, 'float32', (n_coef, n_series)),
        (refit_rmse, 'float32', (n_series)),
    ])

    for i_rec, rec in enumerate(model.record):
        # Find matching X and Y in data
        # start/end dates are considered in case ran backward
        index = np.where((model.dates >= min(rec['start'], rec['end'])) &
                         (model.dates <= max(rec['start'], rec['end'])))[0]

        X = model.X.take(index, axis=0)
        Y = model.Y.take(index, axis=1)

        # Refit each band
        for i_y, y in enumerate(Y):
            if keep_regularized:
                # Find nonzero in case of regularized regression
                nonzero = np.nonzero(rec['coef'][:, i_y])[0]
                if nonzero.size == 0:
                    refit[i_rec][refit_rmse][:] = rec['rmse']
                    continue
            else:
                nonzero = np.arange(n_series)

            # Fit
            estimator.fit(X[:, nonzero], y, **fitopt)
            # Store updated coefficients
            refit[i_rec][refit_coef][nonzero, i_y] = estimator.coef_
            refit[i_rec][refit_coef][0, i_y] += getattr(
                estimator, 'intercept_', 0.0)

            # Update RMSE
            refit[i_rec][refit_rmse][i_y] = rmse(
                y, estimator.predict(X[:, nonzero]))

    # Merge
    refit = nprf.merge_arrays((model.record, refit), flatten=True)

    return refit
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yatsm.mapping.classification module


Functions relevant for mapping categorical classification labels



		
yatsm.mapping.classification.get_classification(date, result_location, image_ds, after=False, before=False, qa=False, pred_proba=False, ndv=0, pattern='yatsm_r*', warn_on_empty=False)[source]


		Output raster with classification results






		Parameters:		
		date – ordinal date for prediction image


		result_location – Location of the results


		image_ds – Example dataset


		after – If date intersects a disturbed period, use next
available time segment


		before – If date does not intersect a model, use
previous non-disturbed time segment


		qa – Add QA flag specifying segment type (intersect,
after, or before)


		pred_proba – Include additional band with
classification value probabilities


		ndv – NoDataValue


		pattern – filename pattern of saved record results


		warn_on_empty – Log warning if result contained no
result records (default: False)









		Returns:		2D numpy array containing the classification map for the
date specified






		Return type:		np.ndarray
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  Source code for yatsm.algorithms.ccdc

from __future__ import print_function, division

import logging
import sys

import numpy as np

import sklearn.linear_model

from .yatsm import YATSM
from ..accel import try_jit
from ..errors import TSLengthException
from ..masking import smooth_mask, multitemp_mask
from ..regression.diagnostics import rmse

# Setup
logger = logging.getLogger('yatsm_algo')


@try_jit(nopython=True)
def _monitor_calc_scores(X, Y, here, scores, predictions, rmse,
                         test_indices, min_rmse):
    """ Calculate monitoring period scaled residuals
    """
    for i in range(scores.shape[1]):
        for i_b, b in enumerate(test_indices):
            scores[i_b, i] = (
                (Y[b, here + i] - predictions[i_b, i]) /
                max(min_rmse[b], rmse[i_b])
            )


[docs]class CCDCesque(YATSM):
    """Initialize a CCDC-like model for data X (spectra) and Y (dates)

    An unofficial and unvalidated port of the Continuous Change Detection and
    Classification (CCDC) algorithm by Zhu and Woodcock, 2014.

    Args:
        test_indices (numpy.ndarray): Test for changes with these
            indices of ``Y``. If not provided, all series in ``Y`` will be used
            as test indices
        estimator (dict): dictionary containing estimation model from
            ``scikit-learn`` used to fit and predict timeseries and,
            optionally, a dict of options for the estimation model ``fit``
            method (default: ``{'object': Lasso(alpha=20), 'fit': {}}``)
        consecutive (int): Consecutive observations to trigger change
        threshold (float): Test statistic threshold for change
        min_obs (int): Minimum observations in model
        min_rmse (float): Minimum RMSE for models during testing
        retrain_time (float): Number of days between model fit updates during
            monitoring period
        screening (str): Style of prescreening of the timeseries for noise.
            Options are 'RLM' or 'LOWESS' (default: RLM)
        screening_crit (float): critical value for multitemporal
            noise screening (default: 400.0)
        remove_noise (bool): Remove observation if change is not
            detected but first observation is above threshold (if it looks like
            noise) (default: True)
        green_band (int): Index of green band in ``Y`` for
            multitemporal masking (default: 1)
        swir1_band (int): Index of first SWIR band in ``Y`` for
            multitemporal masking (default: 4)
        dynamic_rmse (bool): Vary RMSE as a function of day of year
            (default: False)
        slope_test (float or bool): Use an additional slope test to
            assess the suitability of the training period. A value of True
            enables the test and uses the `threshold` parameter as the test
            criterion. False turns off the test or a float value enables the
            test but overrides the test criterion threshold. (default: False)
        idx_slope (int): if ``slope_test`` is enabled, provide index of ``X``
            containing slope term (default: 1)


    .. document private functions
    .. automethod:: _get_dynamic_rmse
    .. automethod:: _get_model_rmse

    """

    ndays = 365.25

    def __init__(self,
                 test_indices=None,
                 estimator={'object': sklearn.linear_model.Lasso(alpha=20),
                            'fit': {}},
                 consecutive=5, threshold=2.56, min_obs=None, min_rmse=None,
                 retrain_time=365.25, screening='RLM', screening_crit=400.0,
                 remove_noise=True, green_band=1, swir1_band=4,
                 dynamic_rmse=False, slope_test=False, idx_slope=1,
                 **kwargs):
        # Parent sets up test_indices and lm
        super(CCDCesque, self).__init__(test_indices, estimator, **kwargs)

        # Store model hyperparameters
        self.consecutive = consecutive
        self.threshold = threshold
        self.min_obs = min_obs or 16
        self.min_rmse = min_rmse
        self.retrain_time = retrain_time

        # Define screening method according to type
        if screening == 'RLM':
            self.screen_timeseries = self._screen_timeseries_RLM
            logger.debug('Using RLM for screening')
        elif screening == 'LOWESS':
            self.screen_timeseries = self._screen_timeseries_LOWESS
            logger.debug('Using LOWESS for screening')
        else:
            raise TypeError('Unknown screening type %s' % screening)

        self.screening_crit = screening_crit
        self.remove_noise = remove_noise
        self.green_band = green_band
        self.swir1_band = swir1_band
        self.slope_test = slope_test
        if self.slope_test is True:
            self.slope_test = threshold
        self.idx_slope = idx_slope

        if dynamic_rmse:
            self.get_rmse = self._get_dynamic_rmse
        else:
            self.get_rmse = self._get_model_rmse

    @property
    def record_template(self):
        """ YATSM record template for features in X and series in Y

        Record template will set `px` and `py` if defined as class attributes.
        Otherwise `px` and `py` coordinates will default to 0.

        Returns:
            numpy.ndarray: NumPy structured array containing a template of a
                YATSM record

        """
        record_template = np.zeros(1, dtype=[
            ('start', 'i4'),
            ('end', 'i4'),
            ('break', 'i4'),
            ('coef', 'float32', (self.n_features, self.n_series)),
            ('rmse', 'float32', (self.n_series)),
            ('magnitude', 'float32', self.n_series),
            ('px', 'u2'),
            ('py', 'u2')
        ])
        record_template['px'] = self.px
        record_template['py'] = self.py

        return record_template

# HELPER PROPERTIES
    @property
    def span_time(self):
        """ Return time span (in days) between start and end of model """
        return abs(self.dates[self.here] - self.dates[self.start])

    @property
    def span_index(self):
        """ Return time span (in index) between start and end of model """
        return (self.here - self.start)

    @property
    def running(self):
        """ Determine if timeseries can run """
        return self.here < len(self.dates)

    @property
    def can_monitor(self):
        """ Determine if timeseries can monitor the future consecutive obs """
        return self.here < len(self.dates) - self.consecutive - 1

# MAIN LOOP
[docs]    def fit(self, X, Y, dates):
        """ Fit timeseries model

        Args:
            X (numpy.ndarray): design matrix (number of observations x number
                of features)
            Y (numpy.ndarray): independent variable matrix (number of series x
                number of observations)
            dates (numpy.ndarray): ordinal dates for each observation in X/Y

        Returns:
            numpy.ndarray: NumPy structured array containing timeseries
                model attribute information

        """
        if len(dates) != X.shape[0] or len(dates) != Y.shape[1]:
            raise ValueError('X/Y/dates must have same number of observations')

        self.X = np.asarray(X, dtype=np.float64)
        self.Y = np.asarray(Y, dtype=np.float64)
        self.dates = dates
        self.n_features = X.shape[1]
        self.n_series = Y.shape[0]

        # Setup test indices
        if not np.any(np.asarray(self.test_indices)):
            self.test_indices = np.arange(self.n_series)
        # Setup minimum RMSE
        if isinstance(self.min_rmse, (list, np.ndarray)):
            self.min_rmse = np.asarray(self.min_rmse)
        elif isinstance(self.min_rmse, (int, float)):
            self.min_rmse = np.array([self.min_rmse] * self.n_series)
        else:
            self.min_rmse = np.array([sys.float_info.min] * self.n_series)

        # Set or reset state variables
        self.reset()
        if len(dates) < self.here + self.consecutive:
            raise TSLengthException('Not enough observations (n = %s)' %
                                    len(dates))

        self.n_record = 0
        self.record = np.copy(self.record_template)

        while self.running:

            while not self.monitoring and self.can_monitor:
                self.train()
                self.here += 1

            # Ensure all bands are fit in case we can't monitor
            # First check if there are enough obs to estimate model
            if self.span_index > self.n_features:
                self._update_model()

            while self.monitoring and self.can_monitor:
                # Update model if required
                self._update_model()
                # Perform monitoring check
                self.monitor()
                # Iterate forward
                self.here += 1

            self.here += 1

        # Update record for last model
        self.record[self.n_record]['start'] = self.dates[self.start]
        # Re-adjust end for consecutive, and for two ``self.here += 1`` calls
        offset = 1 + (1 if self.monitoring else 0)
        self.record[self.n_record]['end'] = self.dates[
            self.here - self.consecutive - offset]
        for i, m in enumerate(self.models):
            self.record[self.n_record]['coef'][:, i] = m.coef
            self.record[self.n_record]['rmse'][i] = m.rmse

        # If we ended without being able to monitor again, delete last model
        # since it will be empty
        # TODO: fit this time period with median
        if not self.monitoring:
            self.record = self.record[:-1]

        return self.record


[docs]    def reset(self):
        """ Reset state information required for model fittings
        """
        # Location information
        self.start = 0
        self.here = self.min_obs
        self._here = self.here
        self.trained_date = 0
        self.monitoring = False
        # Populate prediction models
        if len(self.models) == 0:
            self.models = np.array([sklearn.clone(self.estimator) for
                                    i in range(self.n_series)])
            for m in self.models:  # initialize additional attributes
                m.rmse = 0.0
                m.coef = np.zeros(self.X.shape[1])
        # Training period test calculations
        self.start_resid = np.zeros(len(self.test_indices))
        self.end_resid = np.zeros(len(self.test_indices))
        self.slope_resid = np.zeros(len(self.test_indices))
        # Monitoring period calculations
        self.predictions = np.zeros((len(self.test_indices), self.consecutive),
                                    dtype=np.float64)
        self.scores = np.zeros((len(self.test_indices), self.consecutive),
                               dtype=np.float64)


[docs]    def train(self):
        """ Train time series model if stability criteria are met

        Stability criteria (Equation 5 in Zhu and Woodcock, 2014) include a
        test on the change in reflectance over the training period (slope test)
        and a test on the magnitude of the residuals for the first and last
        observations in the training period. Training periods with large slopes
        can indicate that a disturbance process is still in progress. Large
        residuals on the first or last observations have high leverage on the
        estimated regression and should be excluded from the training period.

        1. Slope test:

        .. math::
            \\frac{1}{n}\sum\limits_{b\in B_{test}}\\frac{
                \left|\\beta_{slope,b}(t_{end}-t_{start})\\right|}
                {RMSE_b} > T_{crit}

        2. First and last residual tests:

        .. math::
            \\frac{1}{n}\sum\limits_{b\in B_{test}}\\frac{
                \left|\hat\\rho_{b,i=1} - \\rho_{b,i=1}\\right|}
                {RMSE_b} > T_{crit}

            \\frac{1}{n}\sum\limits_{b\in B_{test}}\\frac{
                \left|\hat\\rho_{b,i=N} - \\rho_{b,i=N}\\right|}
                {RMSE_b} > T_{crit}

        """
        # Test if we can train yet
        if self.span_time <= self.ndays or self.span_index < self.n_features:
            logger.debug('Could not train - moving forward')
            return

        # Check if screening was OK
        if not self.screen_timeseries():
            return

        # Test if we can still run after noise removal
        if self.here >= self._X.shape[0]:
            raise TSLengthException('Not enough observations to proceed '
                                    'after noise removal')

        # After noise removal, try to fit models
        self.fit_models(self._X[self.start:self.here + 1, :],
                        self._Y[:, self.start:self.here + 1],
                        bands=self.test_indices)

        # Ensure first and last points aren't unusual
        for i, b in enumerate(self.test_indices):
            m = self.models[b]
            _rmse = max(self.min_rmse[b], m.rmse)
            self.start_resid[i] = (
                np.abs(self._Y[b, self.start] -
                       m.predict(self._X[self.start, :][None, :])) /
                _rmse)
            self.end_resid[i] = (
                np.abs(self._Y[b, self.here] -
                       m.predict(self._X[self.here, :][None, :])) /
                _rmse)
            self.slope_resid[i] = (
                np.abs(m.coef_[self.idx_slope] * (self.here - self.start)) /
                _rmse)

        test_start = np.linalg.norm(self.start_resid)
        test_end = np.linalg.norm(self.end_resid)
        test_slope = np.linalg.norm(self.slope_resid)
        if (test_start > self.threshold or test_end > self.threshold or
                (self.slope_test and test_slope > self.threshold)):
            logger.debug('Training period unstable')
            self.start += 1
            self.here = self._here
            return

        self.X = self._X
        self.Y = self._Y
        self.dates = self._dates

        logger.debug('Entering monitoring period')
        self.monitoring = True


[docs]    def monitor(self):
        """ Monitor for changes in time series

        The test criteria for CCDC can be represented as:

        .. math::
            \\sum_{i=0}^{\\color{red}{consec}}
                I \\left(
                \\sqrt{
                    \\sum_{b\in \\color{red}{B_{test}}}
                        \\left(
                        \\frac
                            {\hat\\rho_{b,i} - \\rho_{b,i}}
                            {{RMSE}_b^{\\color{red}{*}}}
                        \\right)
                        ^2
                } > \\color{red}{T_{crit}}
                \\right)
                > \\color{red}{consec}

        where the symbols in red are model hyperparameters:

            * :math:`\\color{red}{consec}`:
              :paramref:`consecutive <.CCDCesque.consecutive>`
            * :math:`\\color{red}{B_{test}}`:
              :paramref:`test_indices <.CCDCesque.test_indices>`
            * :math:`\\color{red}{T_{crit}}`:
              :paramref:`threshold <.CCDCesque.threshold>`
            * :math:`{RMSE}_b^{\\color{red}{*}}` depends on:

                * :paramref:`dynamic_rmse <.CCDCesque.dynamic_rmse>`:

                    * True: :func:`~_get_dynamic_rmse` is used for RMSE
                    * False: :func:`~_get_model_rmse` is used for RMSE
                * :paramref:`min_rmse <.CCDCesque.min_rmse>`

                    * If a `float` or `int` is given, override RMSE estimate
                      if estimate is smaller than
                      :paramref:`min_rmse <.CCDCesque.min_rmse>`

        If :paramref:`remove_noise <.CCDCesque.remove_noise>` is `True`,
        the first of ``consecutive`` observations will be removed if first
        scaled residual is above ``threshold`` but not all ``consecutive``
        scaled residuals exceed ``threshold``.
        """
        _rmse = self.get_rmse()

        for idx, model in enumerate(self.models[self.test_indices]):
            self.predictions[idx, :] = model.predict(
                self.X[self.here:self.here + self.consecutive, :])

        _monitor_calc_scores(self.X, self.Y, self.here,
                             self.scores,
                             self.predictions, _rmse,
                             self.test_indices,
                             self.min_rmse)

        # Check for scores above critical value
        mag = np.linalg.norm(self.scores, axis=0)

        if np.all(mag > self.threshold):
            logger.debug('CHANGE DETECTED')

            # Update record for last model
            self.record[self.n_record]['start'] = self.dates[self.start]
            self.record[self.n_record]['end'] = self.dates[self.here]
            self.record[self.n_record]['break'] = self.dates[self.here + 1]
            for i, m in enumerate(self.models):
                self.record[self.n_record]['coef'][:, i] = m.coef
                self.record[self.n_record]['rmse'][i] = m.rmse

            # Record magnitude of difference for tested indices
            self.record[self.n_record]['magnitude'][self.test_indices] = \
                np.mean(self.scores, axis=1)

            self.record = np.append(self.record, self.record_template)
            self.n_record += 1

            # Reset _X and _Y for re-training
            self._X = self.X
            self._Y = self.Y
            self.start = self.here + 1

            self.trained_date = 0
            self.monitoring = False

        elif mag[0] > self.threshold and self.remove_noise:
            # Masking way of deleting is faster than `np.delete`
            m = np.ones(self.X.shape[0], dtype=bool)
            m[self.here] = False
            self.X = self.X[m, :]
            self.Y = self.Y[:, m]
            self.dates = self.dates[m]
            self.here -= 1


# MODEL FITTING UTILITIES
    def _update_model(self):
        # Only train if enough time has past
        if (abs(self.dates[self.here] - self.trained_date) >
                self.retrain_time):
            logger.debug('Monitoring - retraining (%s days since last)' %
                         str(self.dates[self.here] - self.trained_date))

            # Fit timeseries models
            self.fit_models(self.X[self.start:self.here + 1, :],
                            self.Y[:, self.start:self.here + 1])

            self.trained_date = self.dates[self.here]


# MULTITEMP SCREENING
    def _screen_timeseries_LOWESS(self, span=None):
        """ Screen entire dataset for noise before training using LOWESS

        Args:
            span (int): span for LOWESS

        Returns:
            bool: True if timeseries is screened and we can train, else False

        """
        if not self.screened:
            span = span or self.consecutive * 2 + 1

            mask = smooth_mask(self.dates, self.Y, span,
                               crit=self.screening_crit,
                               green=self.green_band, swir1=self.swir1_band)

            # Apply mask to X and Y
            self.X = self.X[mask, :]
            self.Y = self.Y[:, mask]
            # Also apply to _X and _Y for training purposes
            self._X = self.X
            self._Y = self.Y

            self.screened = True

        return True

    def _screen_timeseries_RLM(self):
        """ Screen training period for noise with IRWLS RLM

        Returns:
            bool: True if timeseries is screened and we can train, else False

        """
        # Multitemporal noise removal
        mask = np.ones(self.X.shape[0], dtype=np.bool)
        index = np.arange(self.start, self.here + self.consecutive,
                          dtype=np.uint16)
        mask[index] = multitemp_mask(self.dates[index],
                                     self.Y[:, index],
                                     self.span_time / self.ndays,
                                     crit=self.screening_crit,
                                     green=self.green_band,
                                     swir1=self.swir1_band)

        # Check if there are enough observations for model with noise removed
        _span_index = mask[index][:-self.consecutive].sum()

        # Return if not enough observations
        if _span_index < self.min_obs:
            logger.debug('    multitemp masking - not enough obs')
            return False

        # There is enough observations in train period to fit - remove noise
        self._X = self.X[mask, :]
        self._Y = self.Y[:, mask]
        self._dates = self.dates[mask]

        # record our current position
        #   important for next iteration of noise removal
        self._here = self.here

        # Go forward after noise removal
        self.here = self.start + _span_index - 1

        if self.span_time < self.ndays:
            logger.debug('    multitemp masking - not enough time')
            self.here = self._here
            return False

        logger.debug('Updated "here"')

        return True

# RMSE CALCULATION
[docs]    def _get_model_rmse(self):
        """ Return the normal RMSE of each fitted model

        Returns:
          numpy.ndarray: RMSE of each tested model

        """
        return np.array([m.rmse for m in self.models])[self.test_indices]


[docs]    def _get_dynamic_rmse(self):
        """ Return the dynamic RMSE for each model

        Dynamic RMSE refers to the Root Mean Squared Error calculated using
        `self.min_obs` number of observations closest in day of year to the
        observation `self.consecutive` steps into the future. Goal is to
        reduce false-positives during seasonal transitions (high variance in
        the signal) while decreasing omission during stable times of year.

        Returns:
          numpy.ndarray: dynamic RMSE of each tested model

        """
        # Indices of closest observations based on DOY
        i_doy = np.argsort(
            np.mod(self.dates[self.start:self.here] -
                   self.dates[self.here + self.consecutive],
                   self.ndays))[:self.min_obs]

        _rmse = np.zeros(len(self.test_indices), np.float32)
        _X = self.X.take(i_doy, axis=0)
        for i_b, b in enumerate(self.test_indices):
            m = self.models[b]
            _rmse[i_b] = rmse(self.Y[b, :].take(i_doy), m.predict(_X))

        return _rmse
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yatsm.errors module



		
exception yatsm.errors.AlgorithmNotFoundException[source]


		Bases: exceptions.Exception


Custom exception for algorithm config files without handlers









		
exception yatsm.errors.TSLengthException[source]


		Bases: exceptions.Exception


Exception stating timeseries does not contain enough observations









		
exception yatsm.errors.TrainingDataException[source]


		Bases: exceptions.Exception


Custom exception for errors with training data
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yatsm.mapping package



Submodules




		yatsm.mapping.changes module


		yatsm.mapping.classification module


		yatsm.mapping.phenology module


		yatsm.mapping.prediction module


		yatsm.mapping.utils module










Module contents


Module for making map products from YATSM results


Contains functions used in “map” command line interface script.



		
yatsm.mapping.get_change_date(start, end, result_location, image_ds, first=False, out_format='%Y%j', magnitude=False, ndv=-9999, pattern='yatsm_r*', warn_on_empty=False)[source]


		Output raster with changemap






		Parameters:		
		start – Ordinal date for start of map records


		end – Ordinal date for end of map records


		result_location – Location of results


		image_ds – Example dataset


		first – Use first change instead of last


		out_format – Output date format


		magnitude – output magnitude of each change?


		ndv – NoDataValue


		pattern – filename pattern of saved record results


		warn_on_empty – Log warning if result contained no
result records (default: False)









		Returns:		A 2D np.ndarray array containing the changes between the
start and end date. Also includes, if specified, a 3D np.ndarray of
the magnitude of each change plus the indices of these magnitudes






		Return type:		tuple [https://docs.python.org/dev/library/stdtypes.html#tuple]

















		
yatsm.mapping.get_change_num(start, end, result_location, image_ds, ndv=-9999, pattern='yatsm_r*', warn_on_empty=False)[source]


		Output raster with changemap






		Parameters:		
		start – Ordinal date for start of map records


		end – Ordinal date for end of map records


		result_location – Location of results


		image_ds – Example dataset


		ndv – NoDataValue


		pattern – filename pattern of saved record results


		warn_on_empty – Log warning if result contained no
result records (default: False)









		Returns:		2D numpy array containing the number of changes
between the start and end date; list containing band names






		Return type:		np.ndarray

















		
yatsm.mapping.get_classification(date, result_location, image_ds, after=False, before=False, qa=False, pred_proba=False, ndv=0, pattern='yatsm_r*', warn_on_empty=False)[source]


		Output raster with classification results






		Parameters:		
		date – ordinal date for prediction image


		result_location – Location of the results


		image_ds – Example dataset


		after – If date intersects a disturbed period, use next
available time segment


		before – If date does not intersect a model, use
previous non-disturbed time segment


		qa – Add QA flag specifying segment type (intersect,
after, or before)


		pred_proba – Include additional band with
classification value probabilities


		ndv – NoDataValue


		pattern – filename pattern of saved record results


		warn_on_empty – Log warning if result contained no
result records (default: False)









		Returns:		2D numpy array containing the classification map for the
date specified






		Return type:		np.ndarray

















		
yatsm.mapping.get_phenology(date, result_location, image_ds, after=False, before=False, qa=False, ndv=-9999, pattern='yatsm_r*', warn_on_empty=False)[source]


		Output a raster containing phenology information


Phenology information includes spring_doy, autumn_doy, pheno_cor, peak_evi,
peak_doy, and pheno_nobs.






		Parameters:		
		date – Ordinal date for prediction image


		result_location – Location of the results


		image_ds – Example dataset


		after – If date intersects a disturbed period, use next
available time segment


		before – If date does not intersect a model, use
previous non-disturbed time segment


		qa – Add QA flag specifying segment type (intersect,
after, or before)


		ndv – NoDataValue


		pattern – filename pattern of saved record results


		warn_on_empty – Log warning if result contained no
result records (default: False)









		Returns:		A tuple (np.ndarray, list) containing the 3D np.ndarray of the
phenology metrics, and the band names for the output dataset






		Return type:		tuple [https://docs.python.org/dev/library/stdtypes.html#tuple]

















		
yatsm.mapping.get_coefficients(date, result_location, image_ds, bands, coefs, prefix='', amplitude=False, after=False, before=False, qa=False, ndv=-9999, pattern='yatsm_r*', warn_on_empty=False)[source]


		Output a raster with coefficients from CCDC






		Parameters:		
		date – Ordinal date for prediction image


		result_location – Location of the results


		bands – Bands to predict


		coefs – List of coefficients to output


		image_ds – Example dataset


		prefix – Use coef/rmse with refit prefix (default: ‘’)


		amplitude – Map amplitude of seasonality instead of
individual coefficient estimates for sin/cosine pair
(default: False)


		after – If date intersects a disturbed period, use next
available time segment (default: False)


		before – If date does not intersect a model, use
previous non-disturbed time segment (default: False)


		qa – Add QA flag specifying segment type (intersect,
after, or before) (default: False)


		ndv – NoDataValue (default: -9999)


		pattern – filename pattern of saved record results


		warn_on_empty – Log warning if result contained no
result records (default: False)









		Returns:		A tuple (np.ndarray, list) containing the 3D numpy.ndarray of
the coefficients (coefficient x band x pixel), and the band names
for the output dataset






		Return type:		tuple [https://docs.python.org/dev/library/stdtypes.html#tuple]

















		
yatsm.mapping.get_prediction(date, result_location, image_ds, bands='all', prefix='', after=False, before=False, qa=False, ndv=-9999, pattern='yatsm_r*', warn_on_empty=False)[source]


		Output a raster with the predictions from model fit for a given date






		Parameters:		
		date – Ordinal date for prediction image


		result_location – Location of the results


		image_ds – Example dataset


		bands – Bands to predict - ‘all’ for every band, or specify
a list of bands


		prefix – Use coef/rmse with refit prefix (default: ‘’)


		after – If date intersects a disturbed period, use next
available time segment


		before – If date does not intersect a model, use
previous non-disturbed time segment


		qa – Add QA flag specifying segment type (intersect,
after, or before)


		ndv – NoDataValue


		pattern – filename pattern of saved record results


		warn_on_empty – Log warning if result contained no
result records (default: False)









		Returns:		A 3D numpy.ndarray containing the prediction for each band,
for each pixel






		Return type:		np.ndarray
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yatsm.masking module



		
yatsm.masking.multitemp_mask(x, Y, n_year, crit=400, green=1, swir1=4, maxiter=10)[source]


		Multi-temporal masking using RLM


Taken directly from CCDC (Zhu and Woodcock, 2014). This “temporal masking”
procedure was ported from CCDC v9.3.






		Parameters:		
		x – array of ordinal dates


		Y – matrix of observed spectra


		n_year – “number of years to mask”


		crit – critical value for masking clouds/shadows


		green – 0 indexed value for green band in Y
(default: 1)


		swir1 – 0 indexed value for SWIR (~1.55-1.75um) band
in Y (default: 4)


		maxiter – maximum iterations for RLM fit









		Returns:		mask –
mask where False indicates values to be masked






		Return type:		np.ndarray

















		
yatsm.masking.smooth_mask(x, Y, span, crit=400, green=1, swir1=4, maxiter=5)[source]


		Multi-temporal masking using LOWESS


Taken directly from newer version of CCDC than Zhu and Woodcock, 2014.
This “temporal masking” replaced the older method which used robust
linear models. This version uses a regular LOWESS instead of robust
LOWESS



Note


“span” argument is the inverse of “frac” from statsmodels and is
actually ‘k’ in their code:


n = x.shape[0]
k = int(frac * n + 1e-10)





Todo


We need to put the data on a regular period since span changes as
is right now. Statsmodels will only allow for dropna, so we would
need to impute missing data somehow...








		Parameters:		
		x – array of ordinal dates


		Y – matrix of observed spectra


		span – span of LOWESS


		crit – critical value for masking clouds/shadows


		green – 0 indexed value for green band in Y (default: 1)


		swir1 – 0 indexed value for SWIR (~1.55-1.75um) band
in Y (default: 4)


		maxiter – maximum increases to span when checking for
NaN in LOWESS results









		Returns:		mask –
mask where False indicates values to be masked






		Return type:		ndarray
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yatsm.cli.cache module


Command line interface for working with cached data for YATSM algorithms






          

      

      

    


    
        © Copyright 2014 - 2017, Chris Holden.
      Last updated on Mon Feb 27 22:25:59 2017.
      Created using Sphinx 1.3.5.
    

  

yatsm/yatsm.cli.html


    
      Navigation


      
        		
          index


        		
          modules |


        		YATSM 0.6.2 documentation »

 
      


    


    
      
          
            
  
yatsm.cli package



Submodules




		yatsm.cli.cache module


		yatsm.cli.changemap module


		yatsm.cli.classify module


		yatsm.cli.console module


		yatsm.cli.line module


		yatsm.cli.main module


		yatsm.cli.map module


		yatsm.cli.options module


		yatsm.cli.pixel module


		yatsm.cli.train module










Module contents


YATSM command line interface based on click








          

      

      

    


    
        © Copyright 2014 - 2017, Chris Holden.
      Last updated on Mon Feb 27 22:25:59 2017.
      Created using Sphinx 1.3.5.
    

  

yatsm/yatsm.regression.transforms.html


    
      Navigation


      
        		
          index


        		
          modules |


        		YATSM 0.6.2 documentation »

 
      


    


    
      
          
            
  
yatsm.regression.transforms module


Custom transforms for Patsy formulas



		TODO:


		
		Add vegetation indices












		
class yatsm.regression.transforms.Harmonic[source]


		Bases: object [https://docs.python.org/dev/library/functions.html#object]


Transform x into seasonal harmonics with a given frequency






		Parameters:		
		x – array of ordinal dates


		freq – frequency of harmonics














		
memorize_chunk(x, freq)[source]


		






		
memorize_finish()[source]


		






		
transform(x, freq)[source]
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  Source code for yatsm.classifiers.diagnostics

import logging

import numpy as np
import scipy.ndimage

from sklearn.utils import check_random_state
# from sklearn.cross_validation import KFold, StratifiedKFold

logger = logging.getLogger('yatsm')


[docs]def kfold_scores(X, y, algo, kf_generator):
    """ Performs KFold crossvalidation and reports mean/std of scores

    Args:
      X (np.ndarray): X feature input used in classification
      y (np.ndarray): y labeled examples
      algo (sklean classifier): classifier used from scikit-learn
      kf_generator (sklearn crossvalidation generator): generator for indices
        used in crossvalidation

    Returns:
      (mean, std): mean and standard deviation of crossvalidation scores

    """
    scores = np.zeros(kf_generator.n_folds)
    for i, (train, test) in enumerate(kf_generator):
        scores[i] = algo.fit(X[train, :], y[train]).score(X[test, :], y[test])

    logger.info('scores: {0}'.format(scores))
    logger.info('score mean/std: {0}/{1}'.format(scores.mean(), scores.std()))

    return scores.mean(), scores.std()



[docs]class SpatialKFold(object):
    """ Spatial cross validation iterator

    Training data samples physically located next to test samples are likely to
    be strongly related due to spatial autocorrelation. This violation of
    independence will artificially inflate crossvalidated measures of
    algorithm performance.

    Provides training and testing indices to split data into training and
    testing sets. Splits a "Region of Interest" image into k consecutive
    folds. Each fold is used as a validation set once while k - 1 remaining
    folds form the training set.

    Parameters:
      y (np.ndarray): Labeled features

      row (np.ndarray): Row (y) pixel location for each `y`

      col (np.ndarray): Column (x) pixel location for each `x`

      n_folds (int, optional): Number of folds (default: 3)

      shuffle (bool, optional): Shuffle the unique training data regions before
        splitting into batches (default: False)

      random_state (None, int, or np.random.RandomState): Pseudo-random number
        generator to use for random sampling. If None, default to numpy RNG
        for shuffling

    """

    shuffle = False

    def __init__(self, y, row, col, n_folds=3, shuffle=False,
                 random_state=None):
        if y.size != row.size or y.size != col.size:
            raise ValueError('Labels provided (y) must be the same size as '
                             'the row and columns provided')
        self.y = y
        self.row = row
        self.col = col
        self.n_folds = n_folds

        if shuffle:
            self.shuffle = True
            self.rng = check_random_state(random_state)

        self._recreate_labels()

    def __iter__(self):
        fold_sizes = (self.n // self.n_folds) * np.ones(self.n_folds,
                                                        dtype=np.int)
        fold_sizes[:self.n % self.n_folds] += 1
        current = 0

        ind = np.arange(self.y.size)

        for fold_size in fold_sizes:
            start, stop = current, current + fold_size

            test_i = self._labels_to_indices(self.labels[start:stop])

            yield ind[test_i], ind[~test_i]
            current = stop

    def _recreate_labels(self):
        """ Internal method to label regions of `self.y` from pixel locations
        """
        roi = np.zeros((self.row.max() + 1, self.col.max() + 1),
                       dtype=self.y.dtype)
        roi[self.row, self.col] = self.y

        self.labeled, _ = scipy.ndimage.label(roi)
        self.labels = np.unique(self.labeled[self.labeled != 0])
        self.n = self.labels.size

        if self.shuffle:
            self.rng.shuffle(self.labels)

        self.indices = []

    def _labels_to_indices(self, labels):
        lab_row, lab_col = np.where(np.in1d(
            self.labeled, labels).reshape(self.labeled.shape))
        return np.logical_and(np.in1d(self.row, lab_row),
                              np.in1d(self.col, lab_col))



[docs]class SpatialKFold_ROI(object):
    """ Spatial cross validation iterator on ROI images

    Training data samples physically located next to test samples are likely to
    be strongly related due to spatial autocorrelation. This violation of
    independence will artificially inflate crossvalidated measures of
    algorithm performance.

    Provides training and testing indices to split data into training and
    testing sets. Splits a "Region of Interest" image into k consecutive
    folds. Each fold is used as a validation set once while k - 1 remaining
    folds form the training set.

    Parameters:
      roi (np.ndarray): "Region of interest" matrix providing training data
        samples of some class

      n_folds (int, optional): Number of folds (default: 3)

      mask_values (int, list, tuple, or np.ndarray, optional): one or more
        values within roi to ignore from sampling (default: [0])

      shuffle (bool, optional): Shuffle the unique training data regions before
        splitting into batches (default: False)

      random_state (None, int, or np.random.RandomState): Pseudo-random number
        generator to use for random sampling. If None, default to numpy RNG
        for shuffling

    """

    shuffle = False

    def __init__(self, roi, n_folds=3, mask_values=[0], shuffle=False,
                 random_state=None):
        self.roi = roi
        self.n_folds = n_folds
        if isinstance(mask_values, (float, int)):
            self.mask_values = np.array([mask_values])
        elif isinstance(mask_values, (list, tuple)):
            self.mask_values = np.array(mask_values)
        elif isinstance(mask_values, np.ndarray):
            self.mask_values = mask_values
        else:
            raise TypeError('mask_values must be float, int, list, tuple,'
                            ' or np.ndarray')
        if shuffle:
            self.shuffle = True
            self.rng = check_random_state(random_state)

        self._label_roi()

    def __iter__(self):
        n = self.n
        n_folds = self.n_folds

        fold_sizes = (n // n_folds) * np.ones(n_folds, dtype=np.int)
        fold_sizes[:n % n_folds] += 1
        current = 0

        for fold_size in fold_sizes:
            start, stop = current, current + fold_size

            test_i = np.in1d(self.indices[:, 0], self.labels[start:stop])
            train_i = np.in1d(self.indices[:, 0], self.labels[stop:])

            yield ((self.indices[test_i, 1], self.indices[test_i, 2]),
                   (self.indices[train_i, 1], self.indices[train_i, 2]))
            current = stop

    def _label_roi(self):
        """ Internal method to label region of interest image
        """
        labeled, n = scipy.ndimage.label(self.roi)

        labels = np.unique(labeled)
        self.labels = labels[~np.in1d(labels, self.mask_values)]
        self.n = self.labels.size

        n_samples = (~np.in1d(self.roi, self.mask_values)).sum()
        self.indices = np.zeros((n_samples, 3), dtype=np.int)
        _start = 0

        for l in self.labels:
            _n = (labeled == l).sum()
            _row, _col = np.where(labeled == l)
            self.indices[_start:_start + _n, 0] = l
            self.indices[_start:_start + _n, 1] = _row
            self.indices[_start:_start + _n, 2] = _col
            _start += _n

        if self.shuffle:
            self.rng.shuffle(self.labels)
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  Source code for yatsm.mapping.prediction

""" Functions relevant for mapping statistical model predictions or fits
"""
import logging
import re

import numpy as np
import patsy

from .utils import find_result_attributes, find_indices
from ..utils import find_results, iter_records
from ..regression.transforms import harm

logger = logging.getLogger('yatsm')


[docs]def get_coefficients(date, result_location, image_ds,
                     bands, coefs,
                     prefix='', amplitude=False,
                     after=False, before=False, qa=False,
                     ndv=-9999, pattern='yatsm_r*', warn_on_empty=False):
    """ Output a raster with coefficients from CCDC

    Args:
        date (int): Ordinal date for prediction image
        result_location (str): Location of the results
        bands (list): Bands to predict
        coefs (list): List of coefficients to output
        image_ds (gdal.Dataset): Example dataset
        prefix (str, optional): Use coef/rmse with refit prefix (default: '')
        amplitude (bool, optional): Map amplitude of seasonality instead of
            individual coefficient estimates for sin/cosine pair
            (default: False)
        after (bool, optional): If date intersects a disturbed period, use next
            available time segment (default: False)
        before (bool, optional): If date does not intersect a model, use
            previous non-disturbed time segment (default: False)
        qa (bool, optional): Add QA flag specifying segment type (intersect,
            after, or before) (default: False)
        ndv (int, optional): NoDataValue (default: -9999)
        pattern (str, optional): filename pattern of saved record results
        warn_on_empty (bool, optional): Log warning if result contained no
            result records (default: False)

    Returns:
        tuple: A tuple (np.ndarray, list) containing the 3D numpy.ndarray of
            the coefficients (coefficient x band x pixel), and the band names
            for the output dataset

    """
    # Find results
    records = find_results(result_location, pattern)

    # Find result attributes to extract
    i_bands, i_coefs, use_rmse, coef_names, _, _ = find_result_attributes(
        records, bands, coefs, prefix=prefix)

    # Process amplitude transform for seasonality coefficients
    if amplitude:
        harm_coefs = []
        for i, (c, n) in enumerate(zip(i_coefs, coef_names)):
            if re.match(r'harm\(x, [0-9]+\)\[0]', n):
                harm_coefs.append(c)
                coef_names[i] = re.sub(r'harm(.*)\[.*', r'amplitude\1', n)
        # Remove sin term from each harmonic pair
        i_coefs = [c for c in i_coefs if c - 1 not in harm_coefs]
        coef_names = [n for n in coef_names if 'harm' not in n]

    n_bands = len(i_bands)
    n_coefs = len(i_coefs)
    n_rmse = n_bands if use_rmse else 0

    # Setup output band names
    band_names = []
    for _c in coef_names:
        for _b in i_bands:
            band_names.append('B' + str(_b + 1) + '_' + _c.replace(' ', ''))
    if use_rmse is True:
        for _b in i_bands:
            band_names.append('B' + str(_b + 1) + '_RMSE')
    n_qa = 0
    if qa:
        n_qa += 1
        band_names.append('SegmentQAQC')
    n_out_bands = n_bands * n_coefs + n_rmse + n_qa

    _coef = prefix + 'coef' if prefix else 'coef'
    _rmse = prefix + 'rmse' if prefix else 'rmse'

    logger.debug('Allocating memory...')
    raster = np.ones((image_ds.RasterYSize, image_ds.RasterXSize, n_out_bands),
                     dtype=np.float32) * ndv

    logger.debug('Processing results')
    for rec in iter_records(records, warn_on_empty=warn_on_empty):
        for _qa, index in find_indices(rec, date, after=after, before=before):
            if index.shape[0] == 0:
                continue

            if n_coefs > 0:
                # Normalize intercept to mid-point in time segment
                rec[_coef][index, 0, :] += (
                    (rec['start'][index] + rec['end'][index]) /
                    2.0)[:, np.newaxis] * \
                    rec[_coef][index, 1, :]

                # If we want amplitude, calculate it
                if amplitude:
                    for harm_coef in harm_coefs:
                        rec[_coef][index, harm_coef, :] = np.linalg.norm(
                            rec[_coef][index, harm_coef:harm_coef + 2, :],
                            axis=1)

                # Extract coefficients
                raster[rec['py'][index],
                       rec['px'][index], :n_coefs * n_bands] =\
                    np.reshape(rec[_coef][index][:, i_coefs, :][:, :, i_bands],
                               (index.size, n_coefs * n_bands))

            if use_rmse:
                raster[rec['py'][index], rec['px'][index],
                       n_coefs * n_bands:n_out_bands - n_qa] =\
                    rec[_rmse][index][:, i_bands]
            if qa:
                raster[rec['py'][index], rec['px'][index], -1] = _qa

    return raster, band_names



[docs]def get_prediction(date, result_location, image_ds,
                   bands='all', prefix='',
                   after=False, before=False, qa=False,
                   ndv=-9999, pattern='yatsm_r*', warn_on_empty=False):
    """ Output a raster with the predictions from model fit for a given date

    Args:
        date (int): Ordinal date for prediction image
        result_location (str): Location of the results
        image_ds (gdal.Dataset): Example dataset
        bands (str, list): Bands to predict - 'all' for every band, or specify
            a list of bands
        prefix (str, optional): Use coef/rmse with refit prefix (default: '')
        after (bool, optional): If date intersects a disturbed period, use next
            available time segment
        before (bool, optional): If date does not intersect a model, use
            previous non-disturbed time segment
        qa (bool, optional): Add QA flag specifying segment type (intersect,
            after, or before)
        ndv (int, optional): NoDataValue
        pattern (str, optional): filename pattern of saved record results
        warn_on_empty (bool, optional): Log warning if result contained no
            result records (default: False)

    Returns:
        np.ndarray: A 3D numpy.ndarray containing the prediction for each band,
            for each pixel

    """
    # Find results
    records = find_results(result_location, pattern)

    # Find result attributes to extract
    i_bands, _, _, _, design, design_info = find_result_attributes(
        records, bands, None, prefix=prefix)

    n_bands = len(i_bands)
    band_names = ['Band_{0}'.format(b) for b in range(n_bands)]
    if qa:
        n_bands += 1
        band_names.append('SegmentQAQC')
    n_i_bands = len(i_bands)

    # Create X matrix from date -- ignoring categorical variables
    if re.match(r'.*C\(.*\).*', design):
        logger.warning('Categorical variable found in design matrix not used'
                       ' in predicted image estimate')
    design = re.sub(r'[\+\-][\ ]+C\(.*\)', '', design)
    X = patsy.dmatrix(design, {'x': date}).squeeze()

    i_coef = []
    for k, v in design_info.items():
        if not re.match('C\(.*\)', k):
            i_coef.append(v)
    i_coef = np.sort(i_coef)

    logger.debug('Allocating memory')
    raster = np.ones((image_ds.RasterYSize, image_ds.RasterXSize, n_bands),
                     dtype=np.int16) * int(ndv)

    logger.debug('Processing results')
    for rec in iter_records(records, warn_on_empty=warn_on_empty):
        for _qa, index in find_indices(rec, date, after=after, before=before):
            if index.shape[0] == 0:
                continue

            # Calculate prediction
            _coef = rec['coef'].take(index, axis=0).\
                take(i_coef, axis=1).take(i_bands, axis=2)
            raster[rec['py'][index], rec['px'][index], :n_i_bands] = \
                np.tensordot(_coef, X, axes=(1, 0))
            if qa:
                raster[rec['py'][index], rec['px'][index], -1] = _qa

    return raster, band_names
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  Source code for yatsm.vegetation_indices

""" Functions for computing vegetation indices
"""
from __future__ import division


[docs]def EVI(red, nir, blue):
    """ Return the Enhanced Vegetation Index for a set of np.ndarrays

    EVI is calculated as:

    .. math::
        2.5 * \\frac{(NIR - RED)}{(NIR + C_1 * RED - C_2 * BLUE + L)}

    where:
        - :math:`RED` is the red band
        - :math:`NIR` is the near infrared band
        - :math:`BLUE` is the blue band
        - :math:`C_1 = 6`
        - :math:`C_2 = 7.5`
        - :math:`L = 1`

    Note: bands must be given in float datatype from [0, 1]

    Args:
      red (np.ndarray): red band
      nir (np.ndarray): NIR band
      blue (np.ndarray): blue band

    Returns:
      np.ndarray: EVI

    """
    return 2.5 * (nir - red) / (nir + 6 * red - 7.5 * blue + 1)
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  Source code for yatsm.masking

from __future__ import division

import numpy as np
import statsmodels.api as sm

from .accel import try_jit
from .regression import robust_fit as rlm

ndays = 365.25


@try_jit()  # np.array prevents nopython
[docs]def multitemp_mask(x, Y, n_year, crit=400,
                   green=1, swir1=4,
                   maxiter=10):
    """ Multi-temporal masking using RLM

    Taken directly from CCDC (Zhu and Woodcock, 2014). This "temporal masking"
    procedure was ported from CCDC v9.3.

    Args:
        x (ndarray): array of ordinal dates
        Y (ndarray): matrix of observed spectra
        n_year (float): "number of years to mask"
        crit (float): critical value for masking clouds/shadows
        green (int): 0 indexed value for green band in Y
            (default: 1)
        swir1 (int): 0 indexed value for SWIR (~1.55-1.75um) band
            in Y (default: 4)
        maxiter (int): maximum iterations for RLM fit

    Returns:
        mask (np.ndarray): mask where False indicates values to be masked

    """
    green = Y[green, :]
    swir1 = Y[swir1, :]

    n_year = np.ceil(n_year)
    w = 2.0 * np.pi / ndays

    X = np.array([np.ones_like(x),
                  np.cos(w * x),
                  np.sin(w * x),
                  np.cos(w / n_year * x),
                  np.sin(w / n_year * x)]).T

    green_RLM = rlm.RLM(M=rlm.bisquare, maxiter=maxiter).fit(X, green)
    swir1_RLM = rlm.RLM(M=rlm.bisquare, maxiter=maxiter).fit(X, swir1)

    mask = ((green - green_RLM.predict(X) < crit) *
            (swir1 - swir1_RLM.predict(X) > -crit))

    return mask



[docs]def smooth_mask(x, Y, span, crit=400, green=1, swir1=4,
                maxiter=5):
    """ Multi-temporal masking using LOWESS

    Taken directly from newer version of CCDC than Zhu and Woodcock, 2014.
    This "temporal masking" replaced the older method which used robust
    linear models. This version uses a regular LOWESS instead of robust
    LOWESS

    .. note::

        "span" argument is the inverse of "frac" from statsmodels and is
        actually 'k' in their code:

        `n = x.shape[0]`
        `k = int(frac * n + 1e-10)`

    .. todo::

        We need to put the data on a regular period since span changes as
        is right now. Statsmodels will only allow for dropna, so we would
        need to impute missing data somehow...

    Args:
        x (np.ndarray): array of ordinal dates
        Y (np.ndarray): matrix of observed spectra
        span (int): span of LOWESS
        crit (float): critical value for masking clouds/shadows
        green (int): 0 indexed value for green band in Y (default: 1)
        swir1 (int): 0 indexed value for SWIR (~1.55-1.75um) band
            in Y (default: 4)
        maxiter (int): maximum increases to span when checking for
            NaN in LOWESS results

    Returns:
      mask (ndarray): mask where False indicates values to be masked

    """
    # Reverse span to get frac
    frac = span / x.shape[0]
    # Estimate delta as "good choice": delta = 0.01 * range(exog)
    delta = (x.max() - x.min()) * 0.01

    # Run LOWESS checking for NaN in output
    i = 0
    green_lowess, swir1_lowess = np.nan, np.nan
    while (np.any(np.isnan(green_lowess)) or
           np.any(np.isnan(swir1_lowess))) and i < maxiter:
        green_lowess = sm.nonparametric.lowess(Y[green, :], x,
                                               frac=frac, delta=delta)
        swir1_lowess = sm.nonparametric.lowess(Y[swir1, :], x,
                                               frac=frac, delta=delta)
        span += 1
        frac = span / x.shape[0]
        i += 1

    mask = (((Y[green, :] - green_lowess[:, 1]) < crit) *
            ((Y[swir1, :] - swir1_lowess[:, 1]) > -crit))

    return mask
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yatsm.cli.pixel module


Command line interface for running YATSM algorithms on individual pixels



		
yatsm.cli.pixel.plot_DOY(dates, y, mpl_cmap)[source]


		Create a DOY plot






		Parameters:		
		dates – sequence of datetime


		y – variable to plot


		mpl_cmap – matplotlib colormap




















		
yatsm.cli.pixel.plot_TS(dates, y, seasons)[source]


		Create a standard timeseries plot






		Parameters:		
		dates – sequence of datetime


		y – variable to plot


		seasons – Plot seasonal symbology




















		
yatsm.cli.pixel.plot_VAL(dates, y, mpl_cmap, reps=2)[source]


		Create a “Valerie Pasquarella” plot (repeated DOY plot)






		Parameters:		
		dates – sequence of datetime


		y – variable to plot


		mpl_cmap – matplotlib colormap


		reps – number of additional repetitions




















		
yatsm.cli.pixel.plot_results(band, cfg, model, design_info, result_prefix='', plot_type='TS')[source]


		Plot model results






		Parameters:		
		band – plot results for this band


		cfg – YATSM configuration dictionary


		model – fitted YATSM timeseries model


		design_info – patsy design information


		result_prefix – Prefix to ‘coef’ and ‘rmse’


		plot_type – type of plot to add results to (TS, DOY, or VAL)




















		
yatsm.cli.pixel.trawl_replace_keys(d, key, value, s='')[source]


		Return modified dictionary d
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yatsm.cache module


Functions related to writing to and retrieving from cache files



		
yatsm.cache.get_line_cache_name(dataset_config, n_images, row, nbands)[source]


		Returns cache filename for specified config and line number






		Parameters:		
		dataset_config – configuration information about the dataset


		n_images – number of images in dataset


		row – line of the dataset for output


		nbands – number of bands in dataset









		Returns:		filename of cache file






		Return type:		str [https://docs.python.org/dev/library/stdtypes.html#str]

















		
yatsm.cache.get_line_cache_pattern(row, nbands, regex=False)[source]


		Returns a pattern for a cache file from a certain row


This function is useful for finding all cache files from a line, ignoring
the number of images in the file.






		Parameters:		
		row – line of the dataset for output


		nbands – number of bands in dataset


		regex – return a regular expression instead of glob
style (default: False)









		Returns:		filename pattern for cache files from line row






		Return type:		str [https://docs.python.org/dev/library/stdtypes.html#str]

















		
yatsm.cache.read_cache_file(cache_filename, image_IDs=None)[source]


		Returns image data from a cache file


If image_IDs is not None this function will try to ensure data from
cache file come from the list of image IDs provided. If cache file does not
contain a list of image IDs, it will skip the check and return cache data.






		Parameters:		
		cache_filename – cache filename


		image_IDs – list of image IDs corresponding to data
in cache file. If not specified, function will not check for
correspondence (default: None)









		Returns:		Return Y as np.ndarray if possible and if the
cache file passes the consistency check specified by image_IDs,
else None






		Return type:		np.ndarray, or None

















		
yatsm.cache.test_cache(dataset_config)[source]


		Test cache directory for ability to read from or write to






		Parameters:		dataset_config – dictionary of dataset configuration options



		Returns:		tuple of bools describing ability to read from and write to
cache directory



		Return type:		tuple [https://docs.python.org/dev/library/stdtypes.html#tuple]














		
yatsm.cache.update_cache_file(images, image_IDs, old_cache_filename, new_cache_filename, line, reader)[source]


		Modify an existing cache file to contain data within images


This should be useful for updating a set of cache files to reflect
modifications to the timeseries dataset without completely reading the
data into another cache file.


For example, the cache file could be updated to reflect the deletion of
a misregistered or cloudy image. Another common example would be for
updating cache files to include newly acquired observations.


Note that this updater will not handle updating cache files to include
new bands.






		Parameters:		
		images – list of new image filenames


		image_IDs – list of new image identifying strings


		old_cache_filename – filename of cache file to update


		new_cache_filename – filename of new cache file which includes
modified data


		line – the line of data to be updated


		reader – GDAL or BIP image reader function from
yatsm.io.stack_line_readers









		Raises:		ValueError [https://docs.python.org/dev/library/exceptions.html#ValueError] –
Raise error if old cache file does not record image_IDs

















		
yatsm.cache.write_cache_file(cache_filename, Y, image_IDs)[source]


		Writes data to a cache file using np.savez_compressed






		Parameters:		
		cache_filename – cache filename


		Y – data to write to cache file


		image_IDs – list of image IDs corresponding to data in cache
file. If not specified, function will not check for correspondence
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yatsm.vegetation_indices module


Functions for computing vegetation indices



		
yatsm.vegetation_indices.EVI(red, nir, blue)[source]


		Return the Enhanced Vegetation Index for a set of np.ndarrays


EVI is calculated as:



\[2.5 * \frac{(NIR - RED)}{(NIR + C_1 * RED - C_2 * BLUE + L)}\]


		where:


		
		\(RED\) is the red band


		\(NIR\) is the near infrared band


		\(BLUE\) is the blue band


		\(C_1 = 6\)


		\(C_2 = 7.5\)


		\(L = 1\)











Note: bands must be given in float datatype from [0, 1]






		Parameters:		
		red – red band


		nir – NIR band


		blue – blue band









		Returns:		EVI






		Return type:		np.ndarray
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yatsm.version module
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yatsm.cli.classify module


Command line interface for classifying YATSM algorithm output



		
yatsm.cli.classify.classify_line(filename, classifier)[source]


		Use classifier to classify data stored in filename






		Parameters:		
		filename – filename of stored results


		classifier – pre-trained classifier




















		
yatsm.cli.classify.try_resume(filename)[source]


		Return True/False if dataset has already been classified






		Parameters:		filename – filename of the result to be checked



		Returns:		If the npz file exists and contains a file ‘class’, this test
will return True, else False.



		Return type:		bool [https://docs.python.org/dev/library/functions.html#bool]
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yatsm.regression.diagnostics module


Regression diagnostics calculations



		Includes:


		
		rmse: calculate root mean squared error












		
yatsm.regression.diagnostics.rmse(y, yhat)[source]


		Calculate and return Root Mean Squared Error (RMSE)






		Parameters:		
		y – known values


		yhat – predicted values









		Returns:		Root Mean Squared Error






		Return type:		float [https://docs.python.org/dev/library/functions.html#float]
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yatsm.classifiers package



Submodules




		yatsm.classifiers.diagnostics module










Module contents


Module storing classifiers for YATSM


Contains utilities and helper classes for classifying timeseries generated
using YATSM change detection.



		
yatsm.classifiers.cfg_to_algorithm(config_file)[source]


		Return instance of classification algorithm helper from config file






		Parameters:		config_file – location of configuration file for algorithm






		Returns:		scikit-learn estimator (object) and configuration file (dict)






		Return type:		tuple [https://docs.python.org/dev/library/stdtypes.html#tuple]






		Raises:		
		KeyError [https://docs.python.org/dev/library/exceptions.html#KeyError] –
raise if configuration file is malformed


		AlgorithmNotFoundException –
raise if algorithm is not implemented in
YATSM


		TypeError [https://docs.python.org/dev/library/exceptions.html#TypeError] –
raise if configuration file cannot be used to initialize
the classifier
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yatsm.algorithms.yatsm module


Yet Another TimeSeries Model baseclass



		
class yatsm.algorithms.yatsm.YATSM(test_indices=None, estimator={'object': <MagicMock name='mock.linear_model.Lasso()' id='140003198146576'>, 'fit': {}}, **kwargs)[source]


		Bases: object [https://docs.python.org/dev/library/functions.html#object]


Yet Another TimeSeries Model baseclass



Note


When YATSM objects are fit, the intended order of method calls is:




		Setup the model with setup()





		Preprocess a time series for one unit area with
preprocess()





		Fit the time series with the YATSM model using fit()





		A fitted model can be used to




		Predict on additional design matrixes with predict()


		Plot diagnostic information with plot()


		Return goodness of fit diagnostic metrics with score()






















Note


Record structured arrays must contain the following:




		start (int): starting dates of timeseries segments


		end (int): ending dates of timeseries segments


		break (int): break dates of timeseries segments


		coef (double (n x p shape)): number of bands x number of
features coefficients matrix for predictions


		rmse (double (n length)): Root Mean Squared Error for each
band


		px (int): pixel X coordinate


		py (int): pixel Y coordinate















		Parameters:		
		test_indices – Test for changes with these
indices of Y. If not provided, all series in Y will be used
as test indices


		estimator – dictionary containing estimation model from
scikit-learn used to fit and predict timeseries and,
optionally, a dict of options for the estimation model fit
method (default: {'object': Lasso(alpha=20), 'fit': {}})


		kwargs – dictionary of addition keyword arguments
(for sub-classes)









		Variables:		
		record_template (numpy.ndarray [http://docs.scipy.org/doc/numpy/reference/generated/numpy.ndarray.html#numpy.ndarray]) – An empty NumPy structured array that
is a template for the model’s record


		models (numpy.ndarray [http://docs.scipy.org/doc/numpy/reference/generated/numpy.ndarray.html#numpy.ndarray]) – prediction model objects


		record (numpy.ndarray [http://docs.scipy.org/doc/numpy/reference/generated/numpy.ndarray.html#numpy.ndarray]) – NumPy structured array containing timeseries
model attribute information


		n_record (int [https://docs.python.org/dev/library/functions.html#int]) – number of recorded segments in time series model


		n_series (int [https://docs.python.org/dev/library/functions.html#int]) – number of bands in Y


		px (int [https://docs.python.org/dev/library/functions.html#int]) – pixel X location or index


		n_features (int [https://docs.python.org/dev/library/functions.html#int]) – number of coefficients in X design matrix


		py (int [https://docs.python.org/dev/library/functions.html#int]) – pixel Y location or index














		
__iter__()[source]


		Iterate over the timeseries segment records









		
__len__()[source]


		Return the number of segments in this timeseries model









		
fit(X, Y, dates)[source]


		Fit timeseries model






		Parameters:		
		X – design matrix (number of observations x number
of features)


		Y – independent variable matrix (number of series x
number of observations)


		dates – ordinal dates for each observation in X/Y









		Returns:		NumPy structured array containing timeseries
model attribute information






		Return type:		numpy.ndarray [http://docs.scipy.org/doc/numpy/reference/generated/numpy.ndarray.html#numpy.ndarray]

















		
fit_models(X, Y, bands=None)[source]


		Fit timeseries models for bands within Y for a given X


Updates or initializes fit for self.models






		Parameters:		
		X – design matrix (number of observations x number
of features)


		Y – independent variable matrix (number of series x
number of observations) observation in the X design matrix


		bands – Subset of bands of Y to fit. If None are
provided, fit all bands in Y




















		
plot(X, Y, dates, **config)[source]


		Plot the timeseries model results






		Parameters:		
		X – design matrix (number of observations x number
of features)


		Y – independent variable matrix (number of series x
number of observations)


		dates – ordinal dates for each observation in X/Y


		config – YATSM configuration dictionary from user, including
‘dataset’ and ‘YATSM’ sub-configurations




















		
predict(X, dates, series=None)[source]


		Return a 2D NumPy array of y-hat predictions for a given X


Predictions are made from ensemble of timeseries models such that
predicted values are generated for each date using the model from the
timeseries segment that intersects each date.






		Parameters:		
		X – Design matrix (number of observations x number
of features)


		dates – A single ordinal date or a np.ndarray
of length X.shape[0] specifying the ordinal dates for each
prediction


		series – Return prediction for subset of series
within timeseries model. If None is provided, returns
predictions from all series









		Returns:		Prediction for given X (number of series x number of
observations)






		Return type:		numpy.ndarray [http://docs.scipy.org/doc/numpy/reference/generated/numpy.ndarray.html#numpy.ndarray]

















		
preprocess(X, Y, dates, min_values=None, max_values=None, mask_band=None, mask_values=None, **kwargs)[source]


		Preprocess a unit area of data (e.g., pixel, segment, etc.)


This preprocessing step will remove all observations that either
fall outside of the minimum/maximum range of the data or are flagged
for masking in the mask_band variable in Y. If min_values
or max_values are not specified, this masking step is skipped.
Similarly, masking based on a QA/QC or cloud mask will not be performed
if mask_band or mask_values are not provided.






		Parameters:		
		X – design matrix (number of observations x number
of features)


		Y – independent variable matrix (number of series x
number of observations)


		dates – ordinal dates for each observation in X/Y


		min_values – Minimum possible range of values for each
variable in Y (optional)


		max_values – Maximum possible range of values for each
variable in Y (optional)


		mask_band – The mask band in Y (optional)


		mask_values – A list or np.ndarray of values in the
mask_band to mask (optional)









		Returns:		

tuple –
X, Y, and dates after



being preprocessed and masked













		Return type:		np.ndarray, np.ndarray, np.ndarray

















		
score(X, Y, dates)[source]


		Return timeseries model performance scores






		Parameters:		
		X – design matrix (number of observations x number
of features)


		Y – independent variable matrix (number of series x
number of observations)


		dates – ordinal dates for each observation in X/Y









		Returns:		performance summary statistics






		Return type:		namedtuple

















		
setup(df, **config)[source]


		Setup model for input dataset and (optionally) return design matrix






		Parameters:		
		df – Pandas dataframe containing dataset
attributes (e.g., dates, image ID, path/row, metadata, etc.)


		config – YATSM configuration dictionary from user, including
‘dataset’ and ‘YATSM’ sub-configurations









		Returns:		return design matrix if used by algorithm






		Return type:		numpy.ndarray or None

















		
record_template


		YATSM record template for features in X and series in Y


Record template will set px and py if defined as class
attributes. Otherwise px and py coordinates will default to 0.






		Returns:		NumPy structured array containing a template of a
YATSM record



		Return type:		numpy.ndarray [http://docs.scipy.org/doc/numpy/reference/generated/numpy.ndarray.html#numpy.ndarray]
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yatsm.regression.packaged module


Module for finding regression algorithms packaged with YATSM






		ivar packaged_regressions:


		 		regression estimators packaged within
YATSM



		vartype packaged_regressions:


		 		list








		
yatsm.regression.packaged.find_packaged_regressor(name)[source]


		Find location of a regression method packaged with YATSM


See packaged_regressions for a list of
available pre-packaged regressors






		Parameters:		name – name of packaged regression object






		Returns:		path to packaged regression method






		Return type:		str [https://docs.python.org/dev/library/stdtypes.html#str]






		Raises:		
		KeyError [https://docs.python.org/dev/library/exceptions.html#KeyError] –
raise KeyError if user specifies unknown regressor


		IOError [https://docs.python.org/dev/library/exceptions.html#IOError] –
raise IOError if the packaged regressor cannot be found
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yatsm.cli.map module


Command line interface for creating maps of YATSM algorithm output
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yatsm.cli.options module


YATSM command line interface



		
yatsm.cli.options.arg_date(var='date', metavar='<date>', date_frmt_key='date_frmt')[source]


		






		
yatsm.cli.options.arg_job_number(f)[source]


		






		
yatsm.cli.options.callback_dict(ctx, param, value)[source]


		Call back for dict style arguments (e.g., KEY=VALUE)









		
yatsm.cli.options.opt_exampleimg(f)[source]


		






		
yatsm.cli.options.opt_resultdir(f)[source]


		






		
yatsm.cli.options.valid_int_gt_zero(ctx, param, value)[source]


		Validator for integers > 0 (value >= 1)
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yatsm.regression.pickles.serialize module


Setup script to pickle various statistical estimators for distribution



		Available pickles to build:


		
		glmnet_Lasso20.pkl


		sklearn_Lasso20.pkl












		
yatsm.regression.pickles.serialize.make_pickles()[source]
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yatsm.cli.line module


Command line interface for running YATSM on image lines
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yatsm.log_yatsm module






          

      

      

    


    
        © Copyright 2014 - 2017, Chris Holden.
      Last updated on Mon Feb 27 22:25:59 2017.
      Created using Sphinx 1.3.5.
    

  

yatsm/yatsm.cli.main.html


    
      Navigation


      
        		
          index


        		
          modules |


        		YATSM 0.6.2 documentation »

 
      


    


    
      
          
            
  
yatsm.cli.main module


Loads all commands for YATSM command line interface


Modeled after very nice click interface for rasterio:
https://github.com/mapbox/rasterio/blob/master/rasterio/rio/main.py



		
yatsm.cli.main.set_np_thread_vars(n)[source]
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yatsm.cli.train module


Command line interface for training classifiers on YATSM output



		
yatsm.cli.train.algo_diagnostics(cfg, X, y, row, col, algo, n_fold, make_plots=True)[source]


		Display algorithm diagnostics for a given X and y






		Parameters:		
		cfg – YATSM configuration dictionary


		X – X feature input used in classification


		y – y labeled examples


		row – row pixel locations of y


		col – column pixel locations of y


		algo – classifier used from scikit-learn


		n_fold – number of folds for crossvalidation


		make_plots – show diagnostic plots (default: True)




















		
yatsm.cli.train.find_result_attributes(cfg)[source]


		Return result attributes relevant for training a classifier


At this time, the only relevant information is the design information,
design (OrderedDict) and design_matrix (str)






		Parameters:		cfg – YATSM configuration dictionary



		Returns:		dictionary of result attributes



		Return type:		dict [https://docs.python.org/dev/library/stdtypes.html#dict]














		
yatsm.cli.train.get_training_inputs(cfg, exit_on_missing=False)[source]


		Returns X features and y labels specified in config file






		Parameters:		
		cfg – YATSM configuration dictionary


		exit_on_missing – exit if input feature cannot be found









		Returns:		X –
matrix of feature inputs for each training data sample
y (np.ndarray): array of labeled training data samples
row (np.ndarray): row pixel locations of y
col (np.ndarray): column pixel locations of y
labels (np.ndarraY): label of y if found, else None






		Return type:		np.ndarray

















		
yatsm.cli.train.is_cache_old(cache_file, training_file)[source]


		Indicates if cache file is older than training data file






		Parameters:		
		cache_file – filename of the cache file


		training_file – filename of the training data file









		Returns:		True if the cache file is older than the training data file
and needs to be updated; False otherwise






		Return type:		bool [https://docs.python.org/dev/library/functions.html#bool]
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yatsm.classifiers.diagnostics module



		
class yatsm.classifiers.diagnostics.SpatialKFold(y, row, col, n_folds=3, shuffle=False, random_state=None)[source]


		Bases: object [https://docs.python.org/dev/library/functions.html#object]


Spatial cross validation iterator


Training data samples physically located next to test samples are likely to
be strongly related due to spatial autocorrelation. This violation of
independence will artificially inflate crossvalidated measures of
algorithm performance.


Provides training and testing indices to split data into training and
testing sets. Splits a “Region of Interest” image into k consecutive
folds. Each fold is used as a validation set once while k - 1 remaining
folds form the training set.






		Parameters:		
		y – Labeled features


		row – Row (y) pixel location for each y


		col – Column (x) pixel location for each x


		n_folds – Number of folds (default: 3)


		shuffle – Shuffle the unique training data regions before
splitting into batches (default: False)


		random_state – Pseudo-random number
generator to use for random sampling. If None, default to numpy RNG
for shuffling














		
shuffle = False


		












		
class yatsm.classifiers.diagnostics.SpatialKFold_ROI(roi, n_folds=3, mask_values=[0], shuffle=False, random_state=None)[source]


		Bases: object [https://docs.python.org/dev/library/functions.html#object]


Spatial cross validation iterator on ROI images


Training data samples physically located next to test samples are likely to
be strongly related due to spatial autocorrelation. This violation of
independence will artificially inflate crossvalidated measures of
algorithm performance.


Provides training and testing indices to split data into training and
testing sets. Splits a “Region of Interest” image into k consecutive
folds. Each fold is used as a validation set once while k - 1 remaining
folds form the training set.






		Parameters:		
		roi – “Region of interest” matrix providing training data
samples of some class


		n_folds – Number of folds (default: 3)


		mask_values – one or more
values within roi to ignore from sampling (default: [0])


		shuffle – Shuffle the unique training data regions before
splitting into batches (default: False)


		random_state – Pseudo-random number
generator to use for random sampling. If None, default to numpy RNG
for shuffling














		
shuffle = False


		












		
yatsm.classifiers.diagnostics.kfold_scores(X, y, algo, kf_generator)[source]


		Performs KFold crossvalidation and reports mean/std of scores






		Parameters:		
		X – X feature input used in classification


		y – y labeled examples


		algo – classifier used from scikit-learn


		kf_generator – generator for indices
used in crossvalidation









		Returns:		mean and standard deviation of crossvalidation scores






		Return type:		(mean, std)
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yatsm.accel module


Decorator try_jit accelerates computation via Numba, when available



		
yatsm.accel.try_jit(*args, **kwargs)[source]


		Apply numba.jit to function f if Numba is available


Accepts arguments to Numba jit function (signature, nopython, etc.).


Examples:


@try_jit
@try_jit()
@try_jit(nopython=True)
@try_jit("float32[:](float32[:], float32[:])", nopython=True)
















          

      

      

    


    
        © Copyright 2014 - 2017, Chris Holden.
      Last updated on Mon Feb 27 22:25:59 2017.
      Created using Sphinx 1.3.5.
    

  

yatsm/yatsm.io.html


    
      Navigation


      
        		
          index


        		
          modules |


        		YATSM 0.6.2 documentation »

 
      


    


    
      
          
            
  
yatsm.io package



Submodules




		yatsm.io.helpers module


		yatsm.io.readers module


		yatsm.io.stack_line_readers module










Module contents


YATSM IO module



Todo


Include result file IO abstraction (issue 69 [https://github.com/ceholden/yatsm/issues/69])




Contents:




		helpers: Collection of helper functions that ease common
filesystem operations


		readers: Collection of functions designed to ease common image
or timeseries reading tasks


		stack_line_readers: Two readers of stacked timeseries images that
trade storing file handles for reducing repeated and relatively expensive
file open calls










		
yatsm.io.find_stack_images(location, folder_pattern='L*', image_pattern='L*stack', date_index_start=9, date_index_end=16, date_format='%Y%j', ignore=['YATSM'])[source]


		Find and identify dates and filenames of Landsat image stacks






		Parameters:		
		location – Stacked image dataset location


		folder_pattern – Filename pattern for stack image
folders located within location (default: ‘L*’)


		image_pattern – Filename pattern for stacked images
located within each folder (default: ‘L*stack’)


		date_index_start – Starting index of image date string
within folder name (default: 9)


		date_index_end – Ending index of image date string
within folder name (default: 16)


		date_format – String format of date within folder names
(default: ‘%Y%j’)


		ignore – List of folder names within location to
ignore from search (default: [‘YATSM’])









		Returns:		Tuple of lists containing the dates and filenames of all stacked
images located






		Return type:		tuple [https://docs.python.org/dev/library/stdtypes.html#tuple]

















		
yatsm.io.mkdir_p(d)[source]


		Make a directory, ignoring error if it exists (i.e., mkdir -p)






		Parameters:		d – directory path to create



		Raises:		OSError [https://docs.python.org/dev/library/exceptions.html#OSError] –
Raise OSError if cannot create directory for reasons other
than it existing already (errno 13 “EEXIST”)














		
yatsm.io.get_image_attribute(image_filename)[source]


		Use GDAL to open image and return some attributes






		Parameters:		image_filename – image filename



		Returns:		nrow (int), ncol (int), nband (int), NumPy datatype (type)



		Return type:		tuple [https://docs.python.org/dev/library/stdtypes.html#tuple]














		
yatsm.io.read_image(image_filename, bands=None, dtype=None)[source]


		Return raster image bands as a sequence of NumPy arrays






		Parameters:		
		image_filename – Image filename


		bands – A sequence of bands to read from image.
If bands is None, function returns all bands in raster. Note that
bands are indexed on 1 (default: None)


		dtype – NumPy datatype to use for image bands. If dtype is
None, arrays are kept as the image datatype (default: None)









		Returns:		list of NumPy arrays for each band specified






		Return type:		list [https://docs.python.org/dev/library/stdtypes.html#list]






		Raises:		
		IOError [https://docs.python.org/dev/library/exceptions.html#IOError] –
raise IOError if bands specified are not contained within
raster


		RuntimeError [https://docs.python.org/dev/library/exceptions.html#RuntimeError] –
raised if GDAL encounters errors




















		
yatsm.io.read_pixel_timeseries(files, px, py)[source]


		Returns NumPy array containing timeseries values for one pixel






		Parameters:		
		files – List of filenames to read from


		px – Pixel X location


		py – Pixel Y location









		Returns:		Array (nband x n_images) containing all timeseries data
from one pixel






		Return type:		np.ndarray

















		
yatsm.io.read_line(line, images, image_IDs, dataset_config, ncol, nband, dtype, read_cache=False, write_cache=False, validate_cache=False)[source]


		Reads in dataset from cache or images if required






		Parameters:		
		line – line to read in from images


		images – list of image filenames to read from


		image_IDs – list image identifying strings


		dataset_config – dictionary of dataset configuration options


		ncol – number of columns


		nband – number of bands


		dtype – NumPy datatype


		read_cache – try to read from cache directory
(default: False)


		write_cache – try to to write to cache directory
(default: False)


		validate_cache – validate that cache data come from
same images specified in images (default: False)









		Returns:		3D array of image data (nband, n_image, n_cols)






		Return type:		np.ndarray






















          

      

      

    


    
        © Copyright 2014 - 2017, Chris Holden.
      Last updated on Mon Feb 27 22:25:59 2017.
      Created using Sphinx 1.3.5.
    

  

yatsm/yatsm.io.helpers.html


    
      Navigation


      
        		
          index


        		
          modules |


        		YATSM 0.6.2 documentation »

 
      


    


    
      
          
            
  
yatsm.io.helpers module


Collection of helper functions that ease common filesystem operations



		
yatsm.io.helpers.find_stack_images(location, folder_pattern='L*', image_pattern='L*stack', date_index_start=9, date_index_end=16, date_format='%Y%j', ignore=['YATSM'])[source]


		Find and identify dates and filenames of Landsat image stacks






		Parameters:		
		location – Stacked image dataset location


		folder_pattern – Filename pattern for stack image
folders located within location (default: ‘L*’)


		image_pattern – Filename pattern for stacked images
located within each folder (default: ‘L*stack’)


		date_index_start – Starting index of image date string
within folder name (default: 9)


		date_index_end – Ending index of image date string
within folder name (default: 16)


		date_format – String format of date within folder names
(default: ‘%Y%j’)


		ignore – List of folder names within location to
ignore from search (default: [‘YATSM’])









		Returns:		Tuple of lists containing the dates and filenames of all stacked
images located






		Return type:		tuple [https://docs.python.org/dev/library/stdtypes.html#tuple]

















		
yatsm.io.helpers.mkdir_p(d)[source]


		Make a directory, ignoring error if it exists (i.e., mkdir -p)






		Parameters:		d – directory path to create



		Raises:		OSError [https://docs.python.org/dev/library/exceptions.html#OSError] –
Raise OSError if cannot create directory for reasons other
than it existing already (errno 13 “EEXIST”)
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yatsm.cli.console module


Functions for interpreter access in YATSM CLI


Function open_interpreter can be called to open up a Python or IPython
interpreter with access to a variety of objects in local memory.



		TODO:


		
		Add more useful functions for exploring data












		
yatsm.cli.console.open_interpreter(model, message=None, variables=None, funcs=None)[source]


		Opens an (I)Python interpreter






		Parameters:		
		model – Pass YATSM model to work with


		message – Additional message to pass to user in banner


		variables – Variables available in (I)Python
session


		funcs – Functions available in (I)Python
session
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yatsm.mapping.changes module


Functions relevant for mapping abrupt changes



		
yatsm.mapping.changes.get_change_date(start, end, result_location, image_ds, first=False, out_format='%Y%j', magnitude=False, ndv=-9999, pattern='yatsm_r*', warn_on_empty=False)[source]


		Output raster with changemap






		Parameters:		
		start – Ordinal date for start of map records


		end – Ordinal date for end of map records


		result_location – Location of results


		image_ds – Example dataset


		first – Use first change instead of last


		out_format – Output date format


		magnitude – output magnitude of each change?


		ndv – NoDataValue


		pattern – filename pattern of saved record results


		warn_on_empty – Log warning if result contained no
result records (default: False)









		Returns:		A 2D np.ndarray array containing the changes between the
start and end date. Also includes, if specified, a 3D np.ndarray of
the magnitude of each change plus the indices of these magnitudes






		Return type:		tuple [https://docs.python.org/dev/library/stdtypes.html#tuple]

















		
yatsm.mapping.changes.get_change_num(start, end, result_location, image_ds, ndv=-9999, pattern='yatsm_r*', warn_on_empty=False)[source]


		Output raster with changemap






		Parameters:		
		start – Ordinal date for start of map records


		end – Ordinal date for end of map records


		result_location – Location of results


		image_ds – Example dataset


		ndv – NoDataValue


		pattern – filename pattern of saved record results


		warn_on_empty – Log warning if result contained no
result records (default: False)









		Returns:		2D numpy array containing the number of changes
between the start and end date; list containing band names






		Return type:		np.ndarray

















		
yatsm.mapping.changes.get_magnitude_indices(results)[source]


		Finds indices of result containing magnitude of change information






		Parameters:		results – list of result files to check within



		Returns:		indices containing magnitude change information from the
tested indices



		Return type:		np.ndarray



		Raises:		KeyError [https://docs.python.org/dev/library/exceptions.html#KeyError] –
Raise KeyError when a required result output is missing
from the saved record structure
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yatsm.regression.recresid module


Recursive residuals computation


Citations:



		Brown, RL, J Durbin, and JM Evans. 1975. Techniques for Testing the Consistency
of Regression Relationships over Time. Journal of the Royal Statistical
Society. Series B (Methodological) 37 (2): 149-192.


		Judge George G., William E. Griffiths, R. Carter Hill, Helmut Lütkepohl,
and Tsoung-Chao Lee. 1985. The theory and practice of econometrics.
New York: Wiley. ISBN: 978-0-471-89530-5






		
yatsm.regression.recresid.recresid(X, y, span=None)[source]


		Return standardized recursive residuals for y ~ X


For a matrix \(X_t\) of \(T\) total observations of \(n\)
variables, the \(t\) th recursive residual is the forecast prediction
error for \(y_t\) using a regression fit on the first \(t - 1\)
observations. Recursive residuals are scaled and standardized so they are
N(0, 1) distributed.


Using notation from Brown, Durbin, and Evans (1975) and Judge, et al
(1985):



\[w_r =
    \frac{y_r - \boldsymbol{x}_r^{\prime}\boldsymbol{b}_{r-1}}
          {\sqrt{(1 + \boldsymbol{x}_r^{\prime}
           S_{r-1}\boldsymbol{x}_r)}}
    =
    \frac
        {y_r - \boldsymbol{x}_r^{\prime}\boldsymbol{b}_r}
        {\sqrt{1 - \boldsymbol{x}_r^{\prime}S_r\boldsymbol{x}_r}}\]\[r = k + 1, \ldots, T,\]

where \(S_{r}\) is the residual sum of squares after
fitting the model on \(r\) observations.


A quick way of calculating \(\boldsymbol{b}_r\) and
\(S_r\) is using an update formula (Equations 4 and 5 in
Brown, Durbin, and Evans; Equation 5.5.14 and 5.5.15 in Judge et al):



\[\boldsymbol{b}_r
    =
    b_{r-1} +
    \frac
        {S_{r-1}\boldsymbol{x}_j
            (y_r - \boldsymbol{x}_r^{\prime}\boldsymbol{b}_{r-1})}
        {1 + \boldsymbol{x}_r^{\prime}S_{r-1}x_r}\]


\[S_r =
    S_{j-1} -
    \frac{S_{j-1}\boldsymbol{x}_r\boldsymbol{x}_r^{\prime}S_{j-1}}
          {1 + \boldsymbol{x}_r^{\prime}S_{j-1}\boldsymbol{x}_r}\]

See the recursive residuals implementation that this follows,
recursive_olsresiduals, within the statsmodels.stats.diagnostic module.






		Parameters:		
		X – 2D (n_features x n_obs) design matrix


		y – 1D independent variable


		span – minimum number of observations for initial
regression. If span is None, use the number of features in
X









		Returns:		array containing recursive residuals standardized by
prediction error variance






		Return type:		np.ndarray
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yatsm.regression.robust_fit module


Perform an iteratively re-weighted least squares ‘robust regression’. Basically
a clone of statsmodels.robust.robust_linear_model.RLM without all the lovely,
but costly, creature comforts.



		Reference:


		http://statsmodels.sourceforge.net/stable/rlm.html
http://cran.r-project.org/web/packages/robustreg/index.html
http://cran.r-project.org/doc/contrib/Fox-Companion/appendix-robust-regression.pdf





Run this file to test performance gains. Implementation is ~3x faster than
statsmodels and can reach ~4x faster if Numba is available to accelerate.



		
yatsm.regression.robust_fit.bisquare(resid, c=4.685)[source]


		Returns weighting for each residual using bisquare weight function






		Parameters:		
		resid – residuals to be weighted


		c – tuning constant for Tukey’s Biweight (default: 4.685)









		Returns:		weight –
weights for residuals






		Return type:		ndarray











		Reference:


		http://statsmodels.sourceforge.net/stable/generated/statsmodels.robust.norms.TukeyBiweight.html












		
yatsm.regression.robust_fit.mad(resid, c=0.6745)[source]


		Returns Median-Absolute-Deviation (MAD) for residuals






		Parameters:		
		resid – residuals


		c – scale factor to get to ~standard normal (default: 0.6745)
(i.e. 1 / 0.75iCDF ~= 1.4826 = 1 / 0.6745)









		Returns:		MAD ‘robust’ variance estimate






		Return type:		float [https://docs.python.org/dev/library/functions.html#float]











		Reference:


		http://en.wikipedia.org/wiki/Median_absolute_deviation
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yatsm.utils module



		
yatsm.utils.copy_dict_filter_key(d, regex)[source]


		Copy a dict recursively, but only if key doesn’t match regex pattern









		
yatsm.utils.csvfile_to_dataframe(input_file, date_format='%Y%j')[source]


		Return sorted filenames of images from input text file






		Parameters:		
		input_file – text file of dates and files


		date_format – format of dates in file









		Returns:		pd.DataFrame of dates, sensor IDs, and filenames






		Return type:		pd.DataFrame

















		
yatsm.utils.date2index(dates, d)[source]


		Returns index of sorted array dates containing the date d






		Parameters:		
		dates – array of dates (or numbers really) in sorted order


		d – number to search for









		Returns:		index of dates containing value d






		Return type:		int [https://docs.python.org/dev/library/functions.html#int]

















		
yatsm.utils.distribute_jobs(job_number, total_jobs, n, interlaced=True)[source]


		Assign job_number out of total_jobs a subset of n tasks






		Parameters:		
		job_number – 0-indexed processor to distribute jobs to


		total_jobs – total number of processors running jobs


		n – number of tasks (e.g., lines in image, regions in segment)


		interlaced – interlace job assignment (default: True)









		Returns:		np.ndarray of task IDs to be processed






		Return type:		np.ndarray






		Raises:		ValueError [https://docs.python.org/dev/library/exceptions.html#ValueError] –
raise error if job_number and total_jobs specified
result in no jobs being assinged (happens if job_number and
total_jobs are both 1)

















		
yatsm.utils.find_results(location, pattern)[source]


		Create list of result files and return sorted






		Parameters:		
		location – directory location to search


		pattern – glob style search pattern for results









		Returns:		results –
list of file paths for results found






		Return type:		list [https://docs.python.org/dev/library/stdtypes.html#list]

















		
yatsm.utils.get_image_IDs(filenames)[source]


		Returns image IDs for each filename (basename of dirname of file)






		Parameters:		filenames – filenames to return image IDs for



		Returns:		image IDs for each file in filenames



		Return type:		list [https://docs.python.org/dev/library/stdtypes.html#list]














		
yatsm.utils.get_output_name(dataset_config, line)[source]


		Returns output name for specified config and line number






		Parameters:		
		dataset_config – configuration information about the dataset


		line – line of the dataset for output









		Returns:		filename –
output filename






		Return type:		str [https://docs.python.org/dev/library/stdtypes.html#str]

















		
yatsm.utils.is_integer(s)[source]


		Returns True if s is an integer









		
yatsm.utils.iter_records(records, warn_on_empty=False, yield_filename=False)[source]


		Iterates over records, returning result NumPy array






		Parameters:		
		records – List containing filenames of results


		warn_on_empty – Log warning if result contained no
result records (default: False)


		yield_filename – Yield the filename and the record









		Yields:		np.ndarray or tuple –
Result saved in record and the filename, if desired

















		
yatsm.utils.write_output(raster, output, image_ds, gdal_frmt, ndv, band_names=None)[source]


		Write raster to output file
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yatsm.io.readers module


Helper functions for reading various types of imagery data



		
yatsm.io.readers.get_image_attribute(image_filename)[source]


		Use GDAL to open image and return some attributes






		Parameters:		image_filename – image filename



		Returns:		nrow (int), ncol (int), nband (int), NumPy datatype (type)



		Return type:		tuple [https://docs.python.org/dev/library/stdtypes.html#tuple]














		
yatsm.io.readers.read_image(image_filename, bands=None, dtype=None)[source]


		Return raster image bands as a sequence of NumPy arrays






		Parameters:		
		image_filename – Image filename


		bands – A sequence of bands to read from image.
If bands is None, function returns all bands in raster. Note that
bands are indexed on 1 (default: None)


		dtype – NumPy datatype to use for image bands. If dtype is
None, arrays are kept as the image datatype (default: None)









		Returns:		list of NumPy arrays for each band specified






		Return type:		list [https://docs.python.org/dev/library/stdtypes.html#list]






		Raises:		
		IOError [https://docs.python.org/dev/library/exceptions.html#IOError] –
raise IOError if bands specified are not contained within
raster


		RuntimeError [https://docs.python.org/dev/library/exceptions.html#RuntimeError] –
raised if GDAL encounters errors




















		
yatsm.io.readers.read_line(line, images, image_IDs, dataset_config, ncol, nband, dtype, read_cache=False, write_cache=False, validate_cache=False)[source]


		Reads in dataset from cache or images if required






		Parameters:		
		line – line to read in from images


		images – list of image filenames to read from


		image_IDs – list image identifying strings


		dataset_config – dictionary of dataset configuration options


		ncol – number of columns


		nband – number of bands


		dtype – NumPy datatype


		read_cache – try to read from cache directory
(default: False)


		write_cache – try to to write to cache directory
(default: False)


		validate_cache – validate that cache data come from
same images specified in images (default: False)









		Returns:		3D array of image data (nband, n_image, n_cols)






		Return type:		np.ndarray

















		
yatsm.io.readers.read_pixel_timeseries(files, px, py)[source]


		Returns NumPy array containing timeseries values for one pixel






		Parameters:		
		files – List of filenames to read from


		px – Pixel X location


		py – Pixel Y location









		Returns:		Array (nband x n_images) containing all timeseries data
from one pixel






		Return type:		np.ndarray
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yatsm.regression.pickles package



Submodules




		yatsm.regression.pickles.serialize module










Module contents


Setup pickles for distribution – NOT A MODULE INCLUDED IN YATSM


Note that pickles are generated at time of installation. Upgrading or altering
the libraries that the pickles are dependent upon may cause errors.
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yatsm.mapping.phenology module


Functions relevant for mapping phenology fit information



		
yatsm.mapping.phenology.get_phenology(date, result_location, image_ds, after=False, before=False, qa=False, ndv=-9999, pattern='yatsm_r*', warn_on_empty=False)[source]


		Output a raster containing phenology information


Phenology information includes spring_doy, autumn_doy, pheno_cor, peak_evi,
peak_doy, and pheno_nobs.






		Parameters:		
		date – Ordinal date for prediction image


		result_location – Location of the results


		image_ds – Example dataset


		after – If date intersects a disturbed period, use next
available time segment


		before – If date does not intersect a model, use
previous non-disturbed time segment


		qa – Add QA flag specifying segment type (intersect,
after, or before)


		ndv – NoDataValue


		pattern – filename pattern of saved record results


		warn_on_empty – Log warning if result contained no
result records (default: False)









		Returns:		A tuple (np.ndarray, list) containing the 3D np.ndarray of the
phenology metrics, and the band names for the output dataset






		Return type:		tuple [https://docs.python.org/dev/library/stdtypes.html#tuple]
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yatsm.plots module


Plots useful for YATSM



		
yatsm.plots.plot(yatsm, band, freq, ylim=None)[source]


		Plot YATSM results for a specified band
:param _sphinx_paramlinks_yatsm.plots.plot.yatsm: model
:type yatsm: yatsm.YATSM
:param _sphinx_paramlinks_yatsm.plots.plot.band: data band to plot
:type band: int
:param _sphinx_paramlinks_yatsm.plots.plot.freq: frequency of sine/cosine (for predictions)
:type freq: iterable
:param _sphinx_paramlinks_yatsm.plots.plot.ylim: tuple of floats for y-axes limits

















		
yatsm.plots.plot_crossvalidation_scores(kfold_scores, test_labels)[source]


		Plots KFold test summary statistics






		Parameters:		
		kfold_scores – n by 2 shaped array of mean and standard
deviation of KFold scores


		test_labels – n length list of KFold label names




















		
yatsm.plots.plot_feature_importance(algo, cfg)[source]


		Plots Random Forest feature importance as barplot


If YATSM configuration (cfg[‘YATSM’]) contains Patsy design information in
‘design_info’, then this plot will show more specific labels for each
feature.






		Parameters:		
		algo – Random Forest algorithm


		cfg – YATSM configuration dictionary
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yatsm.io.stack_line_readers module


Helper classes for reading individual lines from stacked timeseries images


The classes, and instances of these classes, are designed to decrease the
number of relatively expensive file open calls that are made unnecessarily
if reading from the same files over and over. When using GDAL, for example,
tests have shown that unnecessary opening and closing of images and image
bands is slower compared to keeping the file reference and opening the files
only once.






		ivar bip_reader:


		 		instance of _BIPStackReader that
reads from Band-Interleave-by-Pixel (BIP) images



		vartype bip_reader:


		 		_BIPStackReader



		ivar gdal_reader:


		 		instance of _GDALStackReader that
reads from file formats supported by GDAL



		vartype gdal_reader:


		 		_GDALStackReader
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yatsm.mapping.utils module


Utilities for turning YATSM record results into maps


Also stores definitions for model QA/QC values



		
yatsm.mapping.utils.find_indices(record, date, after=False, before=False)[source]


		Yield indices matching time segments for a given date






		Parameters:		
		record – Saved model result


		date – Ordinal date to use when finding matching segments


		after – If date intersects a disturbed period, use next
available time segment


		before – If date does not intersect a model, use
previous non-disturbed time segment









		Yields:		tuple –
(int, np.ndarray) the QA value and indices of record



containing indices matching criteria. If before or after are
specified, indices will be yielded in order of least desirability
to allow overwriting – before indices, after indices, and
intersecting indices.





















		
yatsm.mapping.utils.find_result_attributes(results, bands, coefs, prefix='')[source]


		Returns attributes about the dataset from result files






		Parameters:		
		results – Result filenames


		bands – Bands to describe for output


		coefs – Coefficients to describe for output


		prefix – Search for coef/rmse results with given prefix
(default: ‘’)









		Returns:		Tuple containing list of indices for output bands and output
coefficients, bool for outputting RMSE, list of coefficient
names, str design specification, and OrderedDict
design_info (i_bands, i_coefs, use_rmse, design, design_info)






		Return type:		tuple [https://docs.python.org/dev/library/stdtypes.html#tuple]






		Raises:		KeyError [https://docs.python.org/dev/library/exceptions.html#KeyError] –
Raise KeyError when a required result output is missing
from the saved record structure
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yatsm package



Subpackages




		yatsm.algorithms package
		Submodules
		yatsm.algorithms.ccdc module


		yatsm.algorithms.postprocess module


		yatsm.algorithms.yatsm module








		Module contents








		yatsm.classifiers package
		Submodules
		yatsm.classifiers.diagnostics module








		Module contents








		yatsm.cli package
		Submodules
		yatsm.cli.cache module


		yatsm.cli.changemap module


		yatsm.cli.classify module


		yatsm.cli.console module


		yatsm.cli.line module


		yatsm.cli.main module


		yatsm.cli.map module


		yatsm.cli.options module


		yatsm.cli.pixel module


		yatsm.cli.train module








		Module contents








		yatsm.io package
		Submodules
		yatsm.io.helpers module


		yatsm.io.readers module


		yatsm.io.stack_line_readers module








		Module contents








		yatsm.mapping package
		Submodules
		yatsm.mapping.changes module


		yatsm.mapping.classification module


		yatsm.mapping.phenology module


		yatsm.mapping.prediction module


		yatsm.mapping.utils module








		Module contents








		yatsm.phenology package
		Submodules
		yatsm.phenology.longtermmean module








		Module contents








		yatsm.regression package
		Subpackages
		yatsm.regression.pickles package
		Submodules
		yatsm.regression.pickles.serialize module








		Module contents














		Submodules
		yatsm.regression.design module


		yatsm.regression.diagnostics module


		yatsm.regression.packaged module


		yatsm.regression.recresid module


		yatsm.regression.robust_fit module


		yatsm.regression.transforms module








		Module contents
















Submodules




		yatsm.accel module


		yatsm.cache module


		yatsm.config_parser module


		yatsm.errors module


		yatsm.log_yatsm module


		yatsm.masking module


		yatsm.plots module


		yatsm.utils module


		yatsm.vegetation_indices module


		yatsm.version module










Module contents
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yatsm.phenology package



Submodules




		yatsm.phenology.longtermmean module










Module contents


Module for phenology related algorithms
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yatsm.config_parser module



		
yatsm.config_parser.convert_config(cfg)[source]


		Convert some configuration values to different values






		Parameters:		cfg – dict of sub-dicts, each sub-dict containing configuration
keys and values pertinent to a process or algorithm



		Returns:		configuration dict with some items converted to different objects



		Return type:		dict [https://docs.python.org/dev/library/stdtypes.html#dict]



		Raises:		KeyError [https://docs.python.org/dev/library/exceptions.html#KeyError] –
raise KeyError if configuration file is not specified
correctly














		
yatsm.config_parser.expand_envvars(d)[source]


		Recursively convert lookup that look like environment vars in a dict


This function things that environmental variables are values that begin
with $ and are evaluated with os.path.expandvars() [https://docs.python.org/dev/library/os.path.html#os.path.expandvars]. No exception
will be raised if an environment variable is not set.






		Parameters:		d – expand environment variables used in the values of this
dictionary



		Returns:		input dictionary with environment variables expanded



		Return type:		dict [https://docs.python.org/dev/library/stdtypes.html#dict]














		
yatsm.config_parser.parse_config_file(config_file)[source]


		Parse YAML config file






		Parameters:		config_file – path to YAML config file



		Returns:		dict of sub-dicts, each sub-dict containing configuration keys
and values pertinent to a process or algorithm. Pickled
estimators compatible with scikit-learn
(i.e., that follow sklearn.base.BaseEstimator [http://scikit-learn.org/stable/modules/generated/sklearn.base.BaseEstimator.html#sklearn.base.BaseEstimator])
models will be loaded and returned as an object within the dict



		Return type:		dict [https://docs.python.org/dev/library/stdtypes.html#dict]



		Raises:		KeyError [https://docs.python.org/dev/library/exceptions.html#KeyError] –
raise KeyError if configuration file is not specified
correctly
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  Source code for yatsm.cli.main

""" Loads all commands for YATSM command line interface

Modeled after very nice `click` interface for `rasterio`:
https://github.com/mapbox/rasterio/blob/master/rasterio/rio/main.py

"""
import logging
import os
from pkg_resources import iter_entry_points
import sys

import click
import click_plugins

logger = logging.getLogger('yatsm')
logger_algo = logging.getLogger('yatsm_algo')

# NumPy linear algebra multithreading related variables
NP_THREAD_VARS = ['OPENBLAS_NUM_THREADS', 'MKL_NUM_THREADS', 'OPM_NUM_THREADS']


[docs]def set_np_thread_vars(n):
    for envvar in NP_THREAD_VARS:
        if envvar in os.environ:
            logger.warning('Overriding %s with --num_threads=%i'
                           % (envvar, n))
        os.environ[envvar] = str(n)


# If --num_threads set, parse it before click CLI interface so envvars are
# set BEFORE numpy is imported
if '--num_threads' in sys.argv:
    n_threads = sys.argv[sys.argv.index('--num_threads') + 1]
    try:
        n_threads = int(n_threads)
    except ValueError as e:
        raise click.BadParameter('Cannot parse <threads> to an integer '
                                 '(--num_threads=%s): %s' %
                                 (n_threads, e.message))
    else:
        set_np_thread_vars(n_threads)
else:
    # Default to 1
    set_np_thread_vars(1)

# Resume YATSM imports after NumPy has been configured
import yatsm  # flake8: noqa
from . import options  # flake8: noqa

# YATSM CLI group
_context = dict(
    token_normalize_func=lambda x: x.lower(),
    help_option_names=['--help', '-h']
)


@click_plugins.with_plugins(ep for ep in
                            iter_entry_points('yatsm.cli'))
@click.group(help='YATSM command line interface', context_settings=_context)
@click.version_option(yatsm.__version__)
@click.option('--num_threads', metavar='<threads>', default=1, type=int,
              show_default=True, callback=options.valid_int_gt_zero,
              help='Number of threads for OPENBLAS/MKL/OMP used in NumPy')
@click.option('--verbose', '-v', is_flag=True, help='Be verbose')
@click.option('--verbose-yatsm', is_flag=True,
              help='Show verbose debugging messages in YATSM algorithm')
@click.option('--quiet', '-q', is_flag=True, help='Be quiet')
@click.pass_context
def cli(ctx, num_threads, verbose, verbose_yatsm, quiet):
    # Logging config
    if verbose:
        logger.setLevel(logging.DEBUG)
    if verbose_yatsm:
        logger_algo.setLevel(logging.DEBUG)
    if quiet:
        logger.setLevel(logging.WARNING)
        logger_algo.setLevel(logging.WARNING)
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  Source code for yatsm.cli.options

""" YATSM command line interface """
from datetime import datetime as dt
import os

import click


# CLI VALIDATORS
[docs]def valid_int_gt_zero(ctx, param, value):
    """ Validator for integers > 0 (value >= 1)"""
    def _validator(param, value):
        try:
            value = int(value)
        except Exception as e:
            raise click.BadParameter('%s must be integer above zero: %s'
                                     % (param.metavar, e.message))
        if value <= 0:
            raise click.BadParameter('%s must be an integer above zero'
                                     % param.metavar)
        return value

    if param.multiple:
        return [_validator(param, v) for v in value]
    else:
        return _validator(param, value)



# CLI ARGUMENTS
arg_config_file = click.argument(
    'config',
    nargs=1,
    type=click.Path(exists=True, readable=True,
                    dir_okay=False, resolve_path=True),
    metavar='<config>')


arg_output = click.argument(
    'output',
    metavar='<output>',
    type=click.Path(writable=True, dir_okay=False,
                    resolve_path=True))


arg_total_jobs = click.argument(
    'total_jobs',
    nargs=1,
    type=click.INT,
    metavar='<total_jobs>')


[docs]def arg_date(var='date', metavar='<date>', date_frmt_key='date_frmt'):
    def _arg_date(f):
        def callback(ctx, param, value):
            try:
                value = dt.strptime(value, ctx.params[date_frmt_key])
            except KeyError:
                raise click.ClickException(
                    'Need to use `date_format_opt` when using `date_arg`')
            except ValueError:
                raise click.BadParameter(
                    'Cannot parse {v} to date with format {f}'.format(
                        v=value, f=ctx.params['date_frmt']))
            else:
                return value
        return click.argument(var, metavar=metavar, callback=callback)(f)
    return _arg_date



[docs]def arg_job_number(f):
    def callback(ctx, param, value):
        try:
            value = int(value)
        except:
            raise click.BadParameter('Must specify an integer >= 0')

        if value < 0:
            raise click.BadParameter('Must specify an integer >= 0')
        elif value == 0:
            return value
        else:
            return value - 1

    return click.argument('job_number', nargs=1, callback=callback,
                          metavar='<job_number>')(f)



# CLI OPTIONS
opt_date_format = click.option(
    '--date', 'date_frmt',
    default='%Y-%m-%d',
    metavar='<format>',
    show_default=True,
    is_eager=True,
    help='Input date format')


opt_format = click.option(
    '-f', '--format', 'gdal_frmt',
    default='GTiff',
    metavar='<driver>',
    show_default=True,
    help='Output format driver')


opt_nodata = click.option(
    '--ndv', metavar='<NoDataValue>', type=float, default=-9999,
    show_default=True, help='Output NoDataValue')


opt_rootdir = click.option(
    '--root',
    default='./',
    metavar='<directory>',
    help='Root timeseries directory',
    show_default=True,
    type=click.Path(exists=True, file_okay=False,
                    readable=True, resolve_path=True))


[docs]def opt_exampleimg(f):
    def callback(ctx, param, value):
        # Check if file qualifies alone
        if os.path.isfile(value):
            _value = value
        else:
            # Check if path relative to root qualifies
            _value = os.path.join(ctx.params['root'], value)
            if not os.path.isfile(_value):
                raise click.BadParameter('Cannot find example image '
                                         '"{f}"'.format(f=value))
            if not os.access(_value, os.R_OK):
                raise click.BadParameter('Found example image but cannot '
                                         'read from "{f}"'.format(f=_value))
        return os.path.abspath(_value)
    return click.option('--image', '-i',
                        default='example_img',
                        metavar='<image>',
                        show_default=True,
                        help='Example timeseries image',
                        callback=callback)(f)



[docs]def opt_resultdir(f):
    def callback(ctx, param, value):
        # Check if path qualifies alone
        if os.path.isdir(value):
            _value = value
        else:
            # Check if path relative to root qualifies
            _value = os.path.join(ctx.params['root'], value)
            if not os.path.isdir(_value):
                raise click.BadParameter('Cannot find result directory '
                                         '"{d}"'.format(d=value))
        if not os.access(_value, os.R_OK):
            raise click.BadParameter('Found result directory but cannot '
                                     'read from "{d}"'.format(d=_value))
        return os.path.abspath(_value)
    return click.option('--result', '-r',
                        default='YATSM',
                        metavar='<directory>',
                        show_default=True,
                        help='Directory of results',
                        callback=callback)(f)



# CALLBACKS
[docs]def callback_dict(ctx, param, value):
    """ Call back for dict style arguments (e.g., KEY=VALUE)
    """
    if not value:
        return {}
    else:
        d = {}
        for val in value:
            if '=' not in val:
                raise click.BadParameter(
                    'Must specify {p} as KEY=VALUE ({v} given)'.format(
                        p=param, v=value))
            else:
                k, v = val.split('=', 1)
                d[k] = v
        return d
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  Source code for yatsm.cli.console

""" Functions for interpreter access in YATSM CLI

Function ``open_interpreter`` can be called to open up a Python or IPython
interpreter with access to a variety of objects in local memory.

TODO:
    * Add more useful functions for exploring data
"""
import code
import sys
import textwrap

import matplotlib.pyplot as plt
import numpy as np

from ..version import __version__

_funcs = locals()


[docs]def open_interpreter(model, message=None, variables=None, funcs=None):
    """ Opens an (I)Python interpreter

    Args:
        model (YATSM model): Pass YATSM model to work with
        message (str, optional): Additional message to pass to user in banner
        variables (dict of objects, optional): Variables available in (I)Python
            session
        funcs (dict of callable, optional): Functions available in (I)Python
            session

    """
    local = dict(_funcs, model=model, np=np, plt=plt)
    if variables:
        local.update(variables)
    if funcs:
        local.update(funcs)

    banner = """\
        YATSM {yver} Interactive Interpreter (Python {pver})
        Type "help(model)" for info on YATSM model methods.
        NumPy and matplotlib.pyplot are already imported as "np" and "plt".
    """.format(
        yver=__version__,
        pver='.'.join(map(str, sys.version_info[:3])),
        funcs='\n\t'.join([k for k in local])
    )
    banner = textwrap.dedent(banner)
    if isinstance(message, str):
        banner += '\n' + message

    try:
        import IPython
        IPython.InteractiveShell.banner1 = banner
        IPython.start_ipython(argv=[], user_ns=local)
    except:
        code.interact(banner, local=local)
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  Source code for yatsm.cli.train

""" Command line interface for training classifiers on YATSM output """
from datetime import datetime as dt
from itertools import izip
import logging
import os

import click
import matplotlib.pyplot as plt
import numpy as np
from osgeo import gdal

from sklearn.cross_validation import KFold, StratifiedKFold
from sklearn.externals import joblib

from . import options
from ..config_parser import parse_config_file
from ..classifiers import cfg_to_algorithm, diagnostics
from ..errors import TrainingDataException
from .. import io, plots, utils

logger = logging.getLogger('yatsm')

gdal.AllRegister()
gdal.UseExceptions()

if hasattr(plt, 'style') and 'ggplot' in plt.style.available:
    plt.style.use('ggplot')


@click.command(short_help='Train classifier on YATSM output')
@options.arg_config_file
@click.argument('classifier_config', metavar='<classifier_config>', nargs=1,
                type=click.Path(exists=True, readable=True,
                                dir_okay=False, resolve_path=True))
@click.argument('model', metavar='<model>', nargs=1,
                type=click.Path(writable=True, dir_okay=False,
                                resolve_path=True))
@click.option('--kfold', 'n_fold', nargs=1, type=click.INT, default=3,
              help='Number of folds in cross validation (default: 3)')
@click.option('--seed', nargs=1, type=click.INT,
              help='Random number generator seed')
@click.option('--plot', is_flag=True, help='Show diagnostic plots')
@click.option('--diagnostics', is_flag=True, help='Run K-Fold diagnostics')
@click.option('--overwrite', is_flag=True, help='Overwrite output model file')
@click.pass_context
def train(ctx, config, classifier_config, model, n_fold, seed,
          plot, diagnostics, overwrite):
    """
    Train a classifier from ``scikit-learn`` on YATSM output and save result to
    file <model>. Dataset configuration is specified by <yatsm_config> and
    classifier and classifier parameters are specified by <classifier_config>.
    """
    # Setup
    if not model.endswith('.pkl'):
        model += '.pkl'
    if os.path.isfile(model) and not overwrite:
        raise click.ClickException('<model> exists and --overwrite was not '
                                   'specified')

    if seed:
        np.random.seed(seed)

    # Parse config & algorithm config
    cfg = parse_config_file(config)
    algo, algo_cfg = cfg_to_algorithm(classifier_config)

    training_image = cfg['classification']['training_image']
    if not training_image or not os.path.isfile(training_image):
        raise click.ClickException('Training data image {} does not exist'
                                   .format(training_image))

    # Find information from results -- e.g., design info
    attrs = find_result_attributes(cfg)
    cfg['YATSM'].update(attrs)

    # Cache file for training data
    has_cache = False
    training_cache = cfg['classification']['cache_training']
    if training_cache:
        # If doesn't exist, retrieve it
        if not os.path.isfile(training_cache):
            logger.info('Could not retrieve cache file for Xy')
            logger.info('    file: %s' % training_cache)
        else:
            logger.info('Restoring X/y from cache file')
            has_cache = True

    training_image = cfg['classification']['training_image']
    # Check if we need to regenerate the cache file because training data is
    #   newer than the cache
    regenerate_cache = is_cache_old(training_cache, training_image)
    if regenerate_cache:
        logger.warning('Existing cache file older than training data ROI')
        logger.warning('Regenerating cache file')

    if not has_cache or regenerate_cache:
        logger.debug('Reading in X/y')
        X, y, row, col, labels = get_training_inputs(cfg)
        logger.debug('Done reading in X/y')
    else:
        logger.debug('Reading in X/y from cache file %s' % training_cache)
        with np.load(training_cache) as f:
            X = f['X']
            y = f['y']
            row = f['row']
            col = f['col']
            labels = f['labels']
        logger.debug('Read in X/y from cache file %s' % training_cache)

    # If cache didn't exist but is specified, create it for first time
    if not has_cache and training_cache:
        logger.info('Saving X/y to cache file %s' % training_cache)
        try:
            np.savez(training_cache,
                     X=X, y=y, row=row, col=col, labels=labels)
        except Exception as e:
            raise click.ClickException('Could not save X/y to cache file ({})'
                                       .format(e))

    # Do modeling
    logger.info('Training classifier')
    algo.fit(X, y, **algo_cfg.get('fit', {}))

    # Serialize algorithm to file
    logger.info('Pickling classifier with sklearn.externals.joblib')
    joblib.dump(algo, model, compress=3)

    # Diagnostics
    if diagnostics:
        algo_diagnostics(cfg, X, y, row, col, algo, n_fold, plot)


[docs]def is_cache_old(cache_file, training_file):
    """ Indicates if cache file is older than training data file

    Args:
        cache_file (str): filename of the cache file
        training_file (str): filename of the training data file

    Returns:
        bool: True if the cache file is older than the training data file
            and needs to be updated; False otherwise

    """
    if cache_file and os.path.isfile(cache_file):
        return os.stat(cache_file).st_mtime < os.stat(training_file).st_mtime
    else:
        return False



[docs]def find_result_attributes(cfg):
    """ Return result attributes relevant for training a classifier

    At this time, the only relevant information is the design information,
    ``design (OrderedDict)`` and ``design_matrix (str)``

    Args:
        cfg (dict): YATSM configuration dictionary

    Returns:
        dict: dictionary of result attributes

    """
    attrs = {
        'design': None,
        'design_matrix': None
    }

    for result in utils.find_results(cfg['dataset']['output'],
                                     cfg['dataset']['output_prefix'] + '*'):
        try:
            md = np.load(result)['metadata'].item()
            attrs['design'] = md['YATSM']['design']
            attrs['design_matrix'] = md['YATSM']['design_matrix']
        except:
            pass
        else:
            return attrs
    raise AttributeError('Could not find following attributes in results: {}'
                         .format(attrs.keys()))



[docs]def get_training_inputs(cfg, exit_on_missing=False):
    """ Returns X features and y labels specified in config file

    Args:
        cfg (dict): YATSM configuration dictionary
        exit_on_missing (bool, optional): exit if input feature cannot be found

    Returns:
        X (np.ndarray): matrix of feature inputs for each training data sample
        y (np.ndarray): array of labeled training data samples
        row (np.ndarray): row pixel locations of `y`
        col (np.ndarray): column pixel locations of `y`
        labels (np.ndarraY): label of `y` if found, else None

    """
    # Find and parse training data
    roi = io.read_image(cfg['classification']['training_image'])
    logger.debug('Read in training data')
    if len(roi) == 2:
        logger.info('Found labels for ROIs -- including in output')
        labels = roi[1]
    else:
        roi = roi[0]
        labels = None

    # Determine start and end dates of training sample relevance
    try:
        training_start = dt.strptime(
            cfg['classification']['training_start'],
            cfg['classification']['training_date_format']).toordinal()
        training_end = dt.strptime(
            cfg['classification']['training_end'],
            cfg['classification']['training_date_format']).toordinal()
    except:
        logger.error('Failed to parse training data start or end dates')
        raise

    # Loop through samples in ROI extracting features
    mask_values = cfg['classification']['roi_mask_values']
    mask = ~np.in1d(roi, mask_values).reshape(roi.shape)
    row, col = np.where(mask)
    y = roi[row, col]

    X = []
    out_y = []
    out_row = []
    out_col = []

    _row_previous = None
    for _row, _col, _y in izip(row, col, y):
        # Load result
        if _row != _row_previous:
            output_name = utils.get_output_name(cfg['dataset'], _row)
            try:
                rec = np.load(output_name)['record']
                _row_previous = _row
            except:
                logger.error('Could not open saved result file %s' %
                             output_name)
                if exit_on_missing:
                    raise
                else:
                    continue

        # Find intersecting time segment
        i = np.where((rec['start'] < training_start) &
                     (rec['end'] > training_end) &
                     (rec['px'] == _col))[0]

        if i.size == 0:
            logger.debug('Could not find model for label %i at x/y %i/%i' %
                         (_y, _col, _row))
            continue
        elif i.size > 1:
            raise TrainingDataException(
                'Found more than one valid model for label %i at x/y %i/%i' %
                (_y, _col, _row))

        # Extract coefficients with intercept term rescaled
        coef = rec[i]['coef'][0, :]
        coef[0, :] = (coef[0, :] +
                      coef[1, :] * (rec[i]['start'] + rec[i]['end']) / 2.0)

        X.append(np.concatenate((coef.reshape(coef.size), rec[i]['rmse'][0])))
        out_y.append(_y)
        out_row.append(_row)
        out_col.append(_col)

    out_row = np.array(out_row)
    out_col = np.array(out_col)

    if labels is not None:
        labels = labels[out_row, out_col]

    return np.array(X), np.array(out_y), out_row, out_col, labels



[docs]def algo_diagnostics(cfg, X, y,
                     row, col, algo, n_fold, make_plots=True):
    """ Display algorithm diagnostics for a given X and y

    Args:
        cfg (dict): YATSM configuration dictionary
        X (np.ndarray): X feature input used in classification
        y (np.ndarray): y labeled examples
        row (np.ndarray): row pixel locations of `y`
        col (np.ndarray): column pixel locations of `y`
        algo (sklearn classifier): classifier used from scikit-learn
        n_fold (int): number of folds for crossvalidation
        make_plots (bool, optional): show diagnostic plots (default: True)

    """
    # Print algorithm diagnostics without crossvalidation
    logger.info('<----- DIAGNOSTICS ----->')
    if hasattr(algo, 'oob_score_'):
        logger.info('Out of Bag score: %f' % algo.oob_score_)

    kfold_summary = np.zeros((0, 2))
    test_names = ['KFold', 'Stratified KFold', 'Spatial KFold (shuffle)']

    def report(kf):
        logger.info('<----------------------->')
        logger.info('%s crossvalidation scores:' % kf.__class__.__name__)
        try:
            scores = diagnostics.kfold_scores(X, y, algo, kf)
        except Exception as e:
            logger.warning('Could not perform %s cross-validation: %s' %
                           (kf.__class__.__name__, e))
            return (np.nan, np.nan)
        else:
            return scores

    kf = KFold(y.size, n_folds=n_fold)
    kfold_summary = np.vstack((kfold_summary, report(kf)))

    kf = StratifiedKFold(y, n_folds=n_fold)
    kfold_summary = np.vstack((kfold_summary, report(kf)))

    kf = diagnostics.SpatialKFold(y, row, col, n_folds=n_fold, shuffle=True)
    kfold_summary = np.vstack((kfold_summary, report(kf)))

    if make_plots:
        plots.plot_crossvalidation_scores(kfold_summary, test_names)

    logger.info('<----------------------->')
    if hasattr(algo, 'feature_importances_'):
        logger.info('Feature importance:')
        logger.info(algo.feature_importances_)
        if make_plots:
            plots.plot_feature_importance(algo, cfg)
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  Source code for yatsm.cli.classify

""" Command line interface for classifying YATSM algorithm output
"""
from __future__ import division, print_function

import logging
import os
import time

import click
import numpy as np
import numpy.lib.recfunctions as nprfn
import six
from sklearn.externals import joblib

from . import options
from ..config_parser import parse_config_file
from ..utils import distribute_jobs, get_output_name, csvfile_to_dataframe
from ..io import get_image_attribute

logger = logging.getLogger('yatsm')


@click.command(short_help='Classify entire images using trained algorithm')
@options.arg_config_file
@click.argument('algo', metavar='<trained algorithm>',
                type=click.Path(readable=True, resolve_path=True))
@options.arg_job_number
@options.arg_total_jobs
@click.option('--resume', is_flag=True,
              help="Resume classification (don't overwrite)")
@click.pass_context
def classify(ctx, config, algo, job_number, total_jobs, resume):
    cfg = parse_config_file(config)

    df = csvfile_to_dataframe(cfg['dataset']['input_file'],
                              cfg['dataset']['date_format'])
    nrow = get_image_attribute(df['filename'][0])[0]

    classifier = joblib.load(algo)

    # Split into lines and classify
    job_lines = distribute_jobs(job_number, total_jobs, nrow)
    logger.debug('Responsible for lines: {l}'.format(l=job_lines))

    start_time = time.time()
    logger.info('Starting to run lines')
    for job_line in job_lines:
        filename = get_output_name(cfg['dataset'], job_line)
        if not os.path.exists(filename):
            logger.warning('No model result found for line {l} '
                           '(file {f})'.format(l=job_line, f=filename))
            pass

        if resume and try_resume(filename):
            logger.debug('Already processed line {l}'.format(l=job_line))
            continue

        logger.debug('Classifying line {l}'.format(l=job_line))
        classify_line(filename, classifier)

    logger.debug('Completed {n} lines in {m} minutes'.format(
        n=len(job_lines),
        m=round((time.time() - start_time) / 60.0, 2))
    )


[docs]def try_resume(filename):
    """ Return True/False if dataset has already been classified

    Args:
        filename (str): filename of the result to be checked

    Returns:
        bool: If the `npz` file exists and contains a file 'class', this test
            will return True, else False.

    """
    try:
        z = np.load(filename)
    except:
        return False

    if not z['record'].dtype or 'class' not in z['record'].dtype.names:
        return False

    return True



[docs]def classify_line(filename, classifier):
    """ Use `classifier` to classify data stored in `filename`

    Args:
        filename (str): filename of stored results
        classifier (sklearn classifier): pre-trained classifier

    """
    z = np.load(filename)
    rec = z['record']

    if rec.shape[0] == 0:
        logger.debug('No records in {f}. Continuing'.format(f=filename))
        return

    # Rescale intercept term
    coef = rec['coef'].copy()  # copy so we don't transform npz coef
    coef[:, 0, :] = (coef[:, 0, :] + coef[:, 1, :] *
                     ((rec['start'] + rec['end']) / 2.0)[:, np.newaxis])

    # Include RMSE for full X matrix
    newdim = (coef.shape[0], coef.shape[1] * coef.shape[2])
    X = np.hstack((coef.reshape(newdim), rec['rmse']))

    # Create output and classify
    classes = classifier.classes_
    classified = np.zeros(rec.shape[0], dtype=[
        ('class', 'u2'),
        ('class_proba', 'float32', classes.size)
    ])
    classified['class'] = classifier.predict(X)
    classified['class_proba'] = classifier.predict_proba(X)

    # Replace with new classification if exists, or add by merging
    if ('class' in rec.dtype.names and 'class_proba' in rec.dtype.names and
            rec['class_proba'].shape[1] == classes.size):
        rec['class'] = classified['class']
        rec['class_proba'] = classified['class_proba']
    else:
        # Drop incompatible classified results if needed
        # e.g., if the number of classes changed
        if 'class' in rec.dtype.names and 'class_proba' in rec.dtype.names:
            rec = nprfn.drop_fields(rec, ['class', 'class_proba'])
        rec = nprfn.merge_arrays((rec, classified), flatten=True)

    # Create dict for re-saving `npz` file (only way to append)
    out = {}
    for k, v in six.iteritems(z):
        out[k] = v
    out['classes'] = classes
    out['record'] = rec

    np.savez(filename, **out)
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  Source code for yatsm.regression.robust_fit

"""
Perform an iteratively re-weighted least squares 'robust regression'. Basically
a clone of `statsmodels.robust.robust_linear_model.RLM` without all the lovely,
but costly, creature comforts.

Reference:
    http://statsmodels.sourceforge.net/stable/rlm.html
    http://cran.r-project.org/web/packages/robustreg/index.html
    http://cran.r-project.org/doc/contrib/Fox-Companion/appendix-robust-regression.pdf

Run this file to test performance gains. Implementation is ~3x faster than
statsmodels and can reach ~4x faster if Numba is available to accelerate.

"""
# Don't alias to ``np`` until fix is implemented
# https://github.com/numba/numba/issues/1559
import numpy
import sklearn

from yatsm.accel import try_jit

EPS = numpy.finfo('float').eps


# Weight scaling methods
@try_jit(nopython=True)
[docs]def bisquare(resid, c=4.685):
    """
    Returns weighting for each residual using bisquare weight function

    Args:
        resid (np.ndarray): residuals to be weighted
        c (float): tuning constant for Tukey's Biweight (default: 4.685)

    Returns:
        weight (ndarray): weights for residuals

    Reference:
        http://statsmodels.sourceforge.net/stable/generated/statsmodels.robust.norms.TukeyBiweight.html
    """
    # Weight where abs(resid) < c; otherwise 0
    return (numpy.abs(resid) < c) * (1 - (resid / c) ** 2) ** 2



@try_jit(nopython=True)
[docs]def mad(resid, c=0.6745):
    """
    Returns Median-Absolute-Deviation (MAD) for residuals

    Args:
        resid (np.ndarray): residuals
        c (float): scale factor to get to ~standard normal (default: 0.6745)
                 (i.e. 1 / 0.75iCDF ~= 1.4826 = 1 / 0.6745)

    Returns:
        float: MAD 'robust' variance estimate

    Reference:
        http://en.wikipedia.org/wiki/Median_absolute_deviation
    """
    # Return median absolute deviation adjusted sigma
    return numpy.median(numpy.fabs(resid)) / c



# UTILITY FUNCTIONS
# np.any prevents nopython
@try_jit()
def _check_converge(x0, x, tol=1e-8):
    return not numpy.any(numpy.fabs(x0 - x > tol))


# Broadcast on sw prevents nopython
# TODO: check implementation https://github.com/numba/numba/pull/1542
@try_jit()
def _weight_fit(X, y, w):
    """
    Apply a weighted OLS fit to data

    Args:
        X (ndarray): independent variables
        y (ndarray): dependent variable
        w (ndarray): observation weights

    Returns:
        tuple: coefficients and residual vector

    """
    sw = numpy.sqrt(w)

    Xw = X * sw[:, None]
    yw = y * sw

    beta, _, _, _ = numpy.linalg.lstsq(Xw, yw)

    resid = y - numpy.dot(X, beta)

    return beta, resid


# Robust regression
class RLM(sklearn.base.BaseEstimator):
    """ Robust Linear Model using Iterative Reweighted Least Squares (RIRLS)

    Perform robust fitting regression via iteratively reweighted least squares
    according to weight function and tuning parameter.

    Basically a clone from `statsmodels` that should be much faster and follows
    the scikit-learn __init__/fit/predict paradigm.

    Args:
        scale_est (callable): function for scaling residuals
        tune (float): tuning constant for scale estimate
        maxiter (int, optional): maximum number of iterations (default: 50)
        tol (float, optional): convergence tolerance of estimate
            (default: 1e-8)
        scale_est (callable): estimate used to scale the weights
            (default: `mad` for median absolute deviation)
        scale_constant (float): normalization constant (default: 0.6745)
        update_scale (bool, optional): update scale estimate for weights
            across iterations (default: True)
        M (callable): function for scaling residuals
        tune (float): tuning constant for scale estimate

    Attributes:
        coef_ (np.ndarray): 1D array of model coefficients
        intercept_ (float): intercept
        weights (np.ndarray): 1D array of weights for each observation from a
            robust iteratively reweighted least squares

    """

    def __init__(self, M=bisquare, tune=4.685,
                 scale_est=mad, scale_constant=0.6745,
                 update_scale=True, maxiter=50, tol=1e-8):
        self.M = M
        self.tune = tune
        self.scale_est = scale_est
        self.scale_constant = scale_constant
        self.update_scale = update_scale
        self.maxiter = maxiter
        self.tol = tol

        self.coef_ = None
        self.intercept_ = 0.0

    def fit(self, X, y):
        """ Fit a model predicting y from X design matrix

        Args:
            X (np.ndarray): 2D (n_obs x n_features) design matrix
            y (np.ndarray): 1D independent variable

        Returns:
            object: return `self` with model results stored for method
                chaining

        """
        self.coef_, resid = _weight_fit(X, y, numpy.ones_like(y))
        self.scale = self.scale_est(resid, c=self.scale_constant)

        if self.scale < EPS:
            return self

        iteration = 1
        converged = 0
        while not converged and iteration < self.maxiter:
            _coef = self.coef_.copy()
            self.weights = self.M(resid / self.scale, c=self.tune)
            self.coef_, resid = _weight_fit(X, y, self.weights)
            if self.update_scale:
                self.scale = max(EPS,
                                 self.scale_est(resid, c=self.scale_constant))
            iteration += 1
            converged = _check_converge(self.coef_, _coef, tol=self.tol)

        return self

    def predict(self, X):
        """ Predict yhat using model

        Args:
            X (np.ndarray): 2D (n_obs x n_features) design matrix

        Returns:
            np.ndarray: 1D yhat prediction

        """
        return numpy.dot(X, self.coef_) + self.intercept_

    def __str__(self):
        return (("%s:\n"
                 " * Coefficients: %s\n"
                 " * Intercept = %.5f\n") %
                (self.__class__.__name__,
                 numpy.array_str(self.coef_, precision=4),
                 self.intercept_))
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  Source code for yatsm.regression.packaged

""" Module for finding regression algorithms packaged with YATSM

Attributes:
    packaged_regressions (list): regression estimators packaged within
        ``YATSM``

"""
import json
import logging
import os
import pkg_resources

logger = logging.getLogger('yatsm')


packaged_regressions = []

_packaged = pkg_resources.resource_filename(
    __package__, os.path.join('pickles', 'pickles.json'))
if pkg_resources.resource_exists(__package__,
                                 os.path.join('pickles', 'pickles.json')):
    with open(_packaged, 'r') as f:
        packaged_regressions = json.load(f).keys()


[docs]def find_packaged_regressor(name):
    """ Find location of a regression method packaged with YATSM

    See :data:`packaged_regressions` for a list of
    available pre-packaged regressors

    Args:
        name (str): name of packaged regression object

    Returns:
        str: path to packaged regression method

    Raises:
        KeyError: raise KeyError if user specifies unknown regressor
        IOError: raise IOError if the packaged regressor cannot be found

    """
    if name not in packaged_regressions:
        raise KeyError('Cannot load unknown packaged regressor %s' % name)

    path = pkg_resources.resource_filename(__name__, 'pickles')
    logger.debug('Checking data files in %s for packaged regressors' % path)
    if not pkg_resources.resource_exists(__name__, 'pickles'):
        raise IOError('Cannot find packaged regressors in %s. Did you install '
                      'YATSM via setuptools?' % path)

    resource = os.path.join('pickles', name + '.pkl')
    if not pkg_resources.resource_exists(__name__, resource):
        raise IOError('Cannot find packaged regression method %s, but package '
                      'directory exists. Check the contents of %s if possible'
                      % (resource, path))

    return pkg_resources.resource_filename(__name__, resource)
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  Source code for yatsm.regression.pickles.serialize

""" Setup script to pickle various statistical estimators for distribution

Available pickles to build:
    * glmnet_Lasso20.pkl
    * sklearn_Lasso20.pkl

"""
from __future__ import print_function

import json
import logging
import os
import traceback

# Don't alias to ``np``: https://github.com/numba/numba/issues/1559
import numpy
import sklearn.linear_model
from sklearn.externals import joblib as jl
import six

logger = logging.getLogger()


# GLMNET pickles
try:
    import glmnet
    _glmnet_pickles = {
        'glmnet_Lasso20.pkl': glmnet.Lasso(lambdas=20),
        'glmnet_LassoCV_n50.pkl': glmnet.LassoCV(
            lambdas=numpy.logspace(1e-4, 35, 50)),
    }
except:
    logger.error('Could not produce pickles from package "glmnet". '
                 'Check if it is installed')
    print(traceback.format_exc())
    _glmnet_pickles = {}

# scikit-learn pickles
_sklearn_pickles = {
    'OLS.pkl': sklearn.linear_model.LinearRegression(),
    'sklearn_Lasso20.pkl': sklearn.linear_model.Lasso(alpha=20.0),
    'sklearn_LassoCV_n50.pkl': sklearn.linear_model.LassoCV(
        alphas=numpy.logspace(1e-4, 35, 50)),
}

# YATSM pickles
from ..robust_fit import RLM  # flake8: noqa
_yatsm_pickles = {
    'rlm_maxiter10.pkl': RLM(maxiter=10)
}

pickles = [_glmnet_pickles, _sklearn_pickles, _yatsm_pickles]
here = os.path.dirname(__file__)
pickles_json = os.path.join(here, 'pickles.json')


[docs]def make_pickles():
    logger.info('Serializing estimators to pickles...')
    packaged = {}

    for pickle in pickles:
        for fname, obj in six.iteritems(pickle):
            jl.dump(obj, os.path.join(here, fname), compress=5)
            packaged[os.path.splitext(fname)[0]] = obj.__class__.__name__

    with open(pickles_json, 'w') as f:
        json.dump(packaged, f, indent=4)
        logger.info('Wrote pickles.json to %s' % pickles_json)
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  Source code for yatsm.regression.diagnostics

""" Regression diagnostics calculations

Includes:
    - rmse: calculate root mean squared error
"""
import numpy as np

from ..accel import try_jit


@try_jit(nopython=True)
[docs]def rmse(y, yhat):
    """ Calculate and return Root Mean Squared Error (RMSE)

    Args:
        y (np.ndarray): known values
        yhat (np.ndarray): predicted values

    Returns:
        float: Root Mean Squared Error
    """
    return ((y - yhat) ** 2).mean() ** 0.5
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  Source code for yatsm.io.readers

""" Helper functions for reading various types of imagery data
"""
import logging
import time

import numpy as np
from osgeo import gdal, gdal_array

from .stack_line_readers import bip_reader, gdal_reader
from .. import cache

logger = logging.getLogger('yatsm')


[docs]def get_image_attribute(image_filename):
    """ Use GDAL to open image and return some attributes

    Args:
        image_filename (str): image filename

    Returns:
        tuple: nrow (int), ncol (int), nband (int), NumPy datatype (type)
    """
    try:
        image_ds = gdal.Open(image_filename, gdal.GA_ReadOnly)
    except Exception as e:
        logger.error('Could not open example image dataset ({f}): {e}'
                     .format(f=image_filename, e=str(e)))
        raise

    nrow = image_ds.RasterYSize
    ncol = image_ds.RasterXSize
    nband = image_ds.RasterCount
    dtype = gdal_array.GDALTypeCodeToNumericTypeCode(
        image_ds.GetRasterBand(1).DataType)

    return (nrow, ncol, nband, dtype)



[docs]def read_image(image_filename, bands=None, dtype=None):
    """ Return raster image bands as a sequence of NumPy arrays

    Args:
        image_filename (str): Image filename
        bands (iterable, optional): A sequence of bands to read from image.
            If `bands` is None, function returns all bands in raster. Note that
            bands are indexed on 1 (default: None)
        dtype (np.dtype): NumPy datatype to use for image bands. If `dtype` is
            None, arrays are kept as the image datatype (default: None)

    Returns:
        list: list of NumPy arrays for each band specified

    Raises:
        IOError: raise IOError if bands specified are not contained within
            raster
        RuntimeError: raised if GDAL encounters errors
    """
    try:
        ds = gdal.Open(image_filename, gdal.GA_ReadOnly)
    except:
        logger.error('Could not read image {i}'.format(i=image_filename))
        raise

    if bands:
        if not all([b in range(1, ds.RasterCount + 1) for b in bands]):
            raise IOError('Image {i} ({n} bands) does not contain bands '
                          'specified (requested {b})'.
                          format(i=image_filename, n=ds.RasterCount, b=bands))
    else:
        bands = range(1, ds.RasterCount + 1)

    if not dtype:
        dtype = gdal_array.GDALTypeCodeToNumericTypeCode(
            ds.GetRasterBand(1).DataType)

    output = []
    for b in bands:
        output.append(ds.GetRasterBand(b).ReadAsArray().astype(dtype))

    return output



[docs]def read_pixel_timeseries(files, px, py):
    """ Returns NumPy array containing timeseries values for one pixel

    Args:
        files (list): List of filenames to read from
        px (int): Pixel X location
        py (int): Pixel Y location

    Returns:
        np.ndarray: Array (nband x n_images) containing all timeseries data
            from one pixel
    """
    nrow, ncol, nband, dtype = get_image_attribute(files[0])

    if px < 0 or px >= ncol or py < 0 or py >= nrow:
        raise IndexError('Row/column {r}/{c} is outside of image '
                         '(nrow/ncol: {nrow}/{ncol})'.
                         format(r=py, c=px, nrow=nrow, ncol=ncol))

    Y = np.zeros((nband, len(files)), dtype=dtype)

    for i, f in enumerate(files):
        ds = gdal.Open(f, gdal.GA_ReadOnly)
        for b in range(nband):
            Y[b, i] = ds.GetRasterBand(b + 1).ReadAsArray(px, py, 1, 1)

    return Y



[docs]def read_line(line, images, image_IDs, dataset_config,
              ncol, nband, dtype,
              read_cache=False, write_cache=False, validate_cache=False):
    """ Reads in dataset from cache or images if required

    Args:
        line (int): line to read in from images
        images (list): list of image filenames to read from
        image_IDs (iterable): list image identifying strings
        dataset_config (dict): dictionary of dataset configuration options
        ncol (int): number of columns
        nband (int): number of bands
        dtype (type): NumPy datatype
        read_cache (bool, optional): try to read from cache directory
            (default: False)
        write_cache (bool, optional): try to to write to cache directory
            (default: False)
        validate_cache (bool, optional): validate that cache data come from
            same images specified in `images` (default: False)

    Returns:
        np.ndarray: 3D array of image data (nband, n_image, n_cols)
    """
    start_time = time.time()

    read_from_disk = True
    cache_filename = cache.get_line_cache_name(
        dataset_config, len(images), line, nband)

    Y_shape = (nband, len(images), ncol)

    if read_cache:
        Y = cache.read_cache_file(cache_filename,
                                  image_IDs if validate_cache else None)
        if Y is not None and Y.shape == Y_shape:
            logger.debug('Read in Y from cache file')
            read_from_disk = False
        elif Y is not None and Y.shape != Y_shape:
            logger.warning(
                'Data from cache file does not meet size requested '
                '({y} versus {r})'.format(y=Y.shape, r=Y_shape))

    if read_from_disk:
        # Read in Y
        if dataset_config['use_bip_reader']:
            # Use BIP reader
            logger.debug('Reading in data from disk using BIP reader')
            Y = bip_reader.read_row(images, line)
        else:
            # Read in data just using GDAL
            logger.debug('Reading in data from disk using GDAL')
            Y = gdal_reader.read_row(images, line)

        logger.debug('Took {s}s to read in the data'.format(
            s=round(time.time() - start_time, 2)))

    if write_cache and read_from_disk:
        logger.debug('Writing Y data to cache file {f}'.format(
            f=cache_filename))
        cache.write_cache_file(cache_filename, Y, image_IDs)

    return Y
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  Source code for yatsm.io.helpers

""" Collection of helper functions that ease common filesystem operations
"""
import datetime as dt
import errno
import fnmatch
import os
try:
    from scandir import walk
except ImportError:  # Py3.5+ and incorporated or Py2/<Py3.5
    from os import walk


[docs]def mkdir_p(d):
    """ Make a directory, ignoring error if it exists (i.e., ``mkdir -p``)

    Args:
        d (str): directory path to create

    Raises:
        OSError: Raise OSError if cannot create directory for reasons other
            than it existing already (errno 13 "EEXIST")
    """
    try:
        os.makedirs(d)
    except OSError as err:
        # File exists
        if err.errno == errno.EEXIST:
            pass
        else:
            raise err



[docs]def find_stack_images(location, folder_pattern='L*', image_pattern='L*stack',
                      date_index_start=9, date_index_end=16,
                      date_format='%Y%j',
                      ignore=['YATSM']):
    """ Find and identify dates and filenames of Landsat image stacks

    Args:
        location (str): Stacked image dataset location
        folder_pattern (str, optional): Filename pattern for stack image
            folders located within `location` (default: 'L*')
        image_pattern (str, optional): Filename pattern for stacked images
            located within each folder (default: 'L*stack')
        date_index_start (int, optional): Starting index of image date string
            within folder name (default: 9)
        date_index_end (int, optional): Ending index of image date string
            within folder name (default: 16)
        date_format (str, optional): String format of date within folder names
            (default: '%Y%j')
        ignore (list, optional): List of folder names within `location` to
            ignore from search (default: ['YATSM'])

    Returns:
        tuple: Tuple of lists containing the dates and filenames of all stacked
            images located
    """
    if isinstance(ignore, str):
        ignore = [ignore]

    folder_names = []
    image_filenames = []
    dates = []

    # Populate - only checking one directory down
    location = location.rstrip(os.path.sep)
    num_sep = location.count(os.path.sep)

    for root, dnames, fnames in walk(location, followlinks=True):
        # Remove results folder
        dnames[:] = [d for d in dnames for i in ignore if i not in d]

        # Force only 1 level
        num_sep_this = root.count(os.path.sep)
        if num_sep + 1 <= num_sep_this:
            del dnames[:]

        # Directory names as image IDs
        for dname in fnmatch.filter(dnames, folder_pattern):
            folder_names.append(dname)

        # Add file name and paths
        for fname in fnmatch.filter(fnames, image_pattern):
            image_filenames.append(os.path.join(root, fname))

    # Check to see if we found anything
    if not folder_names or not image_filenames:
        raise Exception('Zero stack images found with image '
                        'and folder patterns: {0}, {1}'.format(
                            folder_pattern, image_pattern))

    if len(folder_names) != len(image_filenames):
        raise Exception(
            'Inconsistent number of stacks folders and stack images located')

    # Extract dates
    for folder in folder_names:
        dates.append(dt.datetime.strptime(
            folder[date_index_start:date_index_end], date_format))

    # Sort images by date
    dates, image_filenames = (
        list(t) for t in
        zip(*sorted(zip(dates, image_filenames)))
    )

    return (dates, image_filenames)
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yatsm.cli.changemap module


Command line interface for creating changemaps of YATSM algorithm output
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yatsm.phenology.longtermmean module


Implementation of Eli Melaas’ Landsat phenology algorithm



		See:


		Melaas, EK, MA Friedl, and Z Zhu. 2013. Detecting interannual variation in
deciduous broadleaf forest phenology using Landsat TM/ETM+ data. Remote
Sensing of Environment 132: 176-185.






		
class yatsm.phenology.longtermmean.LongTermMeanPhenology(red_index=2, nir_index=3, blue_index=0, scale=0.0001, evi_index=None, evi_scale=None, year_interval=3, q_min=10, q_max=90)[source]


		Bases: object [https://docs.python.org/dev/library/functions.html#object]


Calculate long term mean phenology metrics for each YATSM record


Long term mean phenology metrics describe the general spring greenup and
autumn senescence timing using an algorithm by Melaas et al., 2013 based
on fitting smoothing splines to timeseries of EVI.






		Variables:		self.pheno (np.ndarray) – 

NumPy structured array containing phenology
metrics. These metrics include:



		spring_doy: the long term mean day of year of the start of spring


		autumn_doy: the long term mean day of year of the start of autumn


		pheno_cor: the correlation coefficient of the observed EVI and
the smoothed prediction


		peak_evi: the highest smoothed EVI value within the year (maximum
amplitude of EVI)


		peak_doy: the day of year corresponding to the peak EVI value


		spline_evi: the smoothing spline prediction of EVI for days of
year between 1 and 365


		pheno_nobs: the number of observations used to fit the smoothing
spline












		Parameters:		
		red_index – index of model.Y containing red band
(default: 2)


		nir_index – index of model.Y containing NIR band
(default: 3)


		blue_index – index of model.Y containing blue band
(default: 0)


		scale – scale factor for reflectance
bands in model.Y to transform data into [0, 1] (default: 0.0001)


		evi_index – if EVI is already used within timeseries
model, provide index of model.Y containing EVI to override
computation from red/nir/blue bands (default: None)


		evi_scale – if EVI is already used within timeseries
model, provide scale factor to transform EVI into [0, 1] range
(default: None)


		year_interval – number of years to group together when
normalizing EVI to upper and lower percentiles of EVI within the
group (default: 3)


		q_min – lower percentile for scaling EVI (default: 10)


		q_max – upper percentile for scaling EVI (default: 90)














		
fit(model)[source]


		Fit phenology metrics for each time segment within a YATSM model






		Parameters:		model – instance of yatsm.YATSM that has been run
for change detection



		Returns:		updated copy of YATSM model instance with phenology
added into yatsm.record structured array



		Return type:		np.ndarray




















		
yatsm.phenology.longtermmean.CRAN_spline(x, y, spar=0.55)[source]


		Return a prediction function for a smoothing spline from R


Use rpy2 package to fit a smoothing spline using “smooth.spline”.






		Parameters:		
		x – independent variable


		y – dependent variable


		spar – smoothing parameter









		Returns:		prediction function of smoothing spline that provides
smoothed estimates of the dependent variable given an input
independent variable array






		Return type:		callable [https://docs.python.org/dev/library/functions.html#callable]










Example


Fit a smoothing spline for y ~ x and predict for days in year:



pred_spl = CRAN_spline(x, y)
y_smooth = pred_spl(np.arange(1, 366))

















		
yatsm.phenology.longtermmean.group_years(years, interval=3)[source]


		Return integers representing sequential groupings of years


Note: years specified must be sorted






		Parameters:		
		years – the year corresponding to each EVI value


		interval – number of years to group together
(default: 3)









		Returns:		integers representing sequential year groupings






		Return type:		np.ndarray

















		
yatsm.phenology.longtermmean.halfmax(x)[source]


		Return index of the observation closest to the half of some data


Assumes that data are scaled between [0, 1] and half-max is 0.5






		Parameters:		x – a one dimensional vector



		Returns:		the index of the observation closest to the half-max of the data



		Return type:		int [https://docs.python.org/dev/library/functions.html#int]














		
yatsm.phenology.longtermmean.ordinal2yeardoy(ordinal)[source]


		Convert ordinal dates to two arrays of year and doy






		Parameters:		ordinal – ordinal dates



		Returns:		nobs x 2 np.ndarray containing the year and DOY for each
ordinal date



		Return type:		np.ndarray














		
yatsm.phenology.longtermmean.scale_EVI(evi, periods, qmin=10, qmax=90)[source]


		Returns EVI scaled to upper and lower quantiles


Quantiles are calculated based on EVI within some year-to-year interval.
As part of finding the quantiles, EVI values not within the (0, 1) range
will be removed.






		Parameters:		
		evi – EVI values


		periods – intervals of years to group and scale together


		qmin – lower quantile for scaling (default: 10)


		qmax – upper quantile for scaling (default: 90)









		Returns:		scaled EVI array






		Return type:		np.ndarray
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yatsm.algorithms.postprocess module


Result post-processing utilities


Includes comission and omission tests and robust linear model result
calculations



		
yatsm.algorithms.postprocess.commission_test(yatsm, alpha=0.1)[source]


		Merge adjacent records based on Chow Tests for nested models


Use Chow Test to find false positive, spurious, or unnecessary breaks
in the timeseries by comparing the effectiveness of two separate
adjacent models with one single model that spans the entire time
period.


Chow test is described:



\[\frac{[RSS_r - (RSS_1 + RSS_2)] / k}{(RSS_1 + RSS_2) / (n - 2k)}\]

where:




		\(RSS_r\) is the RSS of the combined, or, restricted model


		\(RSS_1\) is the RSS of the first model


		\(RSS_2\) is the RSS of the second model


		\(k\) is the number of model parameters


		\(n\) is the number of total observations









Because we look for change in multiple bands, the RSS used to compare
the unrestricted versus restricted models is the mean RSS
values from all model.test_indices.






		Parameters:		
		yatsm – fitted YATSM model to check for commission errors


		alpha – significance level for F-statistic (default: 0.10)









		Returns:		updated copy of yatsm.record with spurious models
combined into unified model






		Return type:		np.ndarray

















		
yatsm.algorithms.postprocess.omission_test(model, crit=0.05, behavior='ANY', indices=None)[source]


		Add omitted breakpoint into records based on residual stationarity


Uses recursive residuals within a CUMSUM test to check if each model
has omitted a “structural change” (e.g., land cover change). Returns
an array of True or False for each timeseries segment record depending
on result from statsmodels.stats.diagnostic.breaks_cusumolsresid.






		Parameters:		
		crit – Critical p-value for rejection of null
hypothesis that data contain no structural change


		behavior – Method for dealing with multiple
test_indices. ANY will return True if any one test index
rejects the null hypothesis. ALL will only return True if ALL
test indices reject the null hypothesis.


		indices – Array indices to test. User provided
indices must be a subset of model.test_indices.









		Returns:		Array of True or False for each record where
True indicates omitted break point






		Return type:		np.ndarray

















		
yatsm.algorithms.postprocess.refit_record(model, prefix, estimator, fitopt=None, keep_regularized=False)[source]


		Refit YATSM model segments with a new estimator and update record


YATSM class model must be ran and contain at least one record before this
function is called.






		Parameters:		
		model – YATSM model to refit


		prefix – prefix for refitted coefficient and RMSE (don’t include
underscore as it will be added)


		estimator – instance of a scikit-learn compatible estimator
object


		fitopt – dict of options for the fit method of the
estimator provided (default: None)


		keep_regularized – do not use features with coefficient
estimates that are fit to 0 (i.e., if using L1 regularization)









		Returns:		updated model.record NumPy structured array with refitted
coefficients and RMSE






		Return type:		np.array
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yatsm.regression.design module


Functions for working with statistical model design matrices


Function design_to_indices is used to convert between coefficient types
listed in design_coefs and the indices of a design matrix containing
the desired coefficient type or types.



		
yatsm.regression.design.design_to_indices(design_matrix, features)[source]


		Return indices of coefficients for features in design matrix






		Parameters:		
		design_matrix – OrderedDict containing design features
keys and indices of coefficient matrix as values


		features – list of feature coefficients to extract









		Returns:		list of indices and names for each feature specified in
features






		Return type:		tuple [https://docs.python.org/dev/library/stdtypes.html#tuple]
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yatsm.regression.design_to_indices(design_matrix, features)[source]


		Return indices of coefficients for features in design matrix






		Parameters:		
		design_matrix – OrderedDict containing design features
keys and indices of coefficient matrix as values


		features – list of feature coefficients to extract









		Returns:		list of indices and names for each feature specified in
features






		Return type:		tuple [https://docs.python.org/dev/library/stdtypes.html#tuple]

















		
yatsm.regression.find_packaged_regressor(name)[source]


		Find location of a regression method packaged with YATSM


See packaged_regressions for a list of
available pre-packaged regressors






		Parameters:		name – name of packaged regression object






		Returns:		path to packaged regression method






		Return type:		str [https://docs.python.org/dev/library/stdtypes.html#str]






		Raises:		
		KeyError [https://docs.python.org/dev/library/exceptions.html#KeyError] –
raise KeyError if user specifies unknown regressor


		IOError [https://docs.python.org/dev/library/exceptions.html#IOError] –
raise IOError if the packaged regressor cannot be found




















		
yatsm.regression.recresid(X, y, span=None)[source]


		Return standardized recursive residuals for y ~ X


For a matrix \(X_t\) of \(T\) total observations of \(n\)
variables, the \(t\) th recursive residual is the forecast prediction
error for \(y_t\) using a regression fit on the first \(t - 1\)
observations. Recursive residuals are scaled and standardized so they are
N(0, 1) distributed.


Using notation from Brown, Durbin, and Evans (1975) and Judge, et al
(1985):



\[w_r =
    \frac{y_r - \boldsymbol{x}_r^{\prime}\boldsymbol{b}_{r-1}}
          {\sqrt{(1 + \boldsymbol{x}_r^{\prime}
           S_{r-1}\boldsymbol{x}_r)}}
    =
    \frac
        {y_r - \boldsymbol{x}_r^{\prime}\boldsymbol{b}_r}
        {\sqrt{1 - \boldsymbol{x}_r^{\prime}S_r\boldsymbol{x}_r}}\]\[r = k + 1, \ldots, T,\]

where \(S_{r}\) is the residual sum of squares after
fitting the model on \(r\) observations.


A quick way of calculating \(\boldsymbol{b}_r\) and
\(S_r\) is using an update formula (Equations 4 and 5 in
Brown, Durbin, and Evans; Equation 5.5.14 and 5.5.15 in Judge et al):



\[\boldsymbol{b}_r
    =
    b_{r-1} +
    \frac
        {S_{r-1}\boldsymbol{x}_j
            (y_r - \boldsymbol{x}_r^{\prime}\boldsymbol{b}_{r-1})}
        {1 + \boldsymbol{x}_r^{\prime}S_{r-1}x_r}\]


\[S_r =
    S_{j-1} -
    \frac{S_{j-1}\boldsymbol{x}_r\boldsymbol{x}_r^{\prime}S_{j-1}}
          {1 + \boldsymbol{x}_r^{\prime}S_{j-1}\boldsymbol{x}_r}\]

See the recursive residuals implementation that this follows,
recursive_olsresiduals, within the statsmodels.stats.diagnostic module.






		Parameters:		
		X – 2D (n_features x n_obs) design matrix


		y – 1D independent variable


		span – minimum number of observations for initial
regression. If span is None, use the number of features in
X









		Returns:		array containing recursive residuals standardized by
prediction error variance






		Return type:		np.ndarray

















		
yatsm.regression.bisquare(resid, c=4.685)[source]


		Returns weighting for each residual using bisquare weight function






		Parameters:		
		resid – residuals to be weighted


		c – tuning constant for Tukey’s Biweight (default: 4.685)









		Returns:		weight –
weights for residuals






		Return type:		ndarray











		Reference:


		http://statsmodels.sourceforge.net/stable/generated/statsmodels.robust.norms.TukeyBiweight.html
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  Source code for yatsm.regression.transforms

""" Custom transforms for Patsy formulas

TODO:
    - Add vegetation indices

"""
import numpy as np
from patsy import stateful_transform


[docs]class Harmonic(object):
    """ Transform `x` into seasonal harmonics with a given frequency

    Args:
      x (np.ndarray): array of ordinal dates
      freq (int or float): frequency of harmonics

    """
    def __init__(self):
        self.w = 2 * np.pi / 365.25

[docs]    def memorize_chunk(self, x, freq):
        pass


[docs]    def memorize_finish(self):
        pass


[docs]    def transform(self, x, freq):
        x = np.asarray(x)
        if x.shape == ():
            x = x[np.newaxis]

        return np.array([
            np.cos(freq * self.w * x),
            np.sin(freq * self.w * x)
        ]).T




harm = stateful_transform(Harmonic)
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  Source code for yatsm.algorithms.yatsm

""" Yet Another TimeSeries Model baseclass
"""
import numpy as np
import patsy
import sklearn
import sklearn.linear_model

from .._cyprep import get_valid_mask
from ..regression.diagnostics import rmse
from ..regression.transforms import harm  # noqa


[docs]class YATSM(object):
    """ Yet Another TimeSeries Model baseclass

    .. note::
        When ``YATSM`` objects are fit, the intended order of method calls is:

            1. Setup the model with :func:`~setup`
            2. Preprocess a time series for one unit area with
               :func:`~preprocess`
            3. Fit the time series with the YATSM model using :func:`~fit`
            4. A fitted model can be used to

                * Predict on additional design matrixes with :func:`~predict`
                * Plot diagnostic information with :func:`~plot`
                * Return goodness of fit diagnostic metrics with :func:`~score`

    .. note::
        Record structured arrays must contain the following:

            * ``start`` (`int`): starting dates of timeseries segments
            * ``end`` (`int`): ending dates of timeseries segments
            * ``break`` (`int`): break dates of timeseries segments
            * ``coef`` (`double (n x p shape)`): number of bands x number of
              features coefficients matrix for predictions
            * ``rmse`` (`double (n length)`): Root Mean Squared Error for each
              band
            * ``px`` (`int`): pixel X coordinate
            * ``py`` (`int`): pixel Y coordinate

    Args:
        test_indices (numpy.ndarray): Test for changes with these
            indices of ``Y``. If not provided, all series in ``Y`` will be used
            as test indices
        estimator (dict): dictionary containing estimation model from
            ``scikit-learn`` used to fit and predict timeseries and,
            optionally, a dict of options for the estimation model ``fit``
            method (default: ``{'object': Lasso(alpha=20), 'fit': {}}``)
        kwargs (dict): dictionary of addition keyword arguments
            (for sub-classes)

    Attributes:
        record_template (numpy.ndarray): An empty NumPy structured array that
            is a template for the model's ``record``
        models (numpy.ndarray): prediction model objects
        record (numpy.ndarray): NumPy structured array containing timeseries
            model attribute information
        n_record (int): number of recorded segments in time series model
        n_series (int): number of bands in ``Y``
        px (int): pixel X location or index
        n_features (int): number of coefficients in ``X`` design matrix
        py (int): pixel Y location or index

    """

    def __init__(self,
                 test_indices=None,
                 estimator={'object': sklearn.linear_model.Lasso(alpha=20),
                            'fit': {}},
                 **kwargs):
        self.test_indices = np.asarray(test_indices)
        self.estimator = sklearn.clone(estimator['object'])
        self.estimator_fit = estimator.get('fit', {})
        self.models = []  # leave empty, fill in during `fit`

        self.n_record = 0
        self.record = []

        self.n_series, self.n_features = 0, 0
        self.px = kwargs.get('px', 0)
        self.py = kwargs.get('py', 0)

    @property
    def record_template(self):
        """ YATSM record template for features in X and series in Y

        Record template will set ``px`` and ``py`` if defined as class
        attributes. Otherwise ``px`` and ``py`` coordinates will default to 0.

        Returns:
            numpy.ndarray: NumPy structured array containing a template of a
                YATSM record

        """
        record_template = np.zeros(1, dtype=[
            ('start', 'i4'),
            ('end', 'i4'),
            ('break', 'i4'),
            ('coef', 'float32', (self.n_coef, self.n_series)),
            ('rmse', 'float32', (self.n_series)),
            ('px', 'u2'),
            ('py', 'u2')
        ])
        record_template['px'] = self.px
        record_template['py'] = self.py

        return record_template

# SETUP & PREPROCESSING
[docs]    def setup(self, df, **config):
        """ Setup model for input dataset and (optionally) return design matrix

        Args:
            df (pandas.DataFrame): Pandas dataframe containing dataset
                attributes (e.g., dates, image ID, path/row, metadata, etc.)
            config (dict): YATSM configuration dictionary from user, including
                'dataset' and 'YATSM' sub-configurations

        Returns:
            numpy.ndarray or None: return design matrix if used by algorithm
        """
        X = patsy.dmatrix(config['YATSM']['design_matrix'], data=df)
        return X


[docs]    def preprocess(self, X, Y, dates,
                   min_values=None, max_values=None,
                   mask_band=None, mask_values=None, **kwargs):
        """ Preprocess a unit area of data (e.g., pixel, segment, etc.)

        This preprocessing step will remove all observations that either
        fall outside of the minimum/maximum range of the data or are flagged
        for masking in the ``mask_band`` variable in ``Y``. If ``min_values``
        or ``max_values`` are not specified, this masking step is skipped.
        Similarly, masking based on a QA/QC or cloud mask will not be performed
        if ``mask_band`` or ``mask_values`` are not provided.

        Args:
            X (numpy.ndarray): design matrix (number of observations x number
                of features)
            Y (numpy.ndarray): independent variable matrix (number of series x
                number of observations)
            dates (numpy.ndarray): ordinal dates for each observation in X/Y
            min_values (np.ndarray): Minimum possible range of values for each
                variable in Y (optional)
            max_values (np.ndarray): Maximum possible range of values for each
                variable in Y (optional)
            mask_band (int): The mask band in Y (optional)
            mask_values (sequence): A list or np.ndarray of values in the
                ``mask_band`` to mask (optional)

        Returns:
            tuple (np.ndarray, np.ndarray, np.ndarray): X, Y, and dates after
                being preprocessed and masked

        """
        if min_values is None or max_values is None:
            valid = np.ones(dates.shape[0], dtype=np.bool)
        else:
            # Mask range of data
            valid = get_valid_mask(Y, min_values, max_values).astype(bool)

        # Apply mask band
        if mask_band is not None and mask_values is not None:
            idx_mask = mask_band - 1
            valid *= np.in1d(Y.take(idx_mask, axis=0), mask_values,
                             invert=True).astype(np.bool)

        Y = np.delete(Y, idx_mask, axis=0)[:, valid]
        X = X[valid, :]
        dates = dates[valid]

        return X, Y, dates


# TIMESERIES ENSEMBLE FIT/PREDICT
[docs]    def fit(self, X, Y, dates):
        """ Fit timeseries model

        Args:
            X (numpy.ndarray): design matrix (number of observations x number
                of features)
            Y (numpy.ndarray): independent variable matrix (number of series x
                number of observations)
            dates (numpy.ndarray): ordinal dates for each observation in X/Y

        Returns:
            numpy.ndarray: NumPy structured array containing timeseries
                model attribute information

        """
        raise NotImplementedError('Subclasses should implement fit method')


[docs]    def fit_models(self, X, Y, bands=None):
        """ Fit timeseries models for `bands` within `Y` for a given `X`

        Updates or initializes fit for ``self.models``

        Args:
            X (numpy.ndarray): design matrix (number of observations x number
                of features)
            Y (numpy.ndarray): independent variable matrix (number of series x
                number of observations) observation in the X design matrix
            bands (iterable): Subset of bands of `Y` to fit. If None are
                provided, fit all bands in Y

        """
        if bands is None:
            bands = np.arange(self.n_series)

        for b in bands:
            y = Y[b, :]

            model = self.models[b]
            model.fit(X, y, **self.estimator_fit)

            # Add in RMSE calculation
            model.rmse = rmse(y, model.predict(X))

            # Add intercept to intercept term of design matrix
            model.coef = model.coef_.copy()
            model.coef[0] += model.intercept_


[docs]    def predict(self, X, dates, series=None):
        """ Return a 2D NumPy array of y-hat predictions for a given X

        Predictions are made from ensemble of timeseries models such that
        predicted values are generated for each date using the model from the
        timeseries segment that intersects each date.

        Args:
            X (numpy.ndarray): Design matrix (number of observations x number
                of features)
            dates (int or numpy.ndarray): A single ordinal date or a np.ndarray
                of length X.shape[0] specifying the ordinal dates for each
                prediction
            series (iterable, optional): Return prediction for subset of series
                within timeseries model. If None is provided, returns
                predictions from all series

        Returns:
            numpy.ndarray: Prediction for given X (number of series x number of
                observations)

        """
        raise NotImplementedError('Subclasses should implement "predict" '
                                  'method')


# DIAGNOSTICS
[docs]    def score(self, X, Y, dates):
        """ Return timeseries model performance scores

        Args:
            X (numpy.ndarray): design matrix (number of observations x number
                of features)
            Y (numpy.ndarray): independent variable matrix (number of series x
                number of observations)
            dates (numpy.ndarray): ordinal dates for each observation in X/Y

        Returns:
            namedtuple: performance summary statistics

        """
        raise NotImplementedError('Subclasses should implement "score" method')


[docs]    def plot(self, X, Y, dates, **config):
        """ Plot the timeseries model results

        Args:
            X (numpy.ndarray): design matrix (number of observations x number
                of features)
            Y (numpy.ndarray): independent variable matrix (number of series x
                number of observations)
            dates (numpy.ndarray): ordinal dates for each observation in X/Y
            config (dict): YATSM configuration dictionary from user, including
                'dataset' and 'YATSM' sub-configurations

        """
        raise NotImplementedError('Subclasses should implement "plot" method')


# MAKE ITERABLE
[docs]    def __iter__(self):
        """ Iterate over the timeseries segment records
        """
        for record in self.record:
            yield record


[docs]    def __len__(self):
        """ Return the number of segments in this timeseries model
        """
        return len(self.record)
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  Source code for yatsm.regression.design

""" Functions for working with statistical model design matrices

Function ``design_to_indices`` is used to convert between coefficient types
listed in ``design_coefs`` and the indices of a design matrix containing
the desired coefficient type or types.
"""

# Possible coefficients
design_coefs = ['all',
                'intercept', 'slope',
                'seasonality', 'categorical',
                'rmse']


def _key_lookup_ignorecase(d, key):
    """ Search dict for key, ignoring case

    Args:
      d (dict): dict to search
      key (str): key to search for

    Returns:
      str or None: key in dict `d` matching `key` if found; else None

    """
    key = [k for k in d.keys() if key.lower() == k.lower()]
    if key:
        return key[0]
    else:
        return None


[docs]def design_to_indices(design_matrix, features):
    """ Return indices of coefficients for features in design matrix

    Args:
        design_matrix (OrderedDict): OrderedDict containing design features
            keys and indices of coefficient matrix as values
        features (list): list of feature coefficients to extract

    Return:
        tuple: list of indices and names for each feature specified in
            ``features``

    """
    if 'all' in features:
        features = design_coefs[1:]

    i_coefs = []
    coef_names = []
    for c in features:
        if c == 'intercept':
            k = _key_lookup_ignorecase(design_matrix, 'intercept')
            i_coefs.append(design_matrix.get(k))
            coef_names.append(k)
        elif c == 'slope':
            k = _key_lookup_ignorecase(design_matrix, 'x')
            i_coefs.append(design_matrix.get(
                _key_lookup_ignorecase(design_matrix, 'x')))
            coef_names.append(k)
        elif c == 'seasonality':
            i = [k for k in design_matrix.keys() if 'harm' in k]
            i_coefs.extend([design_matrix[_i] for _i in i])
            coef_names.extend(i)
        elif c == 'categorical':
            i = [k for k in design_matrix.keys() if 'C' in k]
            i_coefs.extend([design_matrix[_i] for _i in i])
            coef_names.extend(i)

    i_coefs = [i for i in i_coefs if i is not None]
    coef_names = [n for n in coef_names if n is not None]

    return i_coefs, coef_names






          

      

      

    


    
        © Copyright 2014 - 2017, Chris Holden.
      Last updated on Mon Feb 27 22:25:59 2017.
      Created using Sphinx 1.3.5.
    

  

_modules/yatsm/regression/recresid.html


    
      Navigation


      
        		
          index


        		
          modules |


        		YATSM 0.6.2 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for yatsm.regression.recresid

# -*- coding: utf-8 -*-
u""" Recursive residuals computation

Citations:

- Brown, RL, J Durbin, and JM Evans. 1975. Techniques for Testing the Consistency
  of Regression Relationships over Time. Journal of the Royal Statistical
  Society. Series B (Methodological) 37 (2): 149-192.

- Judge George G., William E. Griffiths, R. Carter Hill, Helmut Lütkepohl,
  and Tsoung-Chao Lee. 1985. The theory and practice of econometrics.
  New York: Wiley. ISBN: 978-0-471-89530-5

"""
import numpy as np


[docs]def recresid(X, y, span=None):
    """ Return standardized recursive residuals for y ~ X

    For a matrix :math:`X_t` of :math:`T` total observations of :math:`n`
    variables, the :math:`t` th recursive residual is the forecast prediction
    error for :math:`y_t` using a regression fit on the first :math:`t - 1`
    observations. Recursive residuals are scaled and standardized so they are
    N(0, 1) distributed.

    Using notation from Brown, Durbin, and Evans (1975) and Judge, et al
    (1985):

    .. math::
        w_r =
            \\frac{y_r - \\boldsymbol{x}_r^{\prime}\\boldsymbol{b}_{r-1}}
                  {\sqrt{(1 + \\boldsymbol{x}_r^{\prime}
                   S_{r-1}\\boldsymbol{x}_r)}}
            =
            \\frac
                {y_r - \\boldsymbol{x}_r^{\prime}\\boldsymbol{b}_r}
                {\sqrt{1 - \\boldsymbol{x}_r^{\prime}S_r\\boldsymbol{x}_r}}

        r = k + 1, \ldots, T,

    where :math:`S_{r}` is the residual sum of squares after
    fitting the model on :math:`r` observations.

    A quick way of calculating :math:`\\boldsymbol{b}_r` and
    :math:`S_r` is using an update formula (Equations 4 and 5 in
    Brown, Durbin, and Evans; Equation 5.5.14 and 5.5.15 in Judge et al):

    .. math::
        \\boldsymbol{b}_r
            =
            b_{r-1} +
            \\frac
                {S_{r-1}\\boldsymbol{x}_j
                    (y_r - \\boldsymbol{x}_r^{\prime}\\boldsymbol{b}_{r-1})}
                {1 + \\boldsymbol{x}_r^{\prime}S_{r-1}x_r}

    .. math::
        S_r =
            S_{j-1} -
            \\frac{S_{j-1}\\boldsymbol{x}_r\\boldsymbol{x}_r^{\prime}S_{j-1}}
                  {1 + \\boldsymbol{x}_r^{\prime}S_{j-1}\\boldsymbol{x}_r}

    See the recursive residuals implementation that this follows,
    `recursive_olsresiduals`, within the `statsmodels.stats.diagnostic` module.

    Args:
        X (np.ndarray): 2D (n_features x n_obs) design matrix
        y (np.ndarray): 1D independent variable
        span (int, optional): minimum number of observations for initial
            regression. If ``span`` is None, use the number of features in
            ``X``

    Returns:
        np.ndarray: array containing recursive residuals standardized by
            prediction error variance

    """
    nobs, nvars = X.shape
    if span is None:
        span = nvars

    recresid = np.nan * np.zeros((nobs))
    recvar = np.nan * np.zeros((nobs))

    X0 = X[:span]
    y0 = y[:span]

    # Initial fit
    XTX_j = np.linalg.inv(np.dot(X0.T, X0))
    XTY = np.dot(X0.T, y0)
    beta = np.dot(XTX_j, XTY)

    yhat_j = np.dot(X[span - 1], beta)
    recresid[span - 1] = y[span - 1] - yhat_j
    recvar[span - 1] = 1 + np.dot(X[span - 1],
                                  np.dot(XTX_j, X[span - 1]))
    for j in range(span, nobs):
        x_j = X[j:j + 1, :]
        y_j = y[j]

        # Prediction with previous beta
        yhat_j = np.dot(x_j, beta)
        resid_j = y_j - yhat_j

        # Update
        XTXx_j = np.dot(XTX_j, x_j.T)
        f_t = 1 + np.dot(x_j, XTXx_j)
        XTX_j = XTX_j - np.dot(XTXx_j, XTXx_j.T) / f_t  # eqn 5.5.15

        beta = beta + (XTXx_j * resid_j / f_t).ravel()  # eqn 5.5.14

        recresid[j] = resid_j
        recvar[j] = f_t

    return recresid / np.sqrt(recvar)
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  Source code for yatsm.classifiers

""" Module storing classifiers for YATSM

Contains utilities and helper classes for classifying timeseries generated
using YATSM change detection.
"""
import logging

from sklearn.ensemble import RandomForestClassifier
import yaml

from ..errors import AlgorithmNotFoundException

logger = logging.getLogger('yatsm')

_algorithms = {
    'RandomForest': RandomForestClassifier
}


[docs]def cfg_to_algorithm(config_file):
    """ Return instance of classification algorithm helper from config file

    Args:
        config_file (str): location of configuration file for algorithm

    Returns:
        tuple: scikit-learn estimator (object) and configuration file (dict)

    Raises:
        KeyError: raise if configuration file is malformed
        AlgorithmNotFoundException: raise if algorithm is not implemented in
            YATSM
        TypeError: raise if configuration file cannot be used to initialize
            the classifier

    """
    # Determine which algorithm is used
    try:
        with open(config_file, 'r') as f:
            config = yaml.safe_load(f)
    except Exception as e:
        logger.error('Could not read config file {} ({})'
                     .format(config_file, str(e)))
        raise

    algo_name = config['algorithm']
    if algo_name not in _algorithms.keys():
        raise AlgorithmNotFoundException(
            'Could not process unknown algorithm named "%s"' % algo_name)
    else:
        algo = _algorithms[algo_name]

    if algo_name not in config:
        logger.warning('%s algorithm parameters not found in config file %s. '
                       'Using default values.' % (algo_name, config_file))
        config[algo_name] = {}

    # Try to load algorithm using hyperparameters from config
    try:
        sklearn_algo = algo(**config[algo_name].get('init', {}))
    except TypeError:
        logger.error('Cannot initialize %s classifier. Config file %s '
                     'contains unknown options' % (algo_name, config_file))
        raise

    return sklearn_algo, config
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  Source code for yatsm.cache

""" Functions related to writing to and retrieving from cache files
"""
import os

import numpy as np

from .log_yatsm import logger

_image_ID_str = 'image_IDs'


[docs]def get_line_cache_name(dataset_config, n_images, row, nbands):
    """ Returns cache filename for specified config and line number

    Args:
        dataset_config (dict): configuration information about the dataset
        n_images (int): number of images in dataset
        row (int): line of the dataset for output
        nbands (int): number of bands in dataset

    Returns:
        str: filename of cache file

    """
    path = dataset_config.get('cache_line_dir')
    if not path:
        return

    filename = 'yatsm_r%i_n%i_b%i.npy.npz' % (row, n_images, nbands)

    return os.path.join(path, filename)



[docs]def get_line_cache_pattern(row, nbands, regex=False):
    """ Returns a pattern for a cache file from a certain row

    This function is useful for finding all cache files from a line, ignoring
    the number of images in the file.

    Args:
        row (int): line of the dataset for output
        nbands (int): number of bands in dataset
        regex (bool, optional): return a regular expression instead of glob
            style (default: False)

    Returns:
        str: filename pattern for cache files from line ``row``

    """
    wildcard = '.*' if regex else '*'
    pattern = 'yatsm_r{l}_n{w}_b{b}.npy.npz'.format(
        l=row, w=wildcard, b=nbands)

    return pattern



[docs]def test_cache(dataset_config):
    """ Test cache directory for ability to read from or write to

    Args:
        dataset_config (dict): dictionary of dataset configuration options

    Returns:
        tuple: tuple of bools describing ability to read from and write to
            cache directory

    """
    # Try to find / use cache
    read_cache = False
    write_cache = False

    cache_dir = dataset_config.get('cache_line_dir')
    if cache_dir:
        # Test existence
        if os.path.isdir(cache_dir):
            if os.access(cache_dir, os.R_OK):
                read_cache = True
            if os.access(cache_dir, os.W_OK):
                write_cache = True
            if read_cache and not write_cache:
                logger.warning('Cache directory exists but is not writable')
        else:
            # If it doesn't already exist, can we create it?
            try:
                os.makedirs(cache_dir)
            except:
                logger.warning('Could not create cache directory')
            else:
                read_cache = True
                write_cache = True

    logger.debug('Attempt reading in from cache directory?: {b}'.format(
        b=read_cache))
    logger.debug('Attempt writing to cache directory?: {b}'.format(
        b=write_cache))

    return read_cache, write_cache



[docs]def read_cache_file(cache_filename, image_IDs=None):
    """ Returns image data from a cache file

    If ``image_IDs`` is not None this function will try to ensure data from
    cache file come from the list of image IDs provided. If cache file does not
    contain a list of image IDs, it will skip the check and return cache data.

    Args:
        cache_filename (str): cache filename
        image_IDs (iterable, optional): list of image IDs corresponding to data
            in cache file. If not specified, function will not check for
            correspondence (default: None)

    Returns:
        np.ndarray, or None: Return Y as np.ndarray if possible and if the
            cache file passes the consistency check specified by ``image_IDs``,
            else None

    """
    try:
        cache = np.load(cache_filename)
    except IOError:
        return None

    if _image_ID_str in cache.files and image_IDs is not None:
        if not np.array_equal(image_IDs, cache[_image_ID_str]):
            logger.warning('Cache file data in {f} do not match images '
                           'specified'.format(f=cache_filename))
            return None

    return cache['Y']



[docs]def write_cache_file(cache_filename, Y, image_IDs):
    """ Writes data to a cache file using np.savez_compressed

    Args:
        cache_filename (str): cache filename
        Y (np.ndarray): data to write to cache file
        image_IDs (iterable): list of image IDs corresponding to data in cache
            file. If not specified, function will not check for correspondence

    """
    np.savez_compressed(cache_filename, **{
        'Y': Y, _image_ID_str: image_IDs
    })



# Cache file updating
[docs]def update_cache_file(images, image_IDs,
                      old_cache_filename, new_cache_filename,
                      line, reader):
    """ Modify an existing cache file to contain data within `images`

    This should be useful for updating a set of cache files to reflect
    modifications to the timeseries dataset without completely reading the
    data into another cache file.

    For example, the cache file could be updated to reflect the deletion of
    a misregistered or cloudy image. Another common example would be for
    updating cache files to include newly acquired observations.

    Note that this updater will not handle updating cache files to include
    new bands.

    Args:
        images (iterable): list of new image filenames
        image_IDs (iterable): list of new image identifying strings
        old_cache_filename (str): filename of cache file to update
        new_cache_filename (str): filename of new cache file which includes
            modified data
        line (int): the line of data to be updated
        reader (callable): GDAL or BIP image reader function from
            :mod:`yatsm.io.stack_line_readers`

    Raises:
        ValueError: Raise error if old cache file does not record ``image_IDs``

    """
    images = np.asarray(images)
    image_IDs = np.asarray(image_IDs)

    # Cannot proceed if old cache file doesn't store filenames
    old_cache = np.load(old_cache_filename)
    if _image_ID_str not in old_cache.files:
        raise ValueError('Cannot update cache.'
                         'Old cache file does not store image IDs.')
    old_IDs = old_cache[_image_ID_str]
    old_Y = old_cache['Y']
    nband, _, ncol = old_Y.shape

    # Create new Y and add in values retained from old cache
    new_Y = np.zeros((nband, image_IDs.size, ncol),
                     dtype=old_Y.dtype.type)
    new_IDs = np.zeros(image_IDs.size, dtype=image_IDs.dtype)

    # Check deletions -- find which indices to retain in new cache
    retain_old = np.where(np.in1d(old_IDs, image_IDs))[0]
    if retain_old.size == 0:
        logger.warning('No image IDs in common in old cache file.')
    else:
        logger.debug('    retaining {r} of {n} images'.format(
            r=retain_old.size, n=old_IDs.size))
        # Find indices of old data to insert into new data
        idx_old_IDs = np.argsort(old_IDs)
        sorted_old_IDs = old_IDs[idx_old_IDs]
        idx_IDs = np.searchsorted(sorted_old_IDs,
                                  image_IDs[np.in1d(image_IDs, old_IDs)])

        retain_old = idx_old_IDs[idx_IDs]

        # Indices to insert into new data
        retain_new = np.where(np.in1d(image_IDs, old_IDs))[0]

        new_Y[:, retain_new, :] = old_Y[:, retain_old, :]
        new_IDs[retain_new] = old_IDs[retain_old]

    # Check additions -- find which indices we need to insert
    insert = np.where(np.in1d(image_IDs, old_IDs, invert=True))[0]

    if retain_old.size == 0 and insert.size == 0:
        raise ValueError('Cannot update cache file -- '
                         'no data retained or added')

    # Read in the remaining data from disk
    if insert.size > 0:
        logger.debug('Inserting {n} new images into cache'.format(
            n=insert.size))
        insert_Y = reader.read_row(images[insert], line)
        new_Y[:, insert, :] = insert_Y
        new_IDs[insert] = image_IDs[insert]

    np.testing.assert_equal(new_IDs, image_IDs)

    # Save
    write_cache_file(new_cache_filename, new_Y, image_IDs)
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  Source code for yatsm.errors

[docs]class TSLengthException(Exception):
    """ Exception stating timeseries does not contain enough observations
    """
    pass



[docs]class TrainingDataException(Exception):
    """ Custom exception for errors with training data """
    pass



[docs]class AlgorithmNotFoundException(Exception):
    """ Custom exception for algorithm config files without handlers """
    pass
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  Source code for yatsm.plots

""" Plots useful for YATSM
"""
from datetime import datetime as dt
import logging
import re

import matplotlib.pyplot as plt
import numpy as np

logger = logging.getLogger('yatsm')


[docs]def plot_crossvalidation_scores(kfold_scores, test_labels):
    """ Plots KFold test summary statistics

    Args:
      kfold_scores (np.ndarray): n by 2 shaped array of mean and standard
        deviation of KFold scores
      test_labels (list): n length list of KFold label names

    """
    return
    ind = np.arange(kfold_scores.shape[0])
    width = 0.5

    fig, ax = plt.subplots()
    bars = ax.bar(ind, kfold_scores[:, 0], width)
    _, caplines, _ = ax.errorbar(ind + width / 2.0, kfold_scores[:, 0],
                                 fmt='none',
                                 yerr=kfold_scores[:, 1],
                                 capsize=10, elinewidth=3)
    for capline in caplines:
        capline.set_linewidth(10)
        capline.set_markeredgewidth(3)
        capline.set_color('red')

    for i, bar in enumerate(bars):
        txt = r'%.3f $\pm$ %.3f' % (kfold_scores[i, 0], kfold_scores[i, 1])
        ax.text(ind[i] + width / 2.0,
                kfold_scores[i, 0] / 2.0,
                txt,
                ha='center', va='bottom', size='large')

    ax.set_xticks(ind + width / 2.0)
    ax.set_xticklabels(test_labels, ha='center')
    # plt.ylim((0, 1.0))

    plt.title('KFold Cross Validation Summary Statistics')
    plt.xlabel('Test')
    plt.ylabel(r'Accuracy ($\pm$ standard deviation)')

    plt.tight_layout()
    plt.show()



[docs]def plot_feature_importance(algo, cfg):
    """ Plots Random Forest feature importance as barplot

    If YATSM configuration (cfg['YATSM']) contains Patsy design information in
    'design_info', then this plot will show more specific labels for each
    feature.

    Args:
      algo (sklearn.ensemble.RandomForestClassifier): Random Forest algorithm
      cfg (dict): YATSM configuration dictionary

    """
    ind = np.arange(algo.feature_importances_.size)
    width = 0.5

    n_bands = cfg['dataset']['n_bands'] - 1

    # Form betas from design matrix
    if 'design' not in cfg['YATSM']:
        logger.warning('Design info not provided to plot -- will use basic '
                       'coefficient labels')
        # First remove out RMSE  # TODO: check if we used RMSE
        n_feat = algo.feature_importances_.size - n_bands
        # All bands have same n_coef, so leftover are other variables
        betas = range(0, int(n_feat / n_bands))
    else:
        # Rename slope, convert harm.*[0] to cos, and harm.*[1] to sin
        betas = []
        for _beta in cfg['YATSM']['design'].keys():
            _beta = re.sub(r'^x$', 'slope', _beta)
            _beta = re.sub(r'harm(.*)\[0\]', r'cos\1', _beta)
            _beta = re.sub(r'harm(.*)\[1\]', r'sin\1', _beta)

            betas.append(_beta)
    betas.append('RMSE')  # TODO: check if we used RMSE

    # Grab bands
    bands = range(1, cfg['dataset']['n_bands'] + 1)
    bands.remove(cfg['dataset']['mask_band'])  # band is now index so + 1

    # names = [r'Band %i $\beta_{%s}$' % (b, i)
    #          for i in betas for b in bands]
    # names += [r'Band %i $RMSE$' % b for b in bands]
    names = ['Band %i' % b for b in bands * (len(betas) + 1)]

    fig, ax = plt.subplots()
    ax.bar(ind, algo.feature_importances_, width)
    ax.set_xticks(ind + width / 2.0)
    ax.set_xticklabels(names, ha='center', rotation=90)
    for i_b in ind[::n_bands]:
        ax.axvline(i_b, c='k', lw=2)
    for i, _beta in enumerate(betas):
        _x = i * len(bands) + len(bands) / 2.0
        ax.annotate(_beta,
                    (_x, 0), xycoords='data',
                    xytext=(0, 5), textcoords='offset points',
                    ha='center', size='large')
    plt.title('Feature Importance')
    plt.ylabel('Importance')
    plt.xlabel('Feature')
    plt.show()



[docs]def plot(yatsm, band, freq, ylim=None):
    """ Plot YATSM results for a specified band
    Args:
      yatsm (yatsm.YATSM): model
      band (int): data band to plot
      freq (iterable): frequency of sine/cosine (for predictions)
      ylim (tuple): tuple of floats for y-axes limits

    """
    raise Exception('This function is depricated in v0.5.0. Use YATSM object'
                    ' for plotting')
    from utils import make_X

    dates = map(dt.fromordinal, yatsm.X[:, 1].astype(np.uint32))

    # Plot data
    plt.plot(dates, yatsm.Y[band, :], 'ko')

    if ylim:
        plt.ylim(ylim)

    # Add in lines and break points
    for rec in yatsm.record:
        # Create sequence of X between start and end dates
        if rec['start'] < rec['end']:
            mx = np.arange(rec['start'], rec['end'])
        elif rec['start'] > rec['end']:
            mx = np.arange(rec['end'], rec['start'])
        else:
            continue
        mdates = map(dt.fromordinal, mx)

        # Predict
        mX = make_X(mx, freq)
        my = np.dot(rec['coef'][:, 4], mX)

        # Plot prediction
        plt.plot(mdates, my, linewidth=2)

        # Plot change
        if rec['break'] > 0:
            i = np.where(yatsm.X[:, 1] == rec['break'])[0]
            plt.plot(dt.fromordinal(rec['break']),
                     yatsm.Y[band, i],
                     'ro', mec='r', mfc='none', ms=10, mew=5)

    plt.show()
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  Source code for yatsm.accel

""" Decorator ``try_jit`` accelerates computation via Numba, when available
"""
from functools import wraps
import logging
import os

logger = logging.getLogger('yatsm')

has_numba = True
try:
    import numba as nb
except ImportError:
    has_numba = False
else:
    # Check if disabled via environment
    if os.environ.get('NUMBA_DISABLE_JIT') == '1':
        has_numba = False
    # Check for an adequate version number
    try:
        nb_ver = nb.__version__.split('.')
        if int(nb_ver[0]) == 0 and int(nb_ver[1]) < 22:
            has_numba = False
            logger.warning('You have numba installed, but the version is too '
                           'old to be used (%s)' % nb.__version__)
    except:
        logger.warning('Could not parse numba version. Disabling numba.jit')
        has_numba = False


def _doublewrap(f):
    """ Allows decorators to be called with/without args/kwargs

    Allows:

    .. code-block:: python

        @decorator
        @decorator()
        @decorator(args, kwargs=values)

    Modification of answer from user "bj0" on StackOverflow:
    http://stackoverflow.com/a/14412901
    """
    @wraps(f)
    def new_dec(*args, **kwargs):
        if len(args) == 1 and len(kwargs) == 0 and callable(args[0]):
            # called as @decorator
            return f(args[0])
        elif len(args) == 1 and callable(args[0]):
            # called as decorator(f, **kwargs)
            return f(args[0], **kwargs)
        elif len(args) == 0 and len(kwargs) == 0:
            # called as @decorator()
            return f
        else:
            # called as @decorator(*args, **kwargs)
            return lambda realf: f(realf, *args, **kwargs)

    return new_dec


@_doublewrap
[docs]def try_jit(f, *args, **kwargs):
    """ Apply numba.jit to function ``f`` if Numba is available

    Accepts arguments to Numba jit function (signature, nopython, etc.).

    Examples:

    .. code-block:: python

        @try_jit
        @try_jit()
        @try_jit(nopython=True)
        @try_jit("float32[:](float32[:], float32[:])", nopython=True)

    """
    if has_numba:
        @wraps(f)
        def wrap(*args, **kwargs):
            return nb.jit(*args, **kwargs)
        return wrap(f, *args, **kwargs)
    else:
        return f
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  Source code for yatsm.utils

from __future__ import division

from datetime import datetime as dt
import fnmatch
import os
import re
import sys

import numpy as np
import pandas as pd
import six

try:
    from scandir import walk
except:
    from os import walk

from .log_yatsm import logger


# JOB SPECIFIC FUNCTIONS
[docs]def distribute_jobs(job_number, total_jobs, n, interlaced=True):
    """ Assign `job_number` out of `total_jobs` a subset of `n` tasks

    Args:
        job_number (int): 0-indexed processor to distribute jobs to
        total_jobs (int): total number of processors running jobs
        n (int): number of tasks (e.g., lines in image, regions in segment)
        interlaced (bool, optional): interlace job assignment (default: True)

    Returns:
        np.ndarray: np.ndarray of task IDs to be processed

    Raises:
        ValueError: raise error if `job_number` and `total_jobs` specified
            result in no jobs being assinged (happens if `job_number` and
            `total_jobs` are both 1)

    """
    if interlaced:
        assigned = 0
        tasks = []

        while job_number + total_jobs * assigned < n:
            tasks.append(job_number + total_jobs * assigned)
            assigned += 1
        tasks = np.asarray(tasks)
    else:
        size = int(n / total_jobs)
        i_start = size * job_number
        i_end = size * (job_number + 1)

        tasks = np.arange(i_start, min(i_end, n))

    if tasks.size == 0:
        raise ValueError(
            'No jobs assigned for job_number/total_jobs: {j}/{t}'.format(
                j=job_number,
                t=total_jobs))

    return tasks



[docs]def get_output_name(dataset_config, line):
    """ Returns output name for specified config and line number

    Args:
      dataset_config (dict): configuration information about the dataset
      line (int): line of the dataset for output

    Returns:
      filename (str): output filename

    """
    return os.path.join(dataset_config['output'],
                        '%s%s.npz' % (dataset_config['output_prefix'], line))



# IMAGE DATASET READING
[docs]def csvfile_to_dataframe(input_file, date_format='%Y%j'):
    """ Return sorted filenames of images from input text file

    Args:
      input_file (str): text file of dates and files
      date_format (str): format of dates in file

    Returns:
      pd.DataFrame: pd.DataFrame of dates, sensor IDs, and filenames

    """
    df = pd.read_csv(input_file)

    # Guess and convert date field
    date_col = [i for i, n in enumerate(df.columns) if 'date' in n.lower()]
    if not date_col:
        raise KeyError('Could not find date column in input file')
    if len(date_col) > 1:
        logger.warning('Multiple date columns found in input CSV file. '
                       'Using %s' % df.columns[date_col[0]])
    date_col = df.columns[date_col[0]]

    df[date_col] = pd.to_datetime(
        df[date_col], format=date_format).map(lambda x: dt.toordinal(x))

    return df



[docs]def get_image_IDs(filenames):
    """ Returns image IDs for each filename (basename of dirname of file)

    Args:
      filenames (iterable): filenames to return image IDs for

    Returns:
      list: image IDs for each file in `filenames`

    """
    return [os.path.basename(os.path.dirname(f)) for f in filenames]



# MAPPING UTILITIES
[docs]def write_output(raster, output, image_ds, gdal_frmt, ndv, band_names=None):
    """ Write raster to output file """
    from osgeo import gdal, gdal_array

    logger.debug('Writing output to disk')

    driver = gdal.GetDriverByName(str(gdal_frmt))

    if len(raster.shape) > 2:
        nband = raster.shape[2]
    else:
        nband = 1

    ds = driver.Create(
        output,
        image_ds.RasterXSize, image_ds.RasterYSize, nband,
        gdal_array.NumericTypeCodeToGDALTypeCode(raster.dtype.type)
    )

    if band_names is not None:
        if len(band_names) != nband:
            logger.error('Did not get enough names for all bands')
            sys.exit(1)

    if raster.ndim > 2:
        for b in range(nband):
            logger.debug('    writing band {b}'.format(b=b + 1))
            ds.GetRasterBand(b + 1).WriteArray(raster[:, :, b])
            ds.GetRasterBand(b + 1).SetNoDataValue(ndv)

            if band_names is not None:
                ds.GetRasterBand(b + 1).SetDescription(band_names[b])
                ds.GetRasterBand(b + 1).SetMetadata({
                    'band_{i}'.format(i=b + 1): band_names[b]
                })
    else:
        logger.debug('    writing band')
        ds.GetRasterBand(1).WriteArray(raster)
        ds.GetRasterBand(1).SetNoDataValue(ndv)

        if band_names is not None:
            ds.GetRasterBand(1).SetDescription(band_names[0])
            ds.GetRasterBand(1).SetMetadata({'band_1': band_names[0]})

    ds.SetProjection(image_ds.GetProjection())
    ds.SetGeoTransform(image_ds.GetGeoTransform())

    ds = None



# RESULT UTILITIES
[docs]def find_results(location, pattern):
    """ Create list of result files and return sorted

    Args:
      location (str): directory location to search
      pattern (str): glob style search pattern for results

    Returns:
      results (list): list of file paths for results found

    """
    # Note: already checked for location existence in main()
    records = []
    for root, dirnames, filenames in walk(location):
        for filename in fnmatch.filter(filenames, pattern):
            records.append(os.path.join(root, filename))

    if len(records) == 0:
        raise IOError('Could not find results in: %s' % location)

    records.sort()

    return records



[docs]def iter_records(records, warn_on_empty=False, yield_filename=False):
    """ Iterates over records, returning result NumPy array

    Args:
      records (list): List containing filenames of results
      warn_on_empty (bool, optional): Log warning if result contained no
        result records (default: False)
      yield_filename (bool, optional): Yield the filename and the record

    Yields:
      np.ndarray or tuple: Result saved in record and the filename, if desired

    """
    n_records = len(records)

    for _i, r in enumerate(records):
        # Verbose progress
        if np.mod(_i, 100) == 0:
            logger.debug('{0:.1f}%'.format(_i / n_records * 100))
        # Open output
        try:
            rec = np.load(r)['record']
        except (ValueError, AssertionError, IOError) as e:
            logger.warning('Error reading a result file (may be corrupted) '
                           '({}): {}'.format(r, str(e)))
            continue

        if rec.shape[0] == 0:
            # No values in this file
            if warn_on_empty:
                logger.warning('Could not find results in {f}'.format(f=r))
            continue

        if yield_filename:
            yield rec, r
        else:
            yield rec



# MISC UTILITIES
[docs]def date2index(dates, d):
    """ Returns index of sorted array `dates` containing the date `d`

    Args:
      dates (np.ndarray): array of dates (or numbers really) in sorted order
      d (int, float): number to search for

    Returns:
      int: index of `dates` containing value `d`

    """
    return np.searchsorted(dates, d, side='right')



[docs]def is_integer(s):
    """ Returns True if `s` is an integer """
    try:
        int(s)
        return True
    except:
        return False



[docs]def copy_dict_filter_key(d, regex):
    """ Copy a dict recursively, but only if key doesn't match regex pattern
    """
    out = {}
    for k, v in six.iteritems(d):
        if not re.match(regex, k):
            if isinstance(v, dict):
                out[k] = copy_dict_filter_key(v, regex)
            else:
                out[k] = v
    return out
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  Source code for yatsm.config_parser

import logging
import os

import numpy as np
import six
import sklearn.externals.joblib as joblib
import yaml

from . import algorithms
from .regression.packaged import find_packaged_regressor, packaged_regressions

logger = logging.getLogger('yatsm')


[docs]def parse_config_file(config_file):
    """ Parse YAML config file

    Args:
        config_file (str): path to YAML config file

    Returns:
        dict: dict of sub-dicts, each sub-dict containing configuration keys
            and values pertinent to a process or algorithm. Pickled
            estimators compatible with ``scikit-learn``
            (i.e., that follow :class:`sklearn.base.BaseEstimator`)
            models will be loaded and returned as an object within the dict

    Raises:
        KeyError: raise KeyError if configuration file is not specified
            correctly

    """
    with open(config_file) as f:
        cfg = yaml.safe_load(f)
    cfg = expand_envvars(cfg)

    # Ensure algorithm & prediction sections are specified
    if 'YATSM' not in cfg:
        raise KeyError('YATSM must be a section in configuration YAML file')
    if 'prediction' not in cfg['YATSM']:
        raise KeyError('YATSM section does not declare a prediction method')
    if 'algorithm' not in cfg['YATSM']:
        raise KeyError('YATSM section does not declare an algorithm')
    algo = cfg['YATSM']['algorithm']
    if algo not in cfg:
        raise KeyError('Algorithm specified (%s) is not parameterized in '
                       'configuration file' % algo)

    # Embed algorithm in YATSM key
    # TODO: broaden this concept to at least algo['change']
    if algo not in algorithms.available['change']:
        raise NotImplementedError('Algorithm specified (%s) is not currently '
                                  'available' % algo)
    cfg['YATSM']['algorithm_object'] = algorithms.available['change'][algo]
    if not cfg['YATSM']['algorithm_object']:
        raise KeyError('Could not find algorithm specified (%s) in '
                       '`yatsm.algorithms.available`' % algo)

    # Add in dummy phenology and classification dicts if not included
    if 'phenology' not in cfg:
        cfg['phenology'] = {'enable': False}

    if 'classification' not in cfg:
        cfg['classification'] = {'training_image': None}

    return convert_config(cfg)



[docs]def convert_config(cfg):
    """ Convert some configuration values to different values

    Args:
        cfg (dict): dict of sub-dicts, each sub-dict containing configuration
            keys and values pertinent to a process or algorithm

    Returns:
        dict: configuration dict with some items converted to different objects

    Raises:
        KeyError: raise KeyError if configuration file is not specified
            correctly
    """
    # Parse dataset:
    cfg = _parse_dataset_config(cfg)
    # Parse YATSM:
    cfg = _parse_YATSM_config(cfg)

    return cfg



def _parse_dataset_config(cfg):
    """ Parse "dataset:" configuration section
    """
    # Expand min/max values to all bands
    n_bands = cfg['dataset']['n_bands']
    mins, maxes = cfg['dataset']['min_values'], cfg['dataset']['max_values']
    if isinstance(mins, (float, int)):
        cfg['dataset']['min_values'] = np.asarray([mins] * n_bands)
    else:
        if len(mins) != n_bands:
            raise ValueError('Dataset minimum values must be specified for '
                             '"n_bands" (got %i values, needed %i)' %
                             (len(mins), n_bands))
        cfg['dataset']['min_values'] = np.asarray(mins)
    if isinstance(maxes, (float, int)):
        cfg['dataset']['max_values'] = np.asarray([maxes] * n_bands)
    else:
        if len(maxes) != n_bands:
            raise ValueError('Dataset maximum values must be specified for '
                             '"n_bands" (got %i values, needed %i)' %
                             (len(maxes), n_bands))
        cfg['dataset']['max_values'] = np.asarray(maxes)

    return cfg


def _parse_YATSM_config(cfg):
    """ Parse "YATSM:" configuration section
    """
    # Unpickle main predictor
    pred_method = cfg['YATSM']['prediction']
    cfg['YATSM']['estimator'] = {'prediction': pred_method}
    cfg['YATSM']['estimator']['object'] = _unpickle_predictor(
        _find_pickle(pred_method, cfg))
    # Grab estimator fit options
    cfg['YATSM']['estimator']['fit'] = cfg.get(
        pred_method, {}).get('fit', {}) or {}

    # Unpickle refit objects
    if cfg['YATSM'].get('refit', {}).get('prediction', None):
        # Restore pickles
        pickles = []
        fitopts = []
        for pred_method in cfg['YATSM']['refit']['prediction']:
            pickles.append(_unpickle_predictor(_find_pickle(pred_method, cfg)))
            fitopts.append(cfg.get(pred_method, {}).get('fit', {}) or {})
        cfg['YATSM']['refit']['prediction_object'] = pickles
        cfg['YATSM']['refit']['fit'] = fitopts
    # Fill in as empty refit
    else:
        refit = dict(prefix=[], prediction=[], prediction_object=[],
                     stay_regularized=[], fit=[])
        cfg['YATSM']['refit'] = refit

    # Check number of refits
    n_refit = len(cfg['YATSM']['refit']['prediction_object'])
    n_prefix = len(cfg['YATSM']['refit']['prefix'])
    if n_refit != n_prefix:
        raise KeyError('Must supply a prefix for all refix predictions '
                       '(%i vs %i)' % (n_refit, n_prefix))

    # Fill in "stay_regularized" -- default True
    reg = cfg['YATSM']['refit'].get('stay_regularized', None)
    if reg is None:
        cfg['YATSM']['refit']['stay_regularized'] = [True] * n_refit
    elif isinstance(reg, bool):
        cfg['YATSM']['refit']['stay_regularized'] = [reg] * n_refit

    return cfg


def _find_pickle(pickle, cfg):
    """ Return filename for pickle specified

    Pickle should either be from packaged estimators or specified as a section
    in the configuration file.
    """
    # Check if in packaged
    if pickle in packaged_regressions:
        pickle_path = find_packaged_regressor(pickle)
        logger.debug('Using pre-packaged prediction method "%s" from %s' %
                     (pickle, pickle_path))
        return pickle_path
    # Check if in configuration file
    elif pickle in cfg:
        if 'pickle' in cfg[pickle]:
            pickle_path = cfg[pickle]['pickle']
            logger.debug('Using prediction method "%s" from config file (%s)' %
                         (pickle, pickle_path))
            return pickle_path
        else:
            raise KeyError('Prediction method "%s" in config file, but no '
                           'path is given in "pickle" key' % pickle)
    else:
        raise KeyError('Prediction method "%s" is not a pre-packaged estimator'
                       ' nor is it specified as a section in config file' %
                       pickle)


def _unpickle_predictor(pickle):
    # Load sklearn objects
    reg = joblib.load(pickle)

    sklearn_attrs = ['fit', 'predict', 'get_params', 'set_params']
    if all([m in dir(reg) for m in sklearn_attrs]):
        return reg
    else:
        raise AttributeError('Cannot use prediction object from %s. Prediction'
                             ' objects must define the following attributes:\n'
                             '%s'
                             % (pickle, ', '.join(sklearn_attrs)))


[docs]def expand_envvars(d):
    """ Recursively convert lookup that look like environment vars in a dict

    This function things that environmental variables are values that begin
    with `$` and are evaluated with :func:`os.path.expandvars`. No exception
    will be raised if an environment variable is not set.

    Args:
        d (dict): expand environment variables used in the values of this
            dictionary

    Returns:
        dict: input dictionary with environment variables expanded

    """
    def check_envvar(k, v):
        """ Warn if value looks un-expanded """
        if '$' in v:
            logger.warning('Config key=value pair might still contain '
                           'environment variables: "%s=%s"' % (k, v))

    _d = d.copy()
    for k, v in six.iteritems(_d):
        if isinstance(v, dict):
            _d[k] = expand_envvars(v)
        elif isinstance(v, str):
            _d[k] = os.path.expandvars(v)
            check_envvar(k, v)
        elif isinstance(v, (list, tuple)):
            n_v = []
            for _v in v:
                if isinstance(_v, str):
                    _v = os.path.expandvars(_v)
                    check_envvar(k, _v)
                n_v.append(_v)
            _d[k] = n_v
    return _d






          

      

      

    


    
        © Copyright 2014 - 2017, Chris Holden.
      Last updated on Mon Feb 27 22:25:59 2017.
      Created using Sphinx 1.3.5.
    

  

_modules/yatsm/phenology/longtermmean.html


    
      Navigation


      
        		
          index


        		
          modules |


        		YATSM 0.6.2 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for yatsm.phenology.longtermmean

""" Implementation of Eli Melaas' Landsat phenology algorithm

See:
    Melaas, EK, MA Friedl, and Z Zhu. 2013. Detecting interannual variation in
    deciduous broadleaf forest phenology using Landsat TM/ETM+ data. Remote
    Sensing of Environment 132: 176-185.

"""
from __future__ import division

from datetime import datetime as dt
import logging
import math

import numpy as np
import numpy.lib.recfunctions

# Grab `stats` package from R for smoothing spline
from rpy2 import robjects as ro
from rpy2.robjects.packages import importr
import rpy2.robjects.numpy2ri

rpy2.robjects.numpy2ri.activate()
Rstats = importr('stats')

from ..vegetation_indices import EVI

logger = logging.getLogger('yatsm')


[docs]def group_years(years, interval=3):
    """ Return integers representing sequential groupings of years

    Note: years specified must be sorted

    Args:
        years (np.ndarray): the year corresponding to each EVI value
        interval (int, optional): number of years to group together
            (default: 3)

    Returns:
        np.ndarray: integers representing sequential year groupings

    """
    n_groups = math.ceil((years.max() - years.min()) / interval)
    if n_groups <= 1:
        return np.zeros_like(years, dtype=np.uint16)
    splits = np.array_split(np.arange(years.min(), years.max() + 1), n_groups)

    groups = np.zeros_like(years, dtype=np.uint16)
    for i, s in enumerate(splits):
        groups[np.in1d(years, s)] = i

    return groups



[docs]def scale_EVI(evi, periods, qmin=10, qmax=90):
    """ Returns EVI scaled to upper and lower quantiles

    Quantiles are calculated based on EVI within some year-to-year interval.
    As part of finding the quantiles, EVI values not within the (0, 1) range
    will be removed.

    Args:
        evi (np.ndarray): EVI values
        periods (np.ndarray): intervals of years to group and scale together
        qmin (float, optional): lower quantile for scaling (default: 10)
        qmax (float, optional): upper quantile for scaling (default: 90)

    Returns:
        np.ndarray: scaled EVI array

    """
    _evi = evi.copy()
    for u in np.unique(periods):
        index = np.where(periods == u)
        evi_min = np.percentile(evi[index], qmin)
        evi_max = np.percentile(evi[index], qmax)
        _evi[index] = (evi[index] - evi_min) / (evi_max - evi_min)

    return _evi



[docs]def CRAN_spline(x, y, spar=0.55):
    """ Return a prediction function for a smoothing spline from R

    Use `rpy2` package to fit a smoothing spline using "smooth.spline".

    Args:
        x (np.ndarray): independent variable
        y (np.ndarray): dependent variable
        spar (float): smoothing parameter

    Returns:
        callable: prediction function of smoothing spline that provides
            smoothed estimates of the dependent variable given an input
            independent variable array

    Example:
      Fit a smoothing spline for y ~ x and predict for days in year:

        .. code-block:: python

            pred_spl = CRAN_spline(x, y)
            y_smooth = pred_spl(np.arange(1, 366))

    """
    spl = Rstats.smooth_spline(x, y, spar=spar)

    return lambda _x: np.array(Rstats.predict_smooth_spline(spl, _x)[1])



[docs]def halfmax(x):
    """ Return index of the observation closest to the half of some data

    Assumes that data are scaled between [0, 1] and half-max is 0.5

    Args:
        x (np.ndarray): a one dimensional vector

    Returns:
        int: the index of the observation closest to the half-max of the data

    """
    return np.argmin(np.abs(
        (x - np.nanmin(x)) /
        (np.nanmax(x) - np.nanmin(x)) - 0.5))



[docs]def ordinal2yeardoy(ordinal):
    """ Convert ordinal dates to two arrays of year and doy

    Args:
        ordinal (np.ndarray): ordinal dates

    Returns:
        np.ndarray: nobs x 2 np.ndarray containing the year and DOY for each
            ordinal date

    """
    _date = [dt.fromordinal(_d) for _d in ordinal]
    yeardoy = np.empty((ordinal.size, 2), dtype=np.uint16)
    yeardoy[:, 0] = np.array([int(_d.strftime('%Y')) for _d in _date])
    yeardoy[:, 1] = np.array([int(_d.strftime('%j')) for _d in _date])

    return yeardoy



[docs]class LongTermMeanPhenology(object):
    """ Calculate long term mean phenology metrics for each YATSM record

    Long term mean phenology metrics describe the general spring greenup and
    autumn senescence timing using an algorithm by Melaas *et al.*, 2013 based
    on fitting smoothing splines to timeseries of EVI.

    Attributes:
        self.pheno (np.ndarray): NumPy structured array containing phenology
            metrics. These metrics include:

            * spring_doy: the long term mean day of year of the start of spring
            * autumn_doy: the long term mean day of year of the start of autumn
            * pheno_cor: the correlation coefficient of the observed EVI and
              the smoothed prediction
            * peak_evi: the highest smoothed EVI value within the year (maximum
              amplitude of EVI)
            * peak_doy: the day of year corresponding to the peak EVI value
            * spline_evi: the smoothing spline prediction of EVI for days of
              year between 1 and 365
            * pheno_nobs: the number of observations used to fit the smoothing
              spline

    Args:
        red_index (int, optional): index of model.Y containing red band
            (default: 2)
        nir_index (int, optional): index of model.Y containing NIR band
            (default: 3)
        blue_index (int, optional): index of model.Y containing blue band
            (default: 0)
        scale (float or np.ndarray, optional): scale factor for reflectance
            bands in model.Y to transform data into [0, 1] (default: 0.0001)
        evi_index (int, optional): if EVI is already used within timeseries
            model, provide index of model.Y containing EVI to override
            computation from red/nir/blue bands (default: None)
        evi_scale (float, optional): if EVI is already used within timeseries
            model, provide scale factor to transform EVI into [0, 1] range
            (default: None)
        year_interval (int, optional): number of years to group together when
            normalizing EVI to upper and lower percentiles of EVI within the
            group (default: 3)
        q_min (float, optional): lower percentile for scaling EVI (default: 10)
        q_max (float, optional): upper percentile for scaling EVI (default: 90)

    """
    def __init__(self, red_index=2, nir_index=3, blue_index=0,
                 scale=0.0001, evi_index=None, evi_scale=None,
                 year_interval=3, q_min=10, q_max=90):
        self.red_index = red_index
        self.nir_index = nir_index
        self.blue_index = blue_index
        self.scale = scale
        self.evi_index = evi_index
        self.evi_scale = evi_scale
        self.year_interval = year_interval
        self.q_min = q_min
        self.q_max = q_max

    def _fit_prep(self, model):
        if self.evi_index:
            if not isinstance(self.evi_scale, float):
                raise ValueError('Must provide scale factor for EVI')
            self.evi = model.Y[self.evi_index, :] * self.evi_scale
        else:
            self.evi = EVI(model.Y[self.red_index, :] * self.scale,
                           model.Y[self.nir_index, :] * self.scale,
                           model.Y[self.blue_index, :] * self.scale)

        self.ordinal = model.dates.astype(np.uint32)
        self.yeardoy = ordinal2yeardoy(self.ordinal)

        # Mask based on unusual EVI values
        valid_evi = np.where((self.evi >= 0) & (self.evi <= 1))[0]
        self.evi = self.evi[valid_evi]
        self.ordinal = self.ordinal[valid_evi]
        self.yeardoy = self.yeardoy[valid_evi, :]

        self.pheno = np.zeros(self.model.record.shape, dtype=[
            ('spring_doy', 'u2'),
            ('autumn_doy', 'u2'),
            ('pheno_cor', 'f4'),
            ('peak_evi', 'f4'),
            ('peak_doy', 'u2'),
            ('spline_evi', 'f8', 366),
            ('pheno_nobs', 'u2')
        ])

    def _fit_record(self, evi, yeardoy, year_interval, q_min, q_max):
        # Calculate year-to-year groupings for EVI normalization
        periods = group_years(yeardoy[:, 0], year_interval)
        evi_norm = scale_EVI(evi, periods, qmin=q_min, qmax=q_max)

        # Mask out np.nan
        valid = np.isfinite(evi_norm)
        if not np.any(valid):
            logger.debug('No valid EVI in segment -- skipping')
            return
        yeardoy = yeardoy[valid, :]
        evi_norm = evi_norm[valid]

        # Pad missing DOY values (e.g. in winter) with 0's to improve
        # spline fit
        pad_start = np.arange(1, yeardoy[:, 1].min() + 1)
        pad_end = np.arange(yeardoy[:, 1].max(), 365 + 1)

        pad_doy = np.concatenate((yeardoy[:, 1], pad_start, pad_end))
        pad_evi_norm = np.concatenate((
            evi_norm,
            np.zeros_like(pad_start, dtype=evi.dtype),
            np.zeros_like(pad_end, dtype=evi.dtype)
        ))

        # Fit spline and predict EVI
        spl_pred = CRAN_spline(pad_doy, pad_evi_norm, spar=0.55)
        evi_smooth = spl_pred(np.arange(1, 367))  # 366 to include leap years

        # Check correlation
        pheno_cor = np.corrcoef(evi_smooth[yeardoy[:, 1] - 1], evi_norm)[0, 1]

        # Separate into spring / autumn
        peak_doy = np.argmax(evi_smooth)
        peak_evi = np.max(evi_smooth)
        evi_smooth_spring = evi_smooth[:peak_doy + 1]
        evi_smooth_autumn = evi_smooth[peak_doy + 1:]

        # Compute half-maximum of spring logistic for "ruling in" image dates
        # (points) for anomaly calculation
        # Note: we add + 1 to go from index (on 0) to day of year (on 1)
        if evi_smooth_spring.size > 0:
            ltm_spring = halfmax(evi_smooth_spring) + 1
        else:
            ltm_spring = 0

        if evi_smooth_autumn.size > 0:
            ltm_autumn = halfmax(evi_smooth_autumn) + 1 + peak_doy + 1
        else:
            ltm_autumn = 0

        return (ltm_spring, ltm_autumn, pheno_cor,
                peak_evi, peak_doy, evi_smooth)

[docs]    def fit(self, model):
        """ Fit phenology metrics for each time segment within a YATSM model

        Args:
            model (yatsm.YATSM): instance of `yatsm.YATSM` that has been run
                for change detection

        Returns:
            np.ndarray: updated copy of YATSM model instance with phenology
                added into yatsm.record structured array

        """
        self.model = model
        # Preprocess EVI and create our `self.pheno` record
        self._fit_prep(model)

        for i, _record in enumerate(self.model.record):
            # Subset variables to range of current record
            rec_range = np.where((self.ordinal >= _record['start']) &
                                 (self.ordinal <= _record['end']))[0]
            if rec_range.size == 0:
                continue

            _evi = self.evi[rec_range]
            _yeardoy = self.yeardoy[rec_range, :]

            # Fit and save results
            _result = self._fit_record(_evi, _yeardoy,
                                       self.year_interval,
                                       self.q_min, self.q_max)
            if _result is None:
                continue

            self.pheno[i]['spring_doy'] = _result[0]
            self.pheno[i]['autumn_doy'] = _result[1]
            self.pheno[i]['pheno_cor'] = _result[2]
            self.pheno[i]['peak_evi'] = _result[3]
            self.pheno[i]['peak_doy'] = _result[4]
            self.pheno[i]['spline_evi'][:] = _result[5]
            self.pheno[i]['pheno_nobs'] = rec_range.size

        return np.lib.recfunctions.merge_arrays(
            (self.model.record, self.pheno), flatten=True)
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  Source code for yatsm.cli.pixel

""" Command line interface for running YATSM algorithms on individual pixels
"""
import datetime as dt
import logging
import re

import click
import matplotlib as mpl
import matplotlib.cm  # noqa
import matplotlib.pyplot as plt
import numpy as np
import patsy
import yaml

from . import options, console
from ..algorithms import postprocess
from ..config_parser import convert_config, parse_config_file
from ..io import read_pixel_timeseries
from ..utils import csvfile_to_dataframe, get_image_IDs
from ..regression.transforms import harm  # noqa

avail_plots = ['TS', 'DOY', 'VAL']

SEASONS = {
    'winter': ((11, 12, 1, 2, 3), 'b', 0.5),
    'spring': ((4, 5), 'c', 0.5),
    'summer': ((6, 7, 8), 'g', 1.,),
    'fall': ((9, 10), 'y', 0.5)
}

_DEFAULT_PLOT_CMAP = ('viridis', 'cubehelix', 'jet')
PLOT_CMAP = _DEFAULT_PLOT_CMAP[-1]
for _cmap in _DEFAULT_PLOT_CMAP:
    if _cmap in mpl.cm.cmap_d:
        PLOT_CMAP = _cmap
        break

plot_styles = []
if hasattr(mpl, 'style'):
    plot_styles = mpl.style.available
if hasattr(plt, 'xkcd'):
    plot_styles.append('xkcd')

logger = logging.getLogger('yatsm')


@click.command(short_help='Run YATSM algorithm on individual pixels')
@options.arg_config_file
@click.argument('px', metavar='<px>', nargs=1, type=click.INT)
@click.argument('py', metavar='<py>', nargs=1, type=click.INT)
@click.option('--band', metavar='<n>', nargs=1, type=click.INT, default=1,
              show_default=True, help='Band to plot')
@click.option('--plot', default=('TS',), multiple=True, show_default=True,
              type=click.Choice(avail_plots), help='Plot type')
@click.option('--ylim', metavar='<min> <max>', nargs=2, type=float,
              show_default=True, help='Y-axis limits')
@click.option('--style', metavar='<style>', default='ggplot',
              show_default=True, type=click.Choice(plot_styles),
              help='Plot style')
@click.option('--cmap', metavar='<cmap>', default=PLOT_CMAP,
              show_default=True, help='DOY/VAL plot colormap')
@click.option('--embed', is_flag=True,
              help='Drop to (I)Python interpreter at various points')
@click.option('--seed', help='Set NumPy RNG seed value')
@click.option('--algo_kw', multiple=True, callback=options.callback_dict,
              help='Algorithm parameter overrides')
@click.option('--result_prefix', type=str, default='', show_default=True,
              multiple=True,
              help='Plot coef/rmse from refit that used this prefix')
@click.option('--seasons', is_flag=True, help='Plot using seasonal symbology')
@click.pass_context
def pixel(ctx, config, px, py, band, plot, ylim, style, cmap,
          embed, seed, algo_kw, result_prefix, seasons):
    # Set seed
    np.random.seed(seed)
    # Convert band to index
    band -= 1
    # Format result prefix
    if result_prefix:
        result_prefix = set((_pref if _pref[-1] == '_' else _pref + '_')
                            for _pref in result_prefix)
        result_prefix.add('')  # add in no prefix to show original fit
    else:
        result_prefix = ('', )

    # Get colormap
    if cmap not in mpl.cm.cmap_d:
        raise click.ClickException('Cannot find specified colormap ({}) in '
                                   'matplotlib'.format(cmap))

    # Parse config
    cfg = parse_config_file(config)

    # Apply algorithm overrides
    for kw in algo_kw:
        value = yaml.load(algo_kw[kw])
        cfg = trawl_replace_keys(cfg, kw, value)
    if algo_kw:  # revalidate configuration
        cfg = convert_config(cfg)

    # Dataset information
    df = csvfile_to_dataframe(cfg['dataset']['input_file'],
                              date_format=cfg['dataset']['date_format'])
    df['image_ID'] = get_image_IDs(df['filename'])
    df['x'] = df['date']
    dates = df['date'].values

    # Initialize timeseries model
    model = cfg['YATSM']['algorithm_object']
    algo_cfg = cfg[cfg['YATSM']['algorithm']]
    yatsm = model(estimator=cfg['YATSM']['estimator'],
                  **algo_cfg.get('init', {}))
    yatsm.px = px
    yatsm.py = py

    # Setup algorithm and create design matrix (if needed)
    X = yatsm.setup(df, **cfg)
    design_info = getattr(X, 'design_info', None)

    # Read pixel data
    Y = read_pixel_timeseries(df['filename'], px, py)
    if Y.shape[0] != cfg['dataset']['n_bands']:
        raise click.ClickException(
            'Number of bands in image {f} ({nf}) do not match number in '
            'configuration file ({nc})'.format(
                f=df['filename'][0],
                nf=Y.shape[0],
                nc=cfg['dataset']['n_bands']))

    # Preprocess pixel data
    X, Y, dates = yatsm.preprocess(X, Y, dates, **cfg['dataset'])

    # Convert ordinal to datetime
    dt_dates = np.array([dt.datetime.fromordinal(d) for d in dates])

    # Plot before fitting
    with plt.xkcd() if style == 'xkcd' else mpl.style.context(style):
        for _plot in plot:
            if _plot == 'TS':
                plot_TS(dt_dates, Y[band, :], seasons)
            elif _plot == 'DOY':
                plot_DOY(dt_dates, Y[band, :], cmap)
            elif _plot == 'VAL':
                plot_VAL(dt_dates, Y[band, :], cmap)

            if ylim:
                plt.ylim(ylim)
            plt.title('Timeseries: px={px} py={py}'.format(px=px, py=py))
            plt.ylabel('Band {b}'.format(b=band + 1))
            plt.tight_layout()
            plt.show()

    # Fit model
    yatsm.fit(X, Y, dates, **algo_cfg.get('fit', {}))
    for prefix, estimator, stay_reg, fitopt in zip(
            cfg['YATSM']['refit']['prefix'],
            cfg['YATSM']['refit']['prediction_object'],
            cfg['YATSM']['refit']['stay_regularized'],
            cfg['YATSM']['refit']['fit']):
        yatsm.record = postprocess.refit_record(
            yatsm, prefix, estimator,
            fitopt=fitopt, keep_regularized=stay_reg)

    # Plot after predictions
    with plt.xkcd() if style == 'xkcd' else mpl.style.context(style):
            for _plot in plot:
                if _plot == 'TS':
                    plot_TS(dt_dates, Y[band, :], seasons)
                elif _plot == 'DOY':
                    plot_DOY(dt_dates, Y[band, :], cmap)
                elif _plot == 'VAL':
                    plot_VAL(dt_dates, Y[band, :], cmap)

                if ylim:
                    plt.ylim(ylim)
                plt.title('Timeseries: px={px} py={py}'.format(px=px, py=py))
                plt.ylabel('Band {b}'.format(b=band + 1))

                for _prefix in set(result_prefix):
                    plot_results(band, cfg, yatsm, design_info,
                                 result_prefix=_prefix,
                                 plot_type=_plot)

                plt.tight_layout()
                plt.show()

    if embed:
        console.open_interpreter(
            yatsm,
            message=("Additional functions:\n"
                     "plot_TS, plot_DOY, plot_VAL, plot_results"),
            variables={
                'config': cfg,
            },
            funcs={
                'plot_TS': plot_TS, 'plot_DOY': plot_DOY,
                'plot_VAL': plot_VAL, 'plot_results': plot_results
            }
        )


[docs]def plot_TS(dates, y, seasons):
    """ Create a standard timeseries plot

    Args:
        dates (iterable): sequence of datetime
        y (np.ndarray): variable to plot
        seasons (bool): Plot seasonal symbology
    """
    # Plot data
    if seasons:
        months = np.array([d.month for d in dates])
        for season_months, color, alpha in SEASONS.values():
            season_idx = np.in1d(months, season_months)
            plt.plot(dates[season_idx], y[season_idx], marker='o',
                     mec=color, mfc=color, alpha=alpha, ls='')
    else:
        plt.scatter(dates, y, c='k', marker='o', edgecolors='none', s=35)
    plt.xlabel('Date')



[docs]def plot_DOY(dates, y, mpl_cmap):
    """ Create a DOY plot

    Args:
        dates (iterable): sequence of datetime
        y (np.ndarray): variable to plot
        mpl_cmap (colormap): matplotlib colormap
    """
    doy = np.array([d.timetuple().tm_yday for d in dates])
    year = np.array([d.year for d in dates])

    sp = plt.scatter(doy, y, c=year, cmap=mpl_cmap,
                     marker='o', edgecolors='none', s=35)
    plt.colorbar(sp)

    months = mpl.dates.MonthLocator()  # every month
    months_fmrt = mpl.dates.DateFormatter('%b')

    plt.tick_params(axis='x', which='minor', direction='in', pad=-10)
    plt.axes().xaxis.set_minor_locator(months)
    plt.axes().xaxis.set_minor_formatter(months_fmrt)

    plt.xlim(1, 366)
    plt.xlabel('Day of Year')



[docs]def plot_VAL(dates, y, mpl_cmap, reps=2):
    """ Create a "Valerie Pasquarella" plot (repeated DOY plot)

    Args:
        dates (iterable): sequence of datetime
        y (np.ndarray): variable to plot
        mpl_cmap (colormap): matplotlib colormap
        reps (int, optional): number of additional repetitions
    """
    doy = np.array([d.timetuple().tm_yday for d in dates])
    year = np.array([d.year for d in dates])

    # Replicate `reps` times
    _doy = doy.copy()
    for r in range(1, reps + 1):
        _doy = np.concatenate((_doy, doy + r * 366))
    _year = np.tile(year, reps + 1)
    _y = np.tile(y, reps + 1)

    sp = plt.scatter(_doy, _y, c=_year, cmap=mpl_cmap,
                     marker='o', edgecolors='none', s=35)
    plt.colorbar(sp)
    plt.xlabel('Day of Year')



[docs]def plot_results(band, cfg, model, design_info,
                 result_prefix='', plot_type='TS'):
    """ Plot model results

    Args:
        band (int): plot results for this band
        cfg (dict): YATSM configuration dictionary
        model (YATSM model): fitted YATSM timeseries model
        design_info (patsy.DesignInfo): patsy design information
        result_prefix (str): Prefix to 'coef' and 'rmse'
        plot_type (str): type of plot to add results to (TS, DOY, or VAL)
    """
    # Results prefix
    result_k = model.record.dtype.names
    coef_k = result_prefix + 'coef'
    rmse_k = result_prefix + 'rmse'
    if coef_k not in result_k or rmse_k not in result_k:
        raise KeyError('Cannot find result prefix "{}" in results'
                       .format(result_prefix))
    if result_prefix:
        click.echo('Using "{}" re-fitted results'.format(result_prefix))

    # Handle reverse
    step = -1 if cfg['YATSM']['reverse'] else 1

    # Remove categorical info from predictions
    design = re.sub(r'[\+\-][\ ]+C\(.*\)', '',
                    cfg['YATSM']['design_matrix'])

    i_coef = []
    for k, v in design_info.column_name_indexes.iteritems():
        if not re.match('C\(.*\)', k):
            i_coef.append(v)
    i_coef = np.sort(np.asarray(i_coef))

    _prefix = result_prefix or cfg['YATSM']['prediction']
    for i, r in enumerate(model.record):
        label = 'Model {i} ({prefix})'.format(i=i, prefix=_prefix)
        if plot_type == 'TS':
            # Prediction
            mx = np.arange(r['start'], r['end'], step)
            mX = patsy.dmatrix(design, {'x': mx}).T

            my = np.dot(r[coef_k][i_coef, band], mX)
            mx_date = np.array([dt.datetime.fromordinal(int(_x)) for _x in mx])
            # Break
            if r['break']:
                bx = dt.datetime.fromordinal(r['break'])
                plt.axvline(bx, c='red', lw=2)

        elif plot_type in ('DOY', 'VAL'):
            yr_end = dt.datetime.fromordinal(r['end']).year
            yr_start = dt.datetime.fromordinal(r['start']).year
            yr_mid = int(yr_end - (yr_end - yr_start) / 2)

            mx = np.arange(dt.date(yr_mid, 1, 1).toordinal(),
                           dt.date(yr_mid + 1, 1, 1).toordinal(), 1)
            mX = patsy.dmatrix(design, {'x': mx}).T

            my = np.dot(r[coef_k][i_coef, band], mX)
            mx_date = np.array([dt.datetime.fromordinal(d).timetuple().tm_yday
                                for d in mx])

            label = 'Model {i} - {yr} ({prefix})'.format(i=i, yr=yr_mid,
                                                         prefix=_prefix)

        plt.plot(mx_date, my, lw=3, label=label)
    leg = plt.legend()
    leg.draggable(state=True)



# UTILITY FUNCTIONS
[docs]def trawl_replace_keys(d, key, value, s=''):
    """ Return modified dictionary ``d``
    """
    md = d.copy()
    for _key in md:
        if isinstance(md[_key], dict):
            # Recursively replace
            md[_key] = trawl_replace_keys(md[_key], key, value,
                                          s='{}[{}]'.format(s, _key))
        else:
            if _key == key:
                s += '[{}]'.format(_key)
                click.echo('Replacing d{k}={ov} with {nv}'
                           .format(k=s, ov=md[_key], nv=value))
                md[_key] = value
    return md
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